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Figure 3. Tangential shear measurement for the 6 tomographic bins of MagLim++ and the 4 tomographic bins of METADETECT. We overlay the best fit
model for the linear bias case (solid lines) and for the nonlinear bias case (dashed lines). Gray shaded regions mark the angular scales removed from the
analysis: darker gray for the linear bias scale cuts and lighter gray for the nonlinear bias cuts. Lens bin 2 is fully shaded because it is excluded from the fiducial
data vector. Note that this figure does not illustrate the point-mass marginalization, which is applied during likelihood evaluation through the inverse covariance
matrix and therefore cannot be represented in terms of the covariance elements shown here.

based on the spatial distribution of the random points. The result-
ing patch centres are saved and reused when constructing the lens
and source catalogs, ensuring a consistent definition of jackknife
regions across all fields. The number of patches is chosen such that
the maximum angular scale used in the analysis (𝜃max = 250′) fits
well within a single jackknife region, and the jackknife covariance
is therefore computed only up to this scale. The resulting pipeline
ensures consistent propagation of survey geometry, masking, and
estimator-level effects throughout the analysis.

4.2 Baseline Estimator

The following describes the construction of the lens–source pairs,
the definition of the tangential ellipticity component, and the es-
timators used to compute the mean shear profile as a function of
angular separation.

For a given lens-source pair (𝐿𝑆), the tangential component of
ellipticity as a function of the two components of ellipticity reads
as:

𝑒𝑡 ,LS = −𝑒1 cos(2𝜙) + 𝑒2 sin(2𝜙), (13)

where 𝜙 is the angle between the horizontal cardinal axis and the
line connecting the galaxy pair.

We can now use the tangential ellipticity as a proxy for the
tangential shear:

𝛾𝑡 =

∑
LS 𝑤LS𝑒𝑡 ,LS (𝜃)∑

LS 𝑤LS (𝜃)
(14)

where 𝑤LS = 𝑤l𝑤s is the weight factor for a given lens-source
pair. 𝑤l is the lens galaxy clustering weight, while 𝑤s is the source
weight. Lens clustering weights are designed to correct for spatial
variations in the observed lens density caused by both large-scale
structure and observing conditions (e.g., depth, seeing, sky bright-
ness). While such variations would not bias the galaxy–galaxy lens-
ing signal if the lens and source samples were affected by uncorre-
lated systematics, in practice both are influenced by the same survey
conditions. This shared dependence induces correlations between
the observed densities of lenses and sources that can bias the mea-
sured tangential shear through spurious pair count modulations. Ap-
plying the lens weights therefore mitigates these correlated system-
atics and ensures that the measured lensing signal is not artificially
amplified or suppressed. The source’s shear weights are computed
to optimize the measurement of tangential shear by accounting for
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FIG. 3. Angular galaxy clustering auto-correlation function as a function of angular separation θ for different lens redshift bins. Upper panels
show measurements (black points) with best-fit models: ΛCDM linear galaxy bias (black solid), ΛCDM nonlinear bias (green dashed), and
wCDM linear bias (pink dotted). Lower panels show residuals in units of the expected standard deviation. Gray shaded regions indicate
excluded scales: lighter gray for linear bias cuts, darker gray for nonlinear bias cuts. Lens bin 2 is entirely shaded because it is excluded from
the fiducial analysis (see Appendix A). Triangle markers indicate the residuals are larger than 3σ.

A. Model

The 3×2pt data vector used in this work concatenates
the real-space galaxy clustering w(θ), galaxy-galaxy lensing
γt(θ) and cosmic shear ξ±(θ). All of these statistics are
Fourier transforms of their respective angular (cross-) power
spectra CAB(ℓ) which under the full-sky prescription take the
form:

wij(θ) =
∑
ℓ

2ℓ+ 1

4π
Pℓ(cos θ)C

ij
δg,oδg,o

(ℓ), (5)

γij
t (θ) = (1 +mj)

∑
ℓ

2ℓ+ 1

4π

P 2
ℓ (cos θ)

ℓ(ℓ+ 1)
Cij

δg,oE
(ℓ), (6)

ξij± (θ) = (1 +mi)(1 +mj)× (7)∑
ℓ

2ℓ+ 1

4π

2(G+
ℓ,2(x)±G−

ℓ,2(x))

ℓ2(ℓ+ 1)2
[Cij

EE(ℓ)± Cij
BB(ℓ)].

Here, Pℓ and P 2
ℓ are the Legendre and associated Legendre

polynomials of degree ℓ, G±
ℓ,2 are given by Equation (4.19) in

[86], i and j indicate the tomographic redshift bins, δg,o refers
to the observed galaxy density contrast, E/B refer to the weak
lensing E/B-mode signals, and the set of mi corresponds to
the multiplicative shear bias parameters [Y6IMSIM], which
account for biases in the shear calibration. The model is in-
tegrated over each specific angular bin range to ensure proper
comparison with measurements.

The observed angular power spectra between the observed

galaxy density contrast and the shear field are

Cii
δg,oδg,o(ℓ) = Cii

δgδg(ℓ) + Cii
δµδµ(ℓ) + Cii

δRSDδRSD
(ℓ)

+ 2Cii
δgδµ(ℓ) + 2Cii

δgδRSD
(ℓ) + 2Cii

δRSDδµ(ℓ),

Cij
δg,oE

(ℓ) = Cij
δgκ

+ Cij
δgIE

+ Cij
δµκ

+ Cij
δµIE

,

Cij
EE(ℓ) = Cij

κκ(ℓ) + Cij
κIE

(ℓ) + Cji
κIE

(ℓ) + Cij
IEIE

(ℓ),

Cij
BB(ℓ) = Cij

IBIB
(ℓ),

(8)
where the observed galaxy density receives contributions from
lens magnification (δµ), affecting the observed number of
galaxies and modeled as described in [Y6MAG], and from
redshift-space distortions (δRSD) arising from the peculiar ve-
locities of galaxies. The shear field receives contributions
from the convergence field κ, including shear calibration ef-
fects, as well as from the intrinsic-alignment (IA) E/B modes
(IE/B), discussed in detail in [Y6-1X2PT], which mimic the
cosmic shear signal and are produced due to the alignment of
galaxies with their local environment.

For Cij
δgκ

(ℓ) and Cij
κκ(ℓ), we compute the angular power

spectra with the Limber approximation, which for a flat Uni-
verse takes the form:

Cij
AB(ℓ) =

∫
dχ

qiA(χ) q
j
B(χ)

χ2
Pm

(
k =

ℓ+ 1/2

χ
, z(χ)

)
,

(9)
where A and B represent the fields being correlated, which
in our case correspond to the galaxy overdensity field δg and
the convergence field κ. The function Pm(k, z) represents the
three-dimensional matter power spectrum, which we evaluate
at a given redshift z and wavenumber k. The linear matter
power spectrum is computed with CAMB [87, 88], while the
nonlinear power spectrum is based on HMCODE2020 [89].
Due to the narrow width of the lens tomography bins, the Lim-
ber approximation is not sufficient for evaluating the angular
galaxy clustering signal. Instead we carry out the non-Limber
integrals using the linear/non-linear growth split described in
[90]. The kernel or radial weight function for the galaxy over-
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FIG. 3. Angular galaxy clustering auto-correlation function as a function of angular separation θ for different lens redshift bins. Upper panels
show measurements (black points) with best-fit models: ΛCDM linear galaxy bias (black solid), ΛCDM nonlinear bias (green dashed), and
wCDM linear bias (pink dotted). Lower panels show residuals in units of the expected standard deviation. Gray shaded regions indicate
excluded scales: lighter gray for linear bias cuts, darker gray for nonlinear bias cuts. Lens bin 2 is entirely shaded because it is excluded from
the fiducial analysis (see Appendix A). Triangle markers indicate the residuals are larger than 3σ.

A. Model

The 3×2pt data vector used in this work concatenates
the real-space galaxy clustering w(θ), galaxy-galaxy lensing
γt(θ) and cosmic shear ξ±(θ). All of these statistics are
Fourier transforms of their respective angular (cross-) power
spectra CAB(ℓ) which under the full-sky prescription take the
form:

wij(θ) =
∑
ℓ

2ℓ+ 1

4π
Pℓ(cos θ)C
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δg,oδg,o

(ℓ), (5)

γij
t (θ) = (1 +mj)
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P 2
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4π

2(G+
ℓ,2(x)±G−

ℓ,2(x))
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EE(ℓ)± Cij
BB(ℓ)].

Here, Pℓ and P 2
ℓ are the Legendre and associated Legendre

polynomials of degree ℓ, G±
ℓ,2 are given by Equation (4.19) in

[86], i and j indicate the tomographic redshift bins, δg,o refers
to the observed galaxy density contrast, E/B refer to the weak
lensing E/B-mode signals, and the set of mi corresponds to
the multiplicative shear bias parameters [Y6IMSIM], which
account for biases in the shear calibration. The model is in-
tegrated over each specific angular bin range to ensure proper
comparison with measurements.

The observed angular power spectra between the observed

galaxy density contrast and the shear field are

Cii
δg,oδg,o(ℓ) = Cii

δgδg(ℓ) + Cii
δµδµ(ℓ) + Cii

δRSDδRSD
(ℓ)

+ 2Cii
δgδµ(ℓ) + 2Cii

δgδRSD
(ℓ) + 2Cii

δRSDδµ(ℓ),

Cij
δg,oE

(ℓ) = Cij
δgκ

+ Cij
δgIE

+ Cij
δµκ

+ Cij
δµIE

,

Cij
EE(ℓ) = Cij

κκ(ℓ) + Cij
κIE

(ℓ) + Cji
κIE

(ℓ) + Cij
IEIE

(ℓ),

Cij
BB(ℓ) = Cij

IBIB
(ℓ),

(8)
where the observed galaxy density receives contributions from
lens magnification (δµ), affecting the observed number of
galaxies and modeled as described in [Y6MAG], and from
redshift-space distortions (δRSD) arising from the peculiar ve-
locities of galaxies. The shear field receives contributions
from the convergence field κ, including shear calibration ef-
fects, as well as from the intrinsic-alignment (IA) E/B modes
(IE/B), discussed in detail in [Y6-1X2PT], which mimic the
cosmic shear signal and are produced due to the alignment of
galaxies with their local environment.

For Cij
δgκ

(ℓ) and Cij
κκ(ℓ), we compute the angular power

spectra with the Limber approximation, which for a flat Uni-
verse takes the form:

Cij
AB(ℓ) =

∫
dχ

qiA(χ) q
j
B(χ)

χ2
Pm

(
k =

ℓ+ 1/2

χ
, z(χ)

)
,

(9)
where A and B represent the fields being correlated, which
in our case correspond to the galaxy overdensity field δg and
the convergence field κ. The function Pm(k, z) represents the
three-dimensional matter power spectrum, which we evaluate
at a given redshift z and wavenumber k. The linear matter
power spectrum is computed with CAMB [87, 88], while the
nonlinear power spectrum is based on HMCODE2020 [89].
Due to the narrow width of the lens tomography bins, the Lim-
ber approximation is not sufficient for evaluating the angular
galaxy clustering signal. Instead we carry out the non-Limber
integrals using the linear/non-linear growth split described in
[90]. The kernel or radial weight function for the galaxy over-
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Figure 3. Tangential shear measurement for the 6 tomographic bins of MagLim++ and the 4 tomographic bins of METADETECT. We overlay the best fit
model for the linear bias case (solid lines) and for the nonlinear bias case (dashed lines). Gray shaded regions mark the angular scales removed from the
analysis: darker gray for the linear bias scale cuts and lighter gray for the nonlinear bias cuts. Lens bin 2 is fully shaded because it is excluded from the fiducial
data vector. Note that this figure does not illustrate the point-mass marginalization, which is applied during likelihood evaluation through the inverse covariance
matrix and therefore cannot be represented in terms of the covariance elements shown here.

based on the spatial distribution of the random points. The result-
ing patch centres are saved and reused when constructing the lens
and source catalogs, ensuring a consistent definition of jackknife
regions across all fields. The number of patches is chosen such that
the maximum angular scale used in the analysis (𝜃max = 250′) fits
well within a single jackknife region, and the jackknife covariance
is therefore computed only up to this scale. The resulting pipeline
ensures consistent propagation of survey geometry, masking, and
estimator-level effects throughout the analysis.

4.2 Baseline Estimator

The following describes the construction of the lens–source pairs,
the definition of the tangential ellipticity component, and the es-
timators used to compute the mean shear profile as a function of
angular separation.

For a given lens-source pair (𝐿𝑆), the tangential component of
ellipticity as a function of the two components of ellipticity reads
as:

𝑒𝑡 ,LS = −𝑒1 cos(2𝜙) + 𝑒2 sin(2𝜙), (13)

where 𝜙 is the angle between the horizontal cardinal axis and the
line connecting the galaxy pair.

We can now use the tangential ellipticity as a proxy for the
tangential shear:

𝛾𝑡 =

∑
LS 𝑤LS𝑒𝑡 ,LS (𝜃)∑

LS 𝑤LS (𝜃)
(14)

where 𝑤LS = 𝑤l𝑤s is the weight factor for a given lens-source
pair. 𝑤l is the lens galaxy clustering weight, while 𝑤s is the source
weight. Lens clustering weights are designed to correct for spatial
variations in the observed lens density caused by both large-scale
structure and observing conditions (e.g., depth, seeing, sky bright-
ness). While such variations would not bias the galaxy–galaxy lens-
ing signal if the lens and source samples were affected by uncorre-
lated systematics, in practice both are influenced by the same survey
conditions. This shared dependence induces correlations between
the observed densities of lenses and sources that can bias the mea-
sured tangential shear through spurious pair count modulations. Ap-
plying the lens weights therefore mitigates these correlated system-
atics and ensures that the measured lensing signal is not artificially
amplified or suppressed. The source’s shear weights are computed
to optimize the measurement of tangential shear by accounting for
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FIG. 3. Angular galaxy clustering auto-correlation function as a function of angular separation θ for different lens redshift bins. Upper panels
show measurements (black points) with best-fit models: ΛCDM linear galaxy bias (black solid), ΛCDM nonlinear bias (green dashed), and
wCDM linear bias (pink dotted). Lower panels show residuals in units of the expected standard deviation. Gray shaded regions indicate
excluded scales: lighter gray for linear bias cuts, darker gray for nonlinear bias cuts. Lens bin 2 is entirely shaded because it is excluded from
the fiducial analysis (see Appendix A). Triangle markers indicate the residuals are larger than 3σ.

A. Model

The 3×2pt data vector used in this work concatenates
the real-space galaxy clustering w(θ), galaxy-galaxy lensing
γt(θ) and cosmic shear ξ±(θ). All of these statistics are
Fourier transforms of their respective angular (cross-) power
spectra CAB(ℓ) which under the full-sky prescription take the
form:

wij(θ) =
∑
ℓ

2ℓ+ 1

4π
Pℓ(cos θ)C

ij
δg,oδg,o

(ℓ), (5)

γij
t (θ) = (1 +mj)

∑
ℓ

2ℓ+ 1

4π

P 2
ℓ (cos θ)

ℓ(ℓ+ 1)
Cij

δg,oE
(ℓ), (6)

ξij± (θ) = (1 +mi)(1 +mj)× (7)∑
ℓ

2ℓ+ 1

4π

2(G+
ℓ,2(x)±G−

ℓ,2(x))

ℓ2(ℓ+ 1)2
[Cij

EE(ℓ)± Cij
BB(ℓ)].

Here, Pℓ and P 2
ℓ are the Legendre and associated Legendre

polynomials of degree ℓ, G±
ℓ,2 are given by Equation (4.19) in

[86], i and j indicate the tomographic redshift bins, δg,o refers
to the observed galaxy density contrast, E/B refer to the weak
lensing E/B-mode signals, and the set of mi corresponds to
the multiplicative shear bias parameters [Y6IMSIM], which
account for biases in the shear calibration. The model is in-
tegrated over each specific angular bin range to ensure proper
comparison with measurements.

The observed angular power spectra between the observed

galaxy density contrast and the shear field are

Cii
δg,oδg,o(ℓ) = Cii

δgδg(ℓ) + Cii
δµδµ(ℓ) + Cii

δRSDδRSD
(ℓ)

+ 2Cii
δgδµ(ℓ) + 2Cii

δgδRSD
(ℓ) + 2Cii

δRSDδµ(ℓ),

Cij
δg,oE

(ℓ) = Cij
δgκ

+ Cij
δgIE

+ Cij
δµκ

+ Cij
δµIE

,

Cij
EE(ℓ) = Cij

κκ(ℓ) + Cij
κIE

(ℓ) + Cji
κIE

(ℓ) + Cij
IEIE

(ℓ),

Cij
BB(ℓ) = Cij

IBIB
(ℓ),

(8)
where the observed galaxy density receives contributions from
lens magnification (δµ), affecting the observed number of
galaxies and modeled as described in [Y6MAG], and from
redshift-space distortions (δRSD) arising from the peculiar ve-
locities of galaxies. The shear field receives contributions
from the convergence field κ, including shear calibration ef-
fects, as well as from the intrinsic-alignment (IA) E/B modes
(IE/B), discussed in detail in [Y6-1X2PT], which mimic the
cosmic shear signal and are produced due to the alignment of
galaxies with their local environment.

For Cij
δgκ

(ℓ) and Cij
κκ(ℓ), we compute the angular power

spectra with the Limber approximation, which for a flat Uni-
verse takes the form:

Cij
AB(ℓ) =

∫
dχ

qiA(χ) q
j
B(χ)

χ2
Pm

(
k =

ℓ+ 1/2

χ
, z(χ)

)
,

(9)
where A and B represent the fields being correlated, which
in our case correspond to the galaxy overdensity field δg and
the convergence field κ. The function Pm(k, z) represents the
three-dimensional matter power spectrum, which we evaluate
at a given redshift z and wavenumber k. The linear matter
power spectrum is computed with CAMB [87, 88], while the
nonlinear power spectrum is based on HMCODE2020 [89].
Due to the narrow width of the lens tomography bins, the Lim-
ber approximation is not sufficient for evaluating the angular
galaxy clustering signal. Instead we carry out the non-Limber
integrals using the linear/non-linear growth split described in
[90]. The kernel or radial weight function for the galaxy over-
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FIG. 3. Angular galaxy clustering auto-correlation function as a function of angular separation θ for different lens redshift bins. Upper panels
show measurements (black points) with best-fit models: ΛCDM linear galaxy bias (black solid), ΛCDM nonlinear bias (green dashed), and
wCDM linear bias (pink dotted). Lower panels show residuals in units of the expected standard deviation. Gray shaded regions indicate
excluded scales: lighter gray for linear bias cuts, darker gray for nonlinear bias cuts. Lens bin 2 is entirely shaded because it is excluded from
the fiducial analysis (see Appendix A). Triangle markers indicate the residuals are larger than 3σ.

A. Model

The 3×2pt data vector used in this work concatenates
the real-space galaxy clustering w(θ), galaxy-galaxy lensing
γt(θ) and cosmic shear ξ±(θ). All of these statistics are
Fourier transforms of their respective angular (cross-) power
spectra CAB(ℓ) which under the full-sky prescription take the
form:

wij(θ) =
∑
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ℓ,2(x))

ℓ2(ℓ+ 1)2
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BB(ℓ)].

Here, Pℓ and P 2
ℓ are the Legendre and associated Legendre

polynomials of degree ℓ, G±
ℓ,2 are given by Equation (4.19) in

[86], i and j indicate the tomographic redshift bins, δg,o refers
to the observed galaxy density contrast, E/B refer to the weak
lensing E/B-mode signals, and the set of mi corresponds to
the multiplicative shear bias parameters [Y6IMSIM], which
account for biases in the shear calibration. The model is in-
tegrated over each specific angular bin range to ensure proper
comparison with measurements.

The observed angular power spectra between the observed

galaxy density contrast and the shear field are

Cii
δg,oδg,o(ℓ) = Cii

δgδg(ℓ) + Cii
δµδµ(ℓ) + Cii

δRSDδRSD
(ℓ)

+ 2Cii
δgδµ(ℓ) + 2Cii

δgδRSD
(ℓ) + 2Cii

δRSDδµ(ℓ),

Cij
δg,oE

(ℓ) = Cij
δgκ

+ Cij
δgIE

+ Cij
δµκ

+ Cij
δµIE

,

Cij
EE(ℓ) = Cij

κκ(ℓ) + Cij
κIE

(ℓ) + Cji
κIE

(ℓ) + Cij
IEIE

(ℓ),

Cij
BB(ℓ) = Cij

IBIB
(ℓ),

(8)
where the observed galaxy density receives contributions from
lens magnification (δµ), affecting the observed number of
galaxies and modeled as described in [Y6MAG], and from
redshift-space distortions (δRSD) arising from the peculiar ve-
locities of galaxies. The shear field receives contributions
from the convergence field κ, including shear calibration ef-
fects, as well as from the intrinsic-alignment (IA) E/B modes
(IE/B), discussed in detail in [Y6-1X2PT], which mimic the
cosmic shear signal and are produced due to the alignment of
galaxies with their local environment.

For Cij
δgκ

(ℓ) and Cij
κκ(ℓ), we compute the angular power

spectra with the Limber approximation, which for a flat Uni-
verse takes the form:

Cij
AB(ℓ) =

∫
dχ

qiA(χ) q
j
B(χ)

χ2
Pm

(
k =

ℓ+ 1/2

χ
, z(χ)

)
,

(9)
where A and B represent the fields being correlated, which
in our case correspond to the galaxy overdensity field δg and
the convergence field κ. The function Pm(k, z) represents the
three-dimensional matter power spectrum, which we evaluate
at a given redshift z and wavenumber k. The linear matter
power spectrum is computed with CAMB [87, 88], while the
nonlinear power spectrum is based on HMCODE2020 [89].
Due to the narrow width of the lens tomography bins, the Lim-
ber approximation is not sufficient for evaluating the angular
galaxy clustering signal. Instead we carry out the non-Limber
integrals using the linear/non-linear growth split described in
[90]. The kernel or radial weight function for the galaxy over-

DES Collaboration, Abbott et al. 2026,

arXiv:2601.14559, Fig. 3

Is there cosmological information on small scales?

Can we retrieve it? Or is it buried in astrophysics?
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How wp and ∆Σ respond to the cosmology ?
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A 1% change in Ωm changes wp(rp) by +0.67%, +0.14% and

−0.86% at 0.5, 2 and 10 h−1Mpc.
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A 1% change in Ωm changes ∆Σ(R) by +1.43%, +2.58%

and +2.05% at 0.5, 2 and 10 h−1Mpc.
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Small scales carry cosmological information ... and the baryons10 11 12 13 14 15
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(d) the baryonic suppression

ηej = 1
ηej = 2
ηej = 8
FLAMINGO, 8 models
FLAMINGO L1_m9

BAHAMAS, 107.6-108.0 K
cosmo-OWLS, 108.0-108.7 K
EAGLE
Illustris

SIMBA
Horizon-AGN
MTNG740
FABLE

FLAMINGO at z = 0 (Schaller et al. 2025): spread of eight models and L1 m9. BAHAMAS (McCarthy et al. 2017), cosmo-OWLS (Le Brun et al. 2014), EAGLE (Schaye et al.

2015), Illustris (Vogelsberger et al. 2014), SIMBA (Davé et al. 2019) and Horizon-AGN (Dubois et al. 2014; Chisari et al. 2018), from the power-spectrum library of van Daalen et

al. (2020); MTNG740 from Fig. 4 of Pakmor et al. (2023); FABLE (Henden et al. 2018) from Fig. 2 of Martin-Alvarez et al. (2025).
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JAX 101 — autodifferentiation & JIT

JAX: NumPy-style array programming + composable transformations, same code on CPU / GPU.

Autodifferentiation — exact derivatives

• a program is a chain of primitives (+, ×, exp, erf, interp, . . . ),

each with a known derivative

• JAX differentiates the program, not the formula: the local

derivatives are multiplied through the chain rule, step by step

through the code ⇒ exact at machine precision

• no finite-difference step ϵ, no symbolic formula: only numbers flow,

cost ≈ a few forward evaluations

• J = jax.jacfwd(model)(theta): all directions in one call

• the price: every step must be JAX-traceable — CAMB is not, hence

the emu pk differentiable emulator for the linear power spectrum

JIT — compile once, run fast

• jax.jit traces the function once, XLA

compiles it into one fused kernel; later calls

bypass Python entirely

• vmap batches loops: the many multipole

Limber integral becomes a single XLA call

(∼ ×10)

• XLA releases the Python GIL ⇒ thread-parallel

over redshift (∼ ×5)

• wp(rp) evaluates in < 1 s post-JIT

Acronyms — JAX: Autograd + XLA, Google’s differentiable array framework (Bradbury et al. 2018) · XLA: Accelerated Linear Algebra (its compiler) · JIT: Just-In-Time

compilation · GIL: Python’s Global Interpreter Lock · timings: hod mod docs timing joint model.
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One halo model in six layers

1. Cosmology

E(z), χ(z), Plin

2. Haloes

dn/dM, b,

c, u(k|M)

3. Tracers

galaxies, AGN,

gas, matter, IA

4. Spectra

Pab(k), 1h + 2h

5. Observables

Cℓ, wp, ∆Σ,

covariance

6. Forecasts

Fisher

Paper I Paper II

• Written in JAX: every prediction is differentiable in the cosmological and astrophysical

parameters, so Fisher matrices come from exact Jacobians.

• Two flavours of the cosmology layer: accurate (CLASS, CAMB) for fitting, differentiable

(emu pk) for forecasting.

• A complete population of haloes with one baryon budget.
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ggah mod I: cosmology and haloes 3

LAYER 1 the cosmology

backend.py
ACCURATE: pk=class (or camb), nk=1024, nM=512, traced=False · DIFFERENTIABLE: pk=emu pk, nk=512, nM=256, traced=True

parameters.py · constants.py Eqs. (1)–(2)

θ = {Ωm,Ωb, h, ns, ln(1010As),
∑

mν,w0,wa,Ωk , TCMB} — a JAX pytree of differentiable leaves, with the neutrino ordering static; Ωcb, Ωcdm, Ωγ , Ωnr
ν , Ωr

ν, ΩDE, ρ̄m, ρ̄cb, fν
derived.

background.py Eqs. (12)–(17)

E(z), χ(z), fK , DA, DL, dVc/dz dΩ, µ

power.py — accurate Pm , Pcb
ClassPk (C) CambPk (Fortran)

power.py — differentiable emu pk, JAX

GgahEmuPk

amplitude.py · growth.py — amplitude and growth Eqs. (24)–(29)

W, σ2(R), σ8, S 8 · D(z) = σ8(z)/σ8(0), f (z), fσ8, S(z)

LAYER 2 the haloes
variance.py Eqs. (30)–(32)

σ(M) from Pcb and ρ̄cb, with d lnσ/d ln M and ν = δc/σ at the conventional δc = 1.686

the cross-calibrated set Eqs. (33)–(37)

mass definitions.py 200m
mass function.py tinker08 × emu hmf ( f (σ) recalibrated per cosmology)
linear bias.py tinker10 (its peak-background-split partner)
concentration.py bhattacharya13 (c(ν,D), so the power spectrum reaches it)

profiles.py · lensing profiles.py Eqs. (38)–(41)

ρ(r), u(k|M), Σ(R), ∆Σ(R) for NFW (analytic, via Si/Ci), Einasto and gNFW, a
satellite profile for discrete tracers, an ejected Gaussian of width ηejR∆, for the
baryons a halo has lost

beyond linear bias.py Eq. (42)

βNL(k, ν1, ν2) of Mead & Verde (2021), distilled from MultiDark
consumed by layer 4’s two-halo term (spectra/bnl.py, Paper II) via
PkOptions.bnl, on by default

field.py Eq. (44)

One frozen pytree carrying m, k, z, σ, d lnσ/d ln M, ν, dn/dM, b, c, r∆, rs, Pcb, Plin and the Cosmology, together with the four model names that produced them

LAYER 3 the tracers
galaxies · AGN Paper II

occupation.py · clf.py · sham.py · agn.py: 13
occupations, 2 CLFs, 7 SHMRs; M⋆ → MBH →

λEdd → Lbol → LX

hot gas Paper II

gas.py · cooling.py: gNFW ne, Pe and Z on the
halo’s c(M, z); kT = Pe/ne; Λ(kT, Z) tabulated

neutral gas Paper II

coldgas.py: MHI per galaxy, an exponential profile

matter.py · ejecta.py · census.py · alignments.py Paper II

Wm =
M
ρ̄m

[
fcolluDM + fhotugas + f⋆u⋆ + fcolduHI + fejuej

]
, fcoll = 1 −Ωb/Ωcb: the three sectors as one matter profile, and the cosmic census; the neutrinos are in no halo; the

intrinsic alignments are Wm × bI (z)

protocol.py · params.py — what every sector returns Paper II

TracerWeights (wpoint, wextended, n, bw and the pair flags), all that layer 4 is given; every parameter a Param with its bounds and prior

LAYER 4 power spectra Paper II

spectra/: one integral for any pair of tracers, P =
T (k)P1h + P2h, P2h = Pcb[IaIb + INL

ab ]; the pair rule
and the counterterm; one-halo, two-halo and shot
kept apart

LAYER 5 observables Paper II

observables/: Ogata and FFTLog; ξ, wp, Σ, ∆Σ,
τ; Limber Cℓ for counts, lensing, CMB-κ, tSZ and
the dispersion measure; one resolver orders the data
vector

LAYER 6 covariance Paper II

covariance/: C = CG+Cpair+C1h+C2–4h+CSSC for
Cℓ , wp and ∆Σ, in the data vector’s order, the terms
left out listed in missing

one implementation, pure JAX accurate path only differentiable path a registry of calibrated fits which flavour is driving

Figure 1. The six layers of ggah mod, from top to bottom in the order the choices are made. backend.py fixes the grids and whether the assembly may be
differentiated. It offers an ACCURATE flavour for fitting and a DIFFERENTIABLE one for forecasting. Layer 2’s modules is one joint decision (not four) about the
mass function, the bias, the mass definition and the concentration. It encodes the profiles. Layers 3 to 6 are drawn one box per module family, and Paper II map
them in full.

A density parameter written without an argument is its value
today, ΩX ≡ ρX(0)/ρcrit,0; one that depends on redshift always
carries it, ΩX(z) ≡ ρX(z)/ρcrit(z). Every density the model
contains enters one budget,

Ωγ + Ωb + Ωcdm + Ω
nr
ν + Ω

r
ν + Ωk + ΩDE = 1, (3)

where Ωnr
ν and Ωr

ν are the non-relativistic and the relativistic
parts of the neutrino density, the latter including the massless
remainder Ωur of Eq. (10). This closure fixes ΩDE, the one
density Eq. (1) does not set. The terms are described one at a

time below.
We take as convention that Ωm contains the neutrinos’ rest

mass, and we define Ωcb, as needed downstream,

Ωm ≡ Ωb + Ωcdm + Ω
nr
ν , Ωcb ≡ Ωb + Ωcdm. (4)

Our Ωm = 0.3100, like Planck’s, includes the neutrino
masses, so Ωcdm = 0.2593 (not 0.2607=Ωm −Ωb).

The photons are modelled as a blackbody at TCMB,

Ωγ =
2.47298 × 10−5

h2

( TCMB

2.7255 K

)4

. (5)
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emu pk: a differentiable linear power spectrum

parameter range

ωb 0.0170 . . . 0.0280

ωcdm 0.0500 . . . 0.3000

h 0.5500 . . . 0.8500

ns 0.8400 . . . 1.1000

ln(1010As) 1.6100 . . . 4.0000∑
mν [eV] 0.0000 . . . 0.6000

w0 −1.5000 . . . −0.5000

wa −1.0000 . . . 0.6000

Ωk −0.1500 . . . 0.1500

r1 0.0000 . . . 0.3333

r2 0.0000 . . . 0.5000

k [hMpc−1] 10−4 . . . 300

z 0 . . . 5

mi = ri
∑

mν , r3 = 1 − r1 − r2

Error in Pm against converged CAMB, 32 held-out cosmologies, z = 0

median 90th max

k ∈ [10−3, 10] hMpc−1 0.063% 0.130% 0.190%

k ∈ [10, 300] hMpc−1 0.044% 0.069% 0.086%

Error in ∂ lnP/∂θ (AD against finite differences), z = 0

parameter error floor parameter error floor

ln(1010As) exact –
∑

mν 0.234% 0.010%

ns exact – wa 0.295% 0.040%

ωcdm 0.048% 0.038% Ωk 0.168% 0.002%

h 0.064% 0.005% r1 3.93% 0.248%

w0 0.135% 0.036% r2 4.46% 0.179%

ωb 0.124% 0.006%

Network architecture after CosmoPower (Spurio Mancini et al. 2022, MNRAS 511, 1771).

Documentation: emu-pk.readthedocs.io Install: pip install emu pk
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Fisher forecasts: BAO and Full-shape
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Accuracy required of the halo layer to model number density, clustering and

lensing
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with shear (T2)
galaxies (T1)

dn/dM: tinker08, no recalibration
dn/dM: baryons (bocquet16 hydro/DMO)

dn/dM: despali16
b: sheth01

b: tinker10 at 200c
c: duffy08

universal dn/dM, truth at ΔΩm = 0.02 The error on each ingredient that

shifts S8 by 0.3σ (Fisher bias):

• dn/dM to 0.62–2.8% for the

counts;

• b(M) to 0.33–0.44% for n̄ and

wp, 0.23–0.88% for the angular

spectra;

• the published fits differ by up to

12% in b and 2–8% in dn/dM.

The halo layer, not the data, limits

these constraints.
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Requirements on the model
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Gas, galaxies, AGN

4 J. Comparat

from layer 2 — halos.field.HaloField Eq. (44) of Paper I

M, k, z, σ, ν, dn/dM, b, c, r∆, rs, Pcb and the Cosmology — read by every box below.

galaxies, Sec. 2.1 Eqs. (1)–(12)

occupation.py · clf.py · sham.py · galaxies · miscentering.py
13 occupations, 2 CLFs, 7 SHMRs. Documented online, Sec. 2.1

AGN — agn.py, Sec. 2.2 Eqs. (13)–(31)

M⋆ → MBH → λEdd → Lbol → LX

hot gas, Sec. 2.3 Eqs. (32)–(44)

gas.py · cooling.py
Three gNFW profiles (ne, Pe, Z) on the
halo’s own c(M, z); kT = Pe/ne derived;
Λ(kT, Z) tabulated.

neutral gas, App. H Eqs. (H1)–(H5)

coldgas.py
HI per galaxy, from M⋆, or per halo,
MHI(Mh) on an exponential profile.
Simulation relation in App. I.

Matter, Sec. 2.4 Eqs. (45)–(51)

matter.py · baryons.py · ejecta.py
Wm =

M
ρ̄m

[
fcolluDM + fhotugas + f cen

⋆ + f sat
⋆ usat + fcolduHI + fejuej

]
, fcoll = 1 −Ωb/Ωcb. Neutrinos are not in haloes.

Intrinsic alignment, Sec. 2.5 Eq. (52)

protocol.py — what a sector returns Eqs. (53)–(55)

TracerWeights: children (wpoint, wextended, n, bw, self pair,
neutrino weight, w unresolved), aux (discrete, name) · Sector ·
ProfileModifier · combine
returned by every box above

params.py — bounds Eqs. (L1)–(L2)

Param(θ0, [θ−, θ+], π, unit,why, kind), kind ∈ {definitional, physical, prior, valid-
ity}
declared by every box;

M⋆

EAGN+ESN

f⋆

fhot fcold

Wm × bI

what layer 2 supplies, and the contract to layer 4 galaxies, and the AGN chain built inside it AGN

hot gas neutral gas the matter field and what is built on it

Figure 1. Modules of the sectors folder of ggah mod, in the order of evaluation, which Sec. 2 follows. The HaloField of layer 2 arrives at the top and is
read by the three sectors. The AGN chain sits inside the galaxy box because it starts from a stellar mass, and the two energy channels leaving that box can set
the baryon budget of the hot gas (dashed, optional). The matter field combines the three sectors into one matter profile, which gives the cosmic census, and the
intrinsic-alignment field is the matter field times bI (z). TracerWeights leaves at the bottom: every box returns it, and layer 4 receives nothing else. Colour
marks the sector, and every module is on the differentiable path.
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The default galaxy model: Zu & Mandelbaum (2015, 2016)
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The AGN model
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The AGN model
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ESN
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Astrid (thermal)
EAGLE (SWIFT)
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The gas model
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energy closure, A(M)
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Lovisari+20 (Planck SZ)
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(d) against the central's stellar mass
Zhang+24, stacks
Anderson+15 (total)
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The gas model
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Requirements on the model

1 10 100 1000

halo bias, galaxies

halo abundance, galaxies

halo abundance, clusters

halo concentration

×60

×33

×7

×12

1 10 100 1000
precision (1 / fractional error)

location of the ejected gas

halo gas density evolution

gas pressure evolution

AGN duty cycle

AGN coupling

×5

×23

×52

×8

×4

the halo layer (Paper I)

the tracer layer

today S8 shifted by less than 0.3σ goal1 10 100 1000

halo bias, galaxies

halo abundance, galaxies

halo abundance, clusters

halo concentration

×60

×33

×7

×12

1 10 100 1000
precision (1 / fractional error)

location of the ejected gas

halo gas density evolution

gas pressure evolution

AGN duty cycle

AGN coupling

×5

×23

×52

×8

×4

the halo layer (Paper I)

the tracer layer

today S8 shifted by less than 0.3σ goal
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A data vector of 2031

0.1
 < z <

 0.
2

0.2
 < z <
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 < z <

 0.
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 < z <

 0.
5

0.5
 < z <

 0.
6

X-r
ay

 0.
5–1

0 k
eV

y κ 1−
5

0.1 < z < 0.2

0.2 < z < 0.3

0.3 < z < 0.4

0.4 < z < 0.5

0.5 < z < 0.6

X-ray 0.5–10 keV

y

κ1− 5

120

161 63 0 0 300 75

120

189 72 0 300 75

120

174 63 300 75

105

143 280 70

78

240 60

210

100

15

each shell, in this order:
6 red galaxy bins, log10M ⋆  9 to 12 by 0.5
6 blue galaxy bins, the same
3 AGN bins, LX above 1042, 1043, 1044 erg s−1

galaxies spectroscopic above the completeness of
DESI and 4MOST, photometric below it; a photometric
sample spreads over the neighbouring shells (violet)

X-ray maps: 15 bands of 100 eV of eROSITA,
4 bands of XMM-Newton and Chandra

3 508 power spectra, 24 bands each
samples of one shell, 543
samples of two shells, 865
samples x X-ray and y maps, 1420
samples x source bins, 355

maps and source bins, 325
samples of two shells that do not overlap: 0 in Limber
incomplete samples, dropped (4)

WP3 goal: assembly of the data vector

• Five shells, 0.1 < z < 0.6: red and blue

galaxies in six lgM⋆ bins, AGN in three

LX bins; spectroscopic above the

completeness of DESI and 4MOST,

photometric below.

• X-ray maps in 19 bands (eROSITA,

XMM-Newton, Chandra), the y map of

the Simons Observatory, five source bins

of LSST + Euclid.

• 100 tracers, 3 508 power spectra in 24

bands of 20 < ℓ < 104; 212 parameters,

all galaxy and AGN parameters free in

each shell.

• Gaussian and super-sample covariance.
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Forecast precision on S8

0.1 0.3 1 3 10
kmax  [hMpc−1]

0.15
0.2
0.3

0.5
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5

σ(
S 8

)/S
8 [

%
]

DESI DR1 FS

DES Y6

LSST Y1 goal

goal

data 2030, 5 z shells:
galaxies + AGNs + gas + lensing
unbiased ( < 0.3σ) without the gas maps
biased by < 1σ without the gas maps
unbiased with the gas maps only

103 σ(S8)/S8 at kmax = 10 hMpc−1:

data of 2031 one shell five shells

collaborations 2.06 1.48

public 2.39 1.83

• At the scale cuts of today

(0.2–0.4 hMpc−1): 3.98–2.83.

• Without the maps, the gas recipe

biases S8 by 0.3σ from

kmax = 0.28 hMpc−1; beyond it,

the maps cut the error by 2.4.
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Summary

0.1 0.3 1 3 10
kmax  [hMpc−1]
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)/S
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%
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DES Y6

LSST Y1 goal

goal

data 2030, 5 z shells:
galaxies + AGNs + gas + lensing
unbiased ( < 0.3σ) without the gas maps
biased by < 1σ without the gas maps
unbiased with the gas maps only

• One differentiable halo model for

galaxies, AGN, hot and neutral

gas and matter, with one baryon

budget; every auto- and

cross-spectrum and its

covariance.

• The gain comes from

constraining feedback with the

data instead of marginalising

over it.

github.com/JohanComparat/ggah mod

pip install ggah-mod emu pk emu hmf
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What the small scales add to cosmological parameters determination

5 1 0.1
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5 1 0.1
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100

101
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σ(w0)/|w0|

5 1 0.1
rmin [h−1Mpc]

101

102

103
σ(wa)

wp +ΔΣ wp +ΔΣ + Planck Planck alone

Fisher forecast of the joint fit, 1σ against the scale cut r > rmin:

• wp (πmax = 100 h−1Mpc) and ∆Σ at z = 0.2, 15 bins from 0.1 to 30 h−1Mpc, the same cut on both.

• Lenses: LS10, log10 M⋆ > 10.5, 0.05 < z < 0.26, its n̄; sources DES Y3-like (σe = 0.26, neff = 5.6 arcmin−2,

zs = 0.65) on 5000 deg2.

• Model: ggah mod defaults without the beyond-linear bias, differentiable backend; galaxy and gas parameters fixed.

• Gaussian covariance with the wp × ∆Σ block; no trispectrum, no super-sample term.

• Planck 2018 TT,TE,EE+lowE+lensing on Ωm, h and As; no prior on w0, wa.



Why the small scales plateau: the Fisher matrix

ln
Ω m ln
h

ln
A s w

0

w
a

lnΩm

lnh

lnAs

w0

wa

1.00 0.84 0.76 -0.69 -0.70

0.84 1.00 0.99 -0.97 -0.97

0.76 0.99 1.00 -0.99 -0.99

-0.69 -0.97 -0.99 1.00 1.00

-0.70 -0.97 -0.99 1.00 1.00

(a) Fij/√FiiFjj , r> 0.1
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0.52 0.84 -0.17 0.02 0.01

0.75 -0.35 0.52 -0.20 -0.02

0.36 -0.34 -0.48 0.72 0.01

-0.18 0.23 0.64 0.63 -0.33

-0.06 0.07 0.24 0.21 0.94

(c) eigenvectors, r> 0.1
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ΔΩm/Ωm [%]
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Δw
0

(d) 1σ, Ωm–w0

r> 1
r> 0.1

r> 0.1 + Planck
r> 0.1, others fixed

The joint fit of the previous slide, in (ln Ωm, ln h, lnAs,w0,wa), galaxy parameters fixed:

• (a) At r > 0.1 h−1Mpc the five derivatives are nearly parallel: |Fij |/
√

FiiFjj ≥ 0.97 between h, As, w0 and wa.

• (b) Lowering rmin keeps shrinking the error along the two best directions; the three weak ones flatten below 1 h−1Mpc.

• (c) e1 is an amplitude, Ω0.5
m h0.75A0.36

s , the abundance of the host halos; e2 is mostly Ωm; e5 is wa alone.

• (d) With the others fixed, σ(Ωm)/Ωm = 0.2%; marginalised, 2.4%. Planck pins the weak directions and turns the

small-scale amplitude into a gain on each parameter.
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Energy from AGN
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