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Waveform systematics, environment, tests of GR

Waveform systematics

Waveform inaccuracy:

• amplitude/phase errors with 
respect to true GR

Missing physics:

• higher modes
• spin precession
• eccentricity
• memory, post-merger kick...

Environmental effects

Modelled:
• accretion, dynamical friction
• line-of-sight acceleration
• strong lensing
• microlensing

Unmodelled ?
• stochastic accretion
• stochastic lensing

Tests of GR

• consistency tests
• theory-agnostic tests
• theory-consistent tests

For the LVK context, review 
by [Gupta+ 2024]

Individual sources:

Collective inference
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A glimpse of the future of GW astronomy
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Figure 2: Cosmological reach to black hole binaries within the next 20 years of gravitational

wave astronomy. The x-axis displays the total-mass measured in the source frame. The total-

mass measured in the detector frame is heavier by (1 + z) (as shown by dotted line for LISA). In

this paper we consider binaries with total-mass in the IMBH range (102�5 M�). We divide IMBH

binaries into three classes - (i) lower-range 10
2�3 M�, (ii) medium-range 10

3�4 M�, and (iii)

upper-range 104�5 M� masses. The horizon distance (measured as redshift) on the y-axis has been

computed at the minimum threshold (S/N) = 8 for binaries with two equal-sized, non-spinning

black holes. For LISA, we show how the horizon radius depends on S/N . See methodology for

further details about instrumental noise.
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Waveform systematics and parameter estimation

Different questions for systematics:

Systematic biases:
Ignoring the effect of the noise, bias given by the best-fit parameters on the 
model signal manifold: Δθ = θbf − θtr

Are current waveform models 
accurate enough for GW science ?
How accurate do they need to be ?

• Are waveforms good enough for prospective science ? Are e.g. 
Fisher errors accurate with approx. waveforms ? More forgiving.

• Will the biases be statistically significant ?
• Will biases affect hierarchical analyses (population, cosmology) ? 

How will they stack (coherent/incoherent) ?
• Will residuals affect the rest of the data (LISA global fit) ?
• How will tests of GR be affected ?
• Computational aspects: tradeoff accuracy/speed for low-

latency ?

• the bias is SNR-independent (optimization problem), but requires to 
explore the full parameter space [expensive]

• the statistical errors scale with SNR
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Waveform systematics and parameter estimation
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Mismatch (unfaithfulness):
Mismatch, optimization over time/phase/polarization:

• Computed locally [fast]
• SNR-independent
• Different versions: single-detector 

optimized over sky, combining h+, h×

Indistinguishability criterion: [Lindblom&al 2008]
[Chatziioannou&al 2019]
[Toubiana-Gair 2024]
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Linearized biases (Cutler-Vallisneri): [Flanagan-Hughes 1997]
[Cutler-Vallisneri 2007]

<latexit sha1_base64="A4t0ecvdIaGaxtX8i2pNUXCyItE="></latexit>

�✓i = F�1
ij (@jh|�h)

In the linear signal approximation, estimation of 
bias [fast]:
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Fij = (@ih|@jh)
• Bias assessment: take best 

waveform and pretend it to be 
exact

• Can we assess biases with 
efficient tools ? Do we need 
full simulations ?
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Overview of waveform models

Small mass-ratio expansion
Gravitational self force

Numerical
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Figure 1. A sketch of the natural domains of applicability of the four main
approaches to solving the relativistic two-body problem. The approaches are largely
complementary and building waveforms for LISA will require input from all three.
The solid lines shown are illustrative of the reach of each approach. The precise
size of each region depends on the source type and the accuracy requirements of the
model. In addition, the E!ective-One-Body and Phenomenological models absorb
information from the four main approaches to produce more global models that can
compute waveforms sourced by binaries across large portions of the parameter space.

scientific community developing waveform models and studying the relativistic two-body

problem. It serves to prioritize waveform development, inform the wider community of

LISA’s waveform modelling needs, and as a recruiting pool for waveform related tasks

and projects in the LISA Science Group.

In this white paper, the WavWG discuss the current status of waveform modelling

and what further development is needed in realize LISA’s science. It is organized in five

main sections. In §2 we take a brief inventory of the sources LISA is expected to observe

along with their expected parameters. This sets the primary goals for waveform model

accuracy and parameter space coverage. §3 discusses what requirements LISA data

analysis puts on waveform models in terms of accuracy, e!ciency, and format. The main

approaches to modelling waveforms from compact binaries are described in §4, discussing

both their status to date, and challenges to be overcome to meet LISA’s waveform

requirements. §5 discusses methods for accelerating the production of waveform models.

Finally, §6 captures the modeling for beyond GR, beyond Standard model, and cosmic

strings sources. We note that while stochastic signals are of immense interest, this paper

10

[LISA WavWG 2023]
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Overview of waveform models: NR coverage

2. Catalog overview 12
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Figure 5. The number of simulations at di�erent reference eccentricities eref in the
catalog. The main population shows simulations using eccentricity reduction, while
we have also completed several campaigns targeted at high eref , yielding the tail.
Deprecated simulations are omitted.

compared only for the same simulation. Resolution numbers for di�erent simulations
do not necessarily correspond to the same final errors, since di�erent simulations (even
newer ones) sometimes vary in choices of initial data or gauge (see Sec. 3), as well as
masses, spins, and number of orbits.

When presenting errors, we consider two quantities. The first is the waveform
di�erence3

�(h1, h2) = 1
2

Îh1 ≠ h2Î
2

p
Îh1Î2Îh2Î2

, (3)

where

||h1|| =

sZ t2

t1

Z

S2
|h1|2 d� dt. (4)

The second is the waveform mismatch averaged over the two-sphere (which we hereafter
refer to as the averaged mismatch)

M(h1, h2) = 1 ≠
Èh1, h2Íp

Èh1, h1ÍÈh2, h2Í
, (5)

3 We choose this form so that the di�erence and mismatch agree in the limit of a flat power spectral
density and infinite numerical resolution.
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Figure 3. The number of orbits (top axis) and number of cycles (bottom axis) of
the ¸ = m = 2 GWs from the start of the simulation until the formation of a common
apparent horizon for the simulations in the catalog, as determined by the coordinate
trajectories of the black holes. Bin edges are multiples of 5 orbits and 10 cycles.
Deprecated simulations are omitted.

waveform di�erence increase as ≥ t
2, meaning longer simulations require significantly

higher resolution to maintain reasonable phase errors. Nonetheless, in Fig. 4 we plot
the reference dimensionless orbital angular frequency M�orb for our simulations to show
what our low frequencies are. The top axis shows the dimensionful frequency of the (2, 2)
mode at the reference time for a system with a total mass of 50M§. Only simulations
with reference eccentricities < 10≠2 are shown in Fig. 4, since for eccentric cases the
instantaneous reference frequency �orb does not necessarily correspond to the lowest
frequency in the waveform.

Figure 5 shows a histogram illustrating the number of simulations with di�erent
orbital eccentricities. In Sec. 3.4, we describe the algorithm we use to measure the
eccentricities, which is based on the black hole trajectories, not the waveforms. Because
the method uses trajectories, and because of the lack of a unique definition of eccentricity
in general relativity (though e�orts have been made to relate and understand di�erent
definitions, e.g., [111]), we recommend using the “reference eccentricity” value in the
simulation metadata, as computed according to Sec. 3.4, only as a rough estimate. For
more detailed analyses that depend on precise values of eccentricity, users should choose
a definition of eccentricity and consistently measure it from the gravitational waveform.
In general, we intend simulations with reference eccentricity below 10≠3 in Figure 5

2. Catalog overview 9

�1

0

1

�
e�

0.0

0.5

1.0

�
1
�

1 10 20
q

0.0

0.5

1.0

�
2
�

�1 0 1
�e�

0 1
�1�

0 1
�2�

2025 Catalog
2019 Catalog

Figure 2. Distribution of reference mass ratios q and spins ‰ in the catalog. Each
panel shows a projection of the 7-dimensional space. Each point is one simulation.
We plot the e�ective spin ‰e� [a combination of spins that has a strong e�ect on the
phasing of the gravitational waves; defined in Eq. (2)] and the magnitudes of the spins
in the orbital plane. Blue circles correspond to simulations that were released as part of
the 2019 catalog, while orange diamonds correspond to simulations new in this release.
Darker regions are more densely covered. Deprecated simulations are omitted.

[SXS catalog 2025]
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Overview of waveform models: Phenom / SEOB / NR Surrogates

Phenom:

IMRPhenomXPNR 
• Fourier-domain, precessing

[Varma+ 2018]

EOB:

NRHybSur3dq8 
• SXS NR simulations hybridized with long EOB 

inspirals (covers ~6 months for )
• Surrogate interpolant, time-domain

M = 105M⊙

NR surrogates:

Packages:

Moving towards modular codes: 
• phenomxpy 
• pyseobnr 
• gwsurrogate 
+ recent move to GPU implementations (Jax)

IMRPhenomTPHM 
• Time-domain, precessing
• GPU acceleration

IMRPhenomTEHM 
• Time-domain, eccentric

[Varma+ 2019]NRSur7dq4 
• SXS NR simulations, short
• 7d, fully precessing, with mode asymmetries 

SEOBNRv5PHM 
• Time-domain, precessing

SEOBNRv5EHM 
• Eccentric, spin-aligned

+ _ROM 
• accelerated reduced order models (spin aligned)

+ high-q surrogates
• BH pert. + NR

TEOBResumS-Dali 
• Spin-precessing, Eccentric

[Hamilton+ 2025]

[Estelles+ 2021]

[Planas+ 2025]

+ eccentric surrogates
• non-spinning[Ramos-Buades+ 2023]

[Gamboa+ 2024]

[Nagar+ 2024]
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Overview of waveform models: mismatches for the circularized non-precessing case

[Pompili&al 2023]

Aligned spin case: mismatch with 
NR ~ 10−4 − 10−2

18

Approximant SEOBNRv4 SEOBNRv5 IMRPhenomXAS TEOBResumS-GIOTTO

medianmaxMM 1.44⇥10�3 1.99⇥10�4 1.31⇥10�4 5.12⇥10�4

%maxMM < 10�3 38% 90% 97% 76%

%maxMM < 10�4 1% 27% 29% 1%

Table I. Summary of the (2,2)-mode mismatch over a range of total masses between 10 and 300 M�, between di↵erent aligned-spin approxi-
mants and the 442 NR simulations used in this work. We display the median of the maximum mismatch across total mass, and the fraction of
cases falling below 10�3 and 10�4.

Figure 7. The sky-and-polarization averaged, SNR-weighted mismatch, for inclination ◆ = ⇡/3, over a range of total masses between 20 and
300 M� between di↵erent aligned-spin multipolar approximants and the 441 SXSNR simulations used in this work. The colored lines highlight
cases with the worst maximum mismatch for each model.

was calibrated to private q = 18 BAM waveforms, with di↵er-
ent spin values, which have not been used for SEOBNRv5HM.
TEOBResumS-GIOTTO achieves unfaithfulness between 10�3

and 10�2 for most cases, but also has an appreciable number
of outliers reaching mismatch 10%, possibly pointing to ro-
bustness issues in some of the higher modes close to merger.

In order to quantify how much the increase of the
mismatch with the total mass is related to the missing
modes, we show in Fig. 8 the sky-and-polarization aver-

aged, SNR-weighted mismatch, for inclination ◆ = ⇡/3, over
a range of total masses between 20 and 300 M� of NR
waveforms with the same modes as SEOBNRv5HM (`,m) =
(2,2), (3,3), (2,1), (4,4), (5,5), (3,2), (4,3) against NR wave-
forms with all (`  5) modes. As expected we see an increase
of the mismatch with total mass, indicating that the error due
to neglecting some higher modes is mostly important in the
ringdown, and we see it can reach more than 0.4% for high q
and large spins. This tells us that to reach the same accuracy of

12

FIG. 6. Errors in NRHybSur3dq8 and SEOBNRv4HM when compared against hybrid waveforms. For NRHybSur3dq8, we
show out-of-sample errors. Mismatches are computed at several points in the sky of the source frame using all available
modes in each waveform: For the hybrid waveforms and NRHybSur3dq8, that is `  4 and (5, 5), but not (4, 1) or (4, 0). For
SEOBNRv4HM that is (2, 2), (2, 1), (3, 3), (4, 4), and (5, 5). Left: Mismatches computed using a flat noise curve, but including
only the late inspiral part of the waveforms, starting at �3500M before the peak. Therefore, we are essentially comparing
only to the NR part of the hybrid waveforms. For comparison, we also show the NR resolution error, obtained by comparing
the two highest available resolutions. The histograms are normalized such that the area under each curve is 1 when integrated
over log10(Mismatch). Right: Mismatches as a function of total mass, computed using the Advanced LIGO design sensitivity
noise curve. Here we compare against the full hybrid waveforms. The solid (dashed) lines show the 95th�percentile (median)
mismatch values over points on the sky as well as di↵erent hybrid waveforms.

VII. RESULTS

In order to estimate the di↵erence between two wave-
forms, h1 and h2, we use the mismatch, defined in Eq. (2),
but in this section instead of Eq. (3) we use the frequency-
domain inner-product

hh1, h2i = 4Re

Z fmax

fmin

h̃1(f)h̃⇤
2 (f)

Sn(f)
df, (49)

where h̃(f) indicates the Fourier transform of the com-
plex strain h(t), ⇤ indicates a complex conjugation, Re
indicates the real part, and Sn(f) is the one-sided power
spectral density of a GW detector. We taper the time
domain waveform using a Planck window [103], and then
zero-pad to the nearest power of two. We further zero-
pad the waveform to increase the length by a factor of
eight before performing the Fourier transform. The ta-
pering at the start of the waveform is done over 1.5 cycles
of the (2, 2) mode. The tapering at the end is done over
the last 20M . Note that our model contains times up to
135M after the peak of the waveform amplitude, and the
signal has essentially died down by the last 20M .

We compute mismatches following the procedure de-
scribed in Appendix D of Ref. [27]: the mismatches are
optimized over shifts in time, polarization angle, and ini-
tial orbital phase. Both plus and cross polarizations are
treated on an equal footing by using a two-detector setup
where one detector sees only the plus and the other only
the cross polarization. We compute the mismatches at
37 points uniformly distributed on the sky in the source

frame, and we use all available modes of a given waveform
model.

When computing flat noise mismatches (Sn = 1), we
take fmin to be the frequency of the (2, 2) mode at the end
of the initial tapering window, and fmax = 5f

peak
22 , where

f
peak
22 is the frequency of the (2, 2) mode at its peak. This

choice of fmax ensures that we capture the peak frequen-
cies of all modes considered in this work, including the
(5, 5) mode, whose frequency has the highest multiple
of the (2, 2) mode frequency of all the modes we model.
We also compute mismatches with the Advanced-LIGO
design sensitivity Zero-Detuned-HighP noise curve [104].
For this we use fmin = 20Hz and fmax = 2000Hz.

A. Surrogate errors

We evaluate the accuracy of our new surrogate model,
NRHybSur3dq8, by computing mismatches against hy-
brid waveforms. For this, we compute “out-of-sample”
errors as follows. We first randomly divide the 104 train-
ing waveforms into groups of ⇠5 waveforms each. For
each group, we build a trial surrogate using the remain-
ing ⇠99 training waveforms and test against these five
validation ones. We also compute the mismatch be-
tween an existing higher-mode waveform model, SEOB-
NRv4HM [15], and the hybrid waveforms.

Figure 6 summarizes mismatches of both NRHyb-
Sur3dq8 and SEOBNRv4HM versus the hybrid wave-
forms. We use all available modes for each waveform
model. In the left panel we show mismatches computed

[Varma+ 2018]

NRHybSur3dq8
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FIG. 5: Histogram of the maximum SNR-weighted averaged unfaithfulness with the NR SXS dataset across a total mass range
[20, 300]M�, for four source inclinations ◆s = {0,⇡/6,⇡/3,⇡/2}. Vertical dashed lines mark the median of each distribution.

◆s SEOBNRv5PHM SEOBNRv5PHMw/asym IMRPhenomXPNR TEOBResumS Dali

0 0.00405 (47.6%) 0.00212 0.00316 (32.7%) 0.01103 (80.8%)

⇡/6 0.00353 (40.3%) 0.00211 0.00632 (66.6%) 0.00952 (77.8%)

⇡/3 0.00449 (23.9%) 0.00342 0.00935 (63.4%) 0.01507 (77.3%)

⇡/2 0.00855 (8.0%) 0.00786 0.01632 (51.8%) 0.03374 (76.7%)

TABLE II: Median SNR-weighted averaged unfaithfulness for di↵erent waveform models and source inclinations. Parentheses
indicate the relative di↵erence of SEOBNRv5PHMw/asym with respect to the other models, with positive values meaning a decrease
of the median.

This rotation mitigates the ambiguity in aligning the ref-
erence time across waveform models.

To assess model performance, we marginalize over the
azimuthal phase 'ref s and e↵ective polarization s, but
keep the inclination ◆s fixed. The resulting azimuthal-

and polarization-averaged faithfulness is

F(Ms, ◆s) =
1

8⇡2

Z
2⇡

0

d'ref s

Z
2⇡

0

ds F . (78)

In practice, this integral is evaluated over a grid of four
values each for 'ref s and s.
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Overview of waveform models: mismatches for precession

[Pompili+ 2025]

8

FIG. 4. Mismatches for NRSur7dq4 and SEOBNRv3 models, when compared against precessing NR simulations using all ¸ Æ 5
modes with mass ratios q Æ 4, and spin magnitudes ‰1, ‰2 Æ 0.8. The NRSur7dq4 errors shown are out-of-sample errors. Also
shown are the NR resolution errors. Mismatches are computed at several sky locations using all available modes for each model:
¸ Æ 4 for NRSur7dq4, and ¸ = 2 for SEOBNRv3. The NR error is computed using all ¸ Æ 5 modes from the two highest available
resolutions. Left panel: Mismatches computed using a flat noise curve. The square (triangle) markers at the top indicate the
median (95th percentile) values. Right panel: Mismatches computed using the Advanced LIGO design sensitivity noise curve, as
a function of total mass. The dashed (solid) lines indicate the median (95th percentile) values over di�erent NR simulations and
points in the sky.

FIG. 5. The plus polarization of the waveforms for the cases that result in the largest mismatch for NRSur7dq4 (top) and
SEOBNRv3 (bottom) in the left panel of Fig. 4. We also show the corresponding NR waveforms. Each waveform is projected
using all available modes for that model, along the direction that results in the largest mismatch for NRSur7dq4 (SEOBNRv3)
in the top (bottom) panel. Note that NRSur7dq4 is evaluated using trial surrogates that are not trained using these cases. The
binary parameters and the direction in the source frame are indicated in the figure text. All waveforms are time shifted such
that the peak of the total amplitude occurs at t = 0 [using all available modes, according to Eq. (5)]. The waveform modes are
then rotated to have their orbital angular momentum aligned with the z-axis, and such that the orbital phase is equal to zero at
t = ≠4300M .

[Varma+ 2019]

NRSur7dq4

Precessing spin case: mismatch with 
NR ~ 10−3 −  few 10−2
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FIG. 3. Mismatches for the 28 available SXS eccentric simulations shown in Fig. 2, comparing against di�erent eccentric aligned-spin models.
The first three columns show the (2, 2)-mode mismatches,M22, for the SEOBNR��EHM, TEOBR����D��� and IMRP�����TEHM models,
respectively, while the fourth column presents the mismatches including all available higher modesM in IMRP�����TEHM for an inclination
of ⇡/3. Line colors indicate the initial eccentricity of the NR simulations computed with the gw_eccentricity package, eGW, as shown in the
color bar legend. All mismatches are calculated over total masses M 2 [20, 300] M�.

model, so that the IMRP�����TEHM model has a more accu-
rate quasicircular limit. Regarding gauge choices, for low initial
eccentricities, both PN and EOB gauges yield comparable accu-
racy, with EOB generally performing slightly better, though not
significantly. However, for higher eccentricities, EOB shows a
notable improvement, with mismatch reductions of up to 50%.
Specifically, with the EOB gauge, mismatches remain below
2%, as also seen in Fig. 3, whereas they increase to 3% in cer-
tain cases when using PN. Given this improvement, along with
the better alignment of eEOB with the eccentricity definition
used in the gw_eccentricity python package [131, 134], and
in the EOB eccentric waveform models, we select EOB as the
default gauge for the model.

D. Robustness across parameter space

The publicly available eccentric NR simulations provide a
limited coverage of the full eccentric aligned-spin parameter
space. As shown in Fig. 2, most simulations are non-spinning
and limited to small mass ratios. In contrast, Ref. [41] presents
a more comprehensive set of simulations, allowing for model
validation over a broader parameter space. Additionally, vari-
ous robustness tests were conducted during the LVK internal
review of the SEOBNR��EHM model. Thus, we assess the
accuracy and robustness of the IMRP�����TEHM model by
comparing it to SEOBNR��EHM across parameter space. We
generate 5000 waveforms using SEOBNR��EHM on a random
uniform grid spanning in mass ratio q 2 [1, 20], total mass
M 2 [10, 300] M�, reference orbital eccentricity e 2 [0, 0.4],
reference mean anomaly l 2 [0, 2⇡], z-component of the di-
mensionless spin vectors �i 2 [�1, 1], inclination ◆ 2 [0, ⇡],
azimuthal phase ' 2 [0, 2⇡] at a dimensionless reference fre-
quency M⌦ref = 0.03. We first compute (2, 2) mismatchM22
by optimizing over the eccentricity e and mean anomaly l at the
fmin which matches the duration of the NR simulation, and then

calculate the mismatchM including all available multipoles in
both models optimizing additionally over '.

The top row of Fig. 6 shows theM22 mismatches, while the
bottom row presents the all-modes mismatchM. The y-axis,
shared across all plots, represent the eccentricity at the initial
dimensionless orbital frequency ⌦. Each column corresponds
to a di�erent parameter: mass ratio, total mass, and e�ective
spin, respectively. As expected, we observe low mismatches
(below 1%) in the regions of the parameter space where the un-
derlying aligned-spin QC models have been tested, and where
PN expansions are expected to be more reliable. In contrast,
mismatches increase in unexplored regions of the parameter
space where neither of the two models has been validated due
to the lack of NR simulations. A visual inspection of the worst
mismatch cases does not reveal any unexpected behavior in
either model; rather, we find that the waveforms correspond to
di�erent binary systems, and consequently, di�erent evolutions.
Therefore, we caution against drawing conclusions on the accu-
racy of any model from those cases of high mismatches. The
main takeaway from Fig. 6 is that IMRP�����TEHM exhibits
a reasonable and coherent behavior across the full parameter
space, with comprehensive transitions from regions to low to
higher mismatches. It demonstrates excellent agreement with
SEOBNR��EHM for small mass ratios, even at relatively high
initial eccentricities (close to 0.4), and progressively degrades
as the mass ratio and eccentricity increase, both due to the
PN expansions and the underlying QC models. For very low
total mass systems, we observe higher mismatches at high ec-
centricities due to di�erences in frequency evolution, which
become more pronounced in long waveforms. Conversely, for
high-mass binaries, where only merger-ringdown phase is de-
tectable, the agreement between the underlying non-eccentric
models is remarkable. Finally, we note that the mismatch in-
creases for extreme positive e�ective spin, as expected from
the behavior of the non-eccentric baseline models [39, 62].

In conclusion we have investigated the robustness of the IM-
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Figure 4. Top panel: Mismatches of a subset of 84 eccentric NR waveforms with initial GW eccentricities egw < 0.5 against different eccen-
tric, aligned-spin waveform models: SEOBNRv4EHM (first column), SEOBNRv5EHM (second column), and TEOBResumS-Dalı́ (third column),
calculated over a range of total masses M 2 [20, 200] M�. The color of each curve indicates the initial value of the GW eccentricity egw
for each NR waveform. The different line styles highlight the cases with the worst maximum mismatch. For each panel, the first row shows
the (2, 2)-mode mismatches M22, and the second row the sky-and-polarization averaged, SNR-weighted mismatches MSNR for inclination
◆s = ⇡/3. Botttom panel: The same as in the top panel, but for 15 highly-eccentric NR waveforms with initial GW eccentricities egw > 0.5.
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Overview of waveform models: mismatches for eccentricity

[Gamboa+ 2024]

[Planas+ 2025]

Eccentric case: mismatch with NR ~ 
10−2 − 10−1

NRSurE_q4NoSpin_22
[Nee+ 2026]

See also:
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FIG. 2. Posterior distribution for the source-frame component
masses of GW250114, under the definition m1 → m2 (marginals and
90%-credible contours). For comparison we also show results for
GW150914 [11, 76].

models at their earliest time of applicability. In all cases, the
remnant’s event horizon area exceeds the total initial area at
high credibility, in agreement with Hawking’s law. Thanks to
the strength of GW250114, this test is possible even when ex-
cising the loudest portion of the signal where gravity is at its
strongest and most dynamical.

OBSERVATION OF GW250114

GW250114 arrived at 08:22:03 UTC on January 14th,
2025, while the LIGO Hanford and LIGO Livingston de-
tectors [2] were operating nominally, Virgo [77] was under-
going routine maintenance, and KAGRA [78] was not tak-
ing data. No significant data-quality issues were identified
at the time [79]. GW250114 was detected with high sig-
nificance by all search pipelines operating at the time; Gst-
LAL [80–91], MLy [92], SPIIR [93], MBTA [94, 95], Py-
CBC [96], and cWB [97, 98], with a network matched-filter
signal-to-noise ratio, henceforth SNR, [99, 100] ranging be-
tween 77 and 80. This is the highest reported SNR to date,
surpassing GW230814 230901 which had SNR 42 [18, 101].
GW250114’s record extends to the individual detectors, with
SNRs of 53 and 60 at LIGO Hanford and LIGO Livingston
respectively. The combination of the two LIGO detectors at
comparable sensitivity enables the measurement precision re-
ported here.

We infer the source properties following standard proce-
dures [102]. Here we quote selected results obtained with

the NRSur7dq4 waveform model [19], a surrogate of vacuum
numerical-relativity simulations of spin-precessing, quasicir-
cular systems. We obtain consistent results with other mod-
els [103–112], presented with further technical details in the
Supplement. The source of GW250114 has a binary total
mass M = 65.8+1.1

↑1.2 M↓ and mass ratio q→ 0.91. Above and
throughout, all quantities are quoted at the 90% credible level
unless stated otherwise. We constrain the component masses
to within ↔2 M↓, a factor of 3↑4 improvement compared to
GW150914 [1], at m1 = 33.6+1.2

↑0.8 M↓, m2 = 32.2+0.8
↑1.3 M↓; see

Fig. 2. The black hole dimensionless spins, ω ↗ S c/(Gm2)
where S is the spin angular momentum, are both small,
ω1 ↘ 0.24, ω2 ↘ 0.26, with no evidence for precession. The
remnant black hole has a mass of Mf = 62.7+1.0

↑1.1 M↓ and a
spin of ωf = 0.68+0.01

↑0.01. Furthermore, there is support for the
ε = |m| = 4 radiation multipole with a network SNR of 3.6+1.4

↑1.5.
The source parameters are consistent with GW150914 and
the wider population of binary black hole mergers [14, 113],
which contains an overdensity of observed black holes in
the 30↑40 M↓ mass range and small spins [113, 114]. The
model-based signal reconstruction is consistent with a model-
agnostic, wavelet-based approach [20], to within their sta-
tistical uncertainties, see Fig. 1. Their noise-weighted over-
lap [115, 116] is 0.995.

A complementary analysis with models that allow for ec-
centric orbits but non-precessing spins [111, 112] finds that
the eccentricity is constrained to e ↘ 0.03 at a gravitational-
wave frequency of 13.33 Hz.

THE RINGING OF THE REMNANT BLACK HOLE

Background. The merger process gives rise to a distorted
black hole that rings down into quiescence [31, 70–73, 117].
Modeling this ringdown signal is a key ingredient of probes
of the Kerr nature of the remnant and the area law. Within the
framework of perturbation theory, the remnant signal is dom-
inated by a superposition of quasinormal modes of the form
h ↔ exp(↑2ϑi f t ↑ ϖt) [33, 118–121]. Each mode’s frequency
f and damping rate ϖ are determined by the asymptotic Kerr
mass Mf and spin ωf , while its amplitude and phase depend on
the details of the coalescence. Since the only relevant scale is
the black hole mass, heavier black holes ring at lower frequen-
cies and for a longer time; for a given mass, spin generally in-
creases the damping time. While the spectrum depends on the
assumptions of general relativity and a Kerr metric (with ingo-
ing and outgoing boundary conditions at the black hole and in-
finity, respectively), quasinormal modes arise generically also
in alternative frameworks [122–133]. Detected frequencies
and times are scaled by a cosmological redshift factor, and the
corresponding redshifted timescale is tMf = (1 + z) GMf/c3.

Individual modes are indexed by angular numbers (ε,m)
and an overtone number n. For a fixed (ε,m), modes with
a higher n typically have higher damping rates [134]. The
quadrupolar geometry of the binary and the fact that gravita-
tional radiation is leading-order quadrupolar [135–137] mean
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FIG. 5. Fractional difference between the area of the final black hole,
A f , and the initial black holes, Ai. Top: Posterior as a function of
the pre-merger truncation time, t< = t → tpeak. Bars represent 90%
(thin line) and 50% (thick line) credible intervals around the median
(circle). The vertical orange band denotes t< = →40 tM , when the
gravitational-wave luminosity is at 10% of its maximum. Bottom:
Posterior (histogram) and prior (dotted line) for t< = →40 tM . The his-
togram is produced from all pairwise combinations of ringdown and
pyRing post-merger samples with TDInf pre-merger samples. The
shading on the right highlights configurations that would violate en-
ergy conservation Mf ↑ m1 + m2, a bound saturated for maximally-
spinning initial black holes that merge into a nonspinning remnant
[75, 213, 214]. The shading on the left highlights configurations that
would violate the area law, (A f → Ai)/Ai < 0. The vertical gray
band is the 90% credible interval from the full-signal analysis used
in Fig. 2, i.e., the general relativity expectation for GW250114. The
inset illustrates the analysis via the signal reconstruction in LIGO
Livingston from the full-signal (gray), and when split into the pre-
merger (orange) and post-merger (blue) stages; the merger phase is
included in neither analysis. We find that A f > Ai to high credibil-
ity, indicating that GW250114 obeys Hawking’s area law.

mal modes of a remnant Kerr black hole and with Hawking’s
area law. Further precision tests of general relativity and the
ringdown are presented in a forthcoming publication [165].
Our results suggest that astrophysical black holes are indeed
extremely simple objects that follow general relativity and the
Kerr description. The strongly perturbed merger remnant set-
tles into a higher-entropy, quiescent state within a few dynam-
ical timescales. The next decade of gravitational-wave science
is bound to enhance our view of these highly dynamical, rela-
tivistic systems.

Strain data from the LIGO detectors for GW250114 are
available from the Gravitational Wave Open Science Center
[215]. All the material required for reproducing the figures,

including scripts and posterior distributions from the analy-
ses, is available in the data release [216].
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• GWTC-5: close to 400 compact binary coalescences
• Tests of GR now performed on 'interesting subset' of events
• Exceptional events: example of GW250114, 'clone' of 

GW150914, SNR 24  80, test of the area theorem→
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LVK: waveform systematics for GW231123

[LVK GW231123 2025] 3

Figure 1. The GW event GW231123 as observed by the LIGO Hanford (left panels) and LIGO Livingston (right panels)
detectors. Time is measured relative to 2023 November 23 at 13:54:30.619 UTC. The top panels show the time-domain strain
data (black), sampled at 1024 Hz, whitened and then bandpass-filtered with a passband from 20 Hz to 256 Hz (Abbott et al.
2020a). Also shown are the point-estimate whitened waveform from the cWB-BBH search (red), the 90% credible interval of
whitened waveforms inferred from a coherent Bayesian analysis using the combined samples from five BBH waveform models
(blue bands), and the 90% credible interval inferred from BayesWave using a generic wavelet-based model (shaded purple).
The vertical axis is in units of the noise standard deviation, ωnoise. The bottom panels display the corresponding whitened
time-frequency representations of the strain data, obtained using a continuous wavelet transform (CWT) with a Morlet–Gabor
wavelet. The color scale is in units of the amplitude of the CWT coe!cients.

et al. 2021). These di!erences arise not only from how
e!ectively each search separates signals from glitches,
but also from the di!ering approaches used to estimate
the noise background.

To assess whether the observed variation in statistical
significance across pipelines is consistent with expecta-
tions, we conducted a dedicated injection campaign. Us-
ing the NRSur7dq4 (NRSur) waveform model (Varma
et al. 2019), we simulated →8000 non-eccentric BBH
signals with intrinsic parameters consistent with those
inferred for GW231123 (Section 4). We sampled the
sky positions and binary orientations isotropically and
drew redshifts uniformly in comoving volume up to
zmax = 1.5, assuming a flat ”CDM cosmology (Ade
et al. 2016). We added these simulated signals uniformly
over several days around the event and re-ran our o#ine
search pipelines using the same configuration as applied
to the real data.

We found that for simulated signals observed in both
Advanced LIGO detectors, the CBC searches recovered
the following fractions with a IFAR above 100 years,
cWB-BBH 32%, PyCBC 27%, GstLAL 41%, and MBTA
16%. For the Burst searches, cWB-2G and cWB-XP
each recovered 22%, while cWB-GMM recovered 10%.
Since Burst searches identify coherent power across the
detector network without relying on BBH waveform

models, their e$ciencies are not directly comparable
to CBC searches. However, within each search cate-
gory, detection pipelines reporting a higher IFAR for
GW231123 consistently demonstrated higher recovery
fractions for simulated signals with masses and spins
representative of those inferred for GW231123.

Given the reported IFAR for GW231123 across the
di!erent searches and the results of the injection study,
we consider GW231123 to be a confident detection with
strong support for an astrophysical origin.

3. DATA QUALITY

The event GW231123 was detected during the first
part of the fourth observing run (O4a), a time when the
LIGO Hanford and LIGO Livingston detectors were ob-
serving with a typical binary neutron star inspiral range
of 152 Mpc and 160 Mpc (Capote et al. 2025). The
detectors’ data were calibrated in near real-time to pro-
duce the online dataset used for low-latency searches
(Abbott et al. 2020b; Klimenko et al. 2016b; Tsukada
et al. 2023; Ewing et al. 2024; Dal Canton et al. 2021;
Chu et al. 2022; Aubin et al. 2021) and parameter esti-
mation (Singer & Price 2016; Ashton et al. 2019; Pankow
et al. 2015). The calibration process subtracts linear
spectral features from known instrumental sources, iden-
tified through auxiliary witness sensors, and intention-
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Figure 9. Posterior probabilities for the dimensionless component spins, cS1/(Gm2
1) and cS2/(Gm2

1), relative to the orbital
angular momentum axis L̂. From left to right, we compare the posterior probabilities obtained when analysing LIGO Hanford
data only (blue), LIGO Livingston data only (green), and a coherent analysis of LIGO Hanford and LIGO Livingston data
(purple). In all cases, we show the posterior distribution resulting from equally combining samples from five waveform models.
The tilt angles are 0→ for spins aligned with the orbital angular momentum and 180→ for spins anti-aligned. Probabilities are
marginalized over the azimuthal angles. The pixels have equal prior probability, being equally spaced in the spin magnitudes
and the cosines of tilt angles. The spin orientations are defined at a fiducial GW frequency of 10 Hz.

to contribute appreciably to the observed signal (Blanchet 2014). Here, we investigate in detail their contribution
throughout the signal. Using NRSur posterior samples, we estimate optimal SNR values of 4.95+1.56

→1.83 for the (3, ±3)
mode, 3.35+0.56

→0.45 for the (4, ±4) mode, 0.67+3.23
→0.44 for the (2, ±1) mode and 1.26+0.77

→0.66 for the (2, 0) mode. Unlike the (3, 3)
and (4, 4) modes, the inferred distribution for the (2, 1), (2, 0) modes are consistent with expectations from random
Gaussian noise fluctuations, implying a lack of statistically significant support for their presence in the data. Relevant
to the ringdown analysis, the strain contribution from the (2, 0) mode remains significantly subdominant compared
to the more prominent (3, ±3) and (4, ±4) modes throughout the signal duration, as illustrated in Figure 10 (showing
LIGO Hanford, with similar conclusions obtained for LIGO Livingston). As seen in the bottom panel, the whitening
process suppresses the lower-frequency content of the signal, causing the peak amplitude to appear quieter relative to
the higher-frequency ringdown. This filtering e!ect also reduces the visibility of subdominant modes such as (2, ±1)
and (2, 0), which fall largely outside the detector’s sensitive band. In contrast, the (3, ±3) and (4, ±4) modes remain
visible post-merger due to their higher frequency content, making them detectable. This result is consistent with
the SNR estimates above. The IMR modes are defined with respect to the binary’s total angular momentum at a
given reference time during the inspiral, while the ringdown modes are defined with respect to the remnant spin at
asymptotically late times. The direction between these two vectors may be o!set by a few degrees (Hamilton et al.
2021), but we do not expect that would be su”cient to increase the power in (2, 1) or (2, 0) to a level measurable in
Gaussian noise, i.e., above an SNR of →2.1.

In summary, we conclude that a significant excitation of the (2, 0, 0) or (2, 1, 0) ringdown modes, suggested by the
overlap of damped sinusoids fitting parameters with the remnant properties inferred by NRSur, is in tension with
NRSur multipole moments content.
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Figure 7. Marginalized posterior probability for the Left : redshifted (detector-frame) total binary mass and the mass ratio,
and Right : primary and secondary source-frame masses inferred from GW231123 for each of the five models considered. Each
contour, as well as the colored horizontal and vertical lines, shows the 90% credible intervals.

ω = 4 and characteristics of precession such as mode asymmetry (Varma et al. 2019). By contrast, v5PHM, TPHM,
and XPHM are calibrated to NR only in the aligned-spin sector (Pompili et al. 2023; Estellés et al. 2022b; Prat-
ten et al. 2020a; Garćıa-Quirós et al. 2020) and instead model precession either by extending post-Newtonian and
e!ective-one-body results or by employing BH perturbation theory results through merger and ringdown. During
the inspiral, v5PHM, TPHM, and XPHM implement precession dynamics by numerically evolving the spins (Khalil
et al. 2023; Estellés et al. 2021; Colleoni et al. 2025). XO4a uses closed-form, orbit-averaged expressions during the
inspiral Chatziioannou et al. (2017); Pratten et al. (2021) and phenomenological expressions calibrated to single-spin
precessing simulations with ε1 < 0.8 through merger and ringdown (Hamilton et al. 2021). Further, XO4a includes
mode asymmetry of the dominant multipole (Ghosh et al. 2024). By employing multiple models with these key dif-
ferences in their construction, we expect that our signal analysis will be more robust in more challenging regions of
parameter space.

The di!erent modeling approaches and treatments of the precession dynamics make these models relatively indepen-
dent. In the presence of features in the data beyond the physical e!ects incorporated in the models (e.g., mismodelling
in the high-spin regime, eccentricity, GW memory, or noise artefacts) one might therefore expect the models to in-
teract with these features di!erently and display model systematics, as are seen in the posteriors for this event. The
accuracy of these models for typical signals has been comprehensively assessed through comparison to NR, both in the
modelling papers themselves and elsewhere (e.g., Mac Uilliam et al. (2024)). For GW231123 we have performed the
accuracy analysis in Section 4.2, and a series of targeted NR injections, which we now describe. We hope that more
can be learned in the future from improved models in the high-spin regime, and a detailed study of the behaviour of
our models in Gaussian noise.

In order to investigate the likelihood of the presence of waveform systematics in the high total mass, comparable-
mass (q > 1/3), highly precessing region of parameter space, we perform a simulation study where we simulate a set
of signals consisting of highly precessing NR waveforms from the SXS catalog (Boyle et al. 2019; Scheel et al. 2025)
and recover with the five waveform models under consideration. From several tens of simulations, we discuss here the
results from two that span the range of observed results, from unbiased parameter estimation displaying no systematics
to large systematic di!erences between models and clear biases in parameter recovery.

For both configurations, we show the total mass and mass ratio as measured in the data (the detector frame). For
high-mass binaries, we expect the total mass to be one of the most reliably measured quantities. The detector-frame

• GW231123: high-SNR, very high-mass event (similarities with GW190521)
• Signal of just a few cycles around merger
• Very high precessing spins recovered in PE
• Significant differences between waveform models for this event
• Numerous re-analyses: eccentricity, strong lensing, lensing in the wave optics regime 
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LVK status: waveform systematics
23

Figure 7. The marginal probability distributions for the (source-frame) total mass M , mass ratio q, effective inspiral spin ωe! , and effective
precession spin ωp for nine O4b candidates which show significant waveform systematics.

they are directly informed by simulations. Among the wave-
form models considered here, NRSUR7DQ4 is the only one
that is fully calibrated to numerical-relativity simulations
with spin precession, but its applicability is restricted to a
limited region of parameter space. The IMRPHENOMXPNR
and SEOBNRV5PHM waveform models employ a limited
calibration to numerical-relativity simulations with spin pre-
cession, and IMRPHENOMXPHM_SPINTAYLOR lacks any
such calibration, but employs a twisting-up approximation
together with the stationary-phase approximation to model
precession in the frequency domain.

A recent reanalysis of the new candidates first reported
in GWTC-4.0 using the IMRPHENOMXPNR waveform
model (Hamilton et al. 2026) also found broadly consis-
tent behavior, with the largest discrepancies between wave-
form models concentrated in high-mass, high-spin, or sys-
tems with strong spin precession.

We illustrate the differences we find by plotting selected
posterior distributions for all models in Figure 7. In Table 4,
we also show the median values and 90% credible intervals
for these source parameters as inferred by each waveform
model used in our analysis, and each parenthesis indicates

which sampler has been used with a given waveform model.
The candidates identified as exhibiting the most significant
differences in posteriors between analyses are:

• GW240915_105151 is a lower total mass candidate
with detector frame mass 21.54+5.59

→0.69 M↑. The anal-
yses with three waveform models differ in their sup-
port for high ωp, with SEOBNRV5PHM showing
the least support and IMRPHENOMXPNR the most.
Several other quantities also show mild deviations be-
tween analyses; in particular the analysis with SEOB-
NRV5PHM shows less support for unequal masses.

• GW240920_073424 was observed with all three detec-
tors. The analyses with three waveform models show
only mild systematics in several quantities, the prin-
cipal discrepancy is that the analysis with IMRPHE-
NOMXPNR supports higher values of ωp.

• GW240920_124024 was observed in the two LIGO
detectors, with the second highest SNR in O4b,
37.0+0.1

→0.1, and consequently has generally well-
constrained parameters. Glitch mitigation was per-

[LVK GWTC-5 2026]



15

LVK waveform systematics example: GW230814

[LVK GW230814 2025]
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Figure 3. The joint probability distributions for the mass ratio q

and effective inspiral spin ωe! . The mass ratio is well constrained
away from equal masses, q < 1. The signal’s effective inspiral
spin is well measured to be ωe! = →0.01

+0.06
→0.07 and is not strongly

correlated with q.

angular ω, m multipoles of the inspiral are ε2,±1 = 1.3+1.4
→1.0,

ε3,±3 = 2.2+1.6
→1.6, and ε4,±4 = 3.3+0.5

→1.7 (Mills & Fairhurst
2021). The bound of the ω = |m| = 4 mode SNR away from
zero makes this the first CBC with a detection of an ω = 4

mode in the signal. This is further supported by a Bayes Fac-
tor of log10 BF → 1 compared to a model with the (4, ±4)

multipoles excluded. The SNR rapidly and significantly de-
creases beyond these dominant few modes (SNR ↑ 0.5).

Despite the high SNR, the measurement precision of
source intrinsic parameters (masses and spins) is not extraor-
dinarily high in the context of the overall catalog, as longer
signals from lower mass sources tend to have more cycles in
the sensitive band of the detector (Cutler & Flanagan 1994;
Poisson & Will 1995). Likewise, although GW230814 is rel-
atively nearby, lower mass systems have been detected a sim-
ilar distances with lower SNR.

2.3. Astrophysical context
As the signal was only observed in a single detector, con-

straints on the sky location from timing information are ab-
sent. The remaining information from the prior that favours
higher distances make it unlikely that it originated from a di-
rection that corresponds to a lower response in LLO.

PE indicates that the mass parameters of the GW230814
progenitor are consistent with those of the known BBH pop-
ulation (Abbott et al. 2023b). Based on the known popu-
lation, and the sensitivity of the detectors in O4, one would
expect to observe a signal with matched-filter SNR at least
as great as that observed for GW230814 in approximately

1% of systems. The signal strength is therefore fully consis-
tent with expectations for a population of the size found in
GWTC-4.0 (Abac et al. 2025a).

3. TESTS OF GENERAL RELATIVITY
We present tests of GR with GW230814, extending meth-

ods traditionally applied to coherent multi-detector obser-
vations—which suppress the impact of instrumental noise
(Abac et al. 2025a,b,c)—to a single-detector signal. The per-
formed suite of tests probes the inspiral, ringdown, disper-
sion, and echoes, as qualitatively shown in Figure 6. While
most results are consistent with GR, some outliers arise, par-
ticularly in the ringdown, as discussed below.

Of those that showed consistency with expectations, we
briefly describe some null results here. We performed a resid-
uals test as described in Abbott et al. (2025), that involves
subtracting the maximum-likelihood XPHM waveform from
the data, analysing the residuals using BayesWave (Cornish
& Littenberg 2015; Cornish et al. 2021; Cornish et al. 2024),
and comparing it to a background of detector noise (the null
hypothesis). This yields a p-value of 0.85, showing consis-
tency with noise, as under the null hypothesis, the p-values
should be uniformly distributed between 0 and 1. A Modified
Dispersion Relation (MDR) test (Mirshekari et al. 2012) was
conducted to probe the possibility of dispersion effects on
the signal as it travels from the source to the detector. The re-
sults of this test are also consistent with GR. Finally, searches
for both modelled (Uchikata et al. 2019; Lo et al. 2019) and
unmodelled (Tsang et al. 2018) late-time echoes were per-
formed. Neither of these searches find any statistically sig-
nificant evidence for echoes, returning log10 Bayes factors of
↓0.2 for the modelled search and ↓4.1 for the unmodelled
search.

3.1. TIGER / FTI / PCA
Tests of the inspiral part of the waveform are performed

by both the Flexible Theory-Independent (FTI) (Mehta
et al. 2023) and Test Infrastructure for GEneral Relativity
(TIGER) (Agathos et al. 2014; Meidam et al. 2018; Roy et al.
2026) pipelines. These tests permit deviations from GR in the
non-spinning post-Newtonian (PN) coefficients, with each
deviation parameter introduced and sampled independently,
similar to the parameterized post-Einstein (ppE) framework
(Yunes & Pretorius 2009; Cornish et al. 2011). The FTI
pipeline uses the SEOBNRV5HM ROM waveform model
as its base GR waveform, while TIGER relies on XPHM.
The deviations are applied to the non-spinning part of the PN
coefficients in GR ϑGR,NS

i , as

ϑi ↔ (1 + ϖϱ̂i)ϑ
GR,NS

i + ϑGR,S
i , (2)

where ϖϱ̂i are the deviation parameters and
(ϑGR,NS

i , ϑGR,S
i ) are the spin-independent and spin-

dependent part of the PN coefficient from GR, respectively.
These corrections are applied in the inspiral part of the sig-
nal and then turned off when transitioning to the merger-
ringdown. FTI and TIGER differ mainly in their choice of
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Figure 16. Comparison of the pSEOBNR analyses on injections in
zero noise of maximum-likelihood waveforms from different wave-
form models. The SEOBNR and XPHM injections are recovered
consistent with GR. The NRSur and NR injections show a devia-
tion more similar to the one found for the actual signal (in pink).

on which parameters are most susceptible to potential biases,
and are known to be overly conservative (Pürrer & Haster
2020; Toubiana & Gair 2024; Finch & Moore 2021).

To further investigate the impact of waveform systemat-
ics, we perform zero-noise injections using the maximum-
likelihood waveforms from the NRSur, SEOBNR, and
XPHM models, and the NR injection, and recover them using
the pSEOBNR waveform model. Figure 16 presents these re-
sults.

The SEOBNR and XPHM injections yield results consis-
tent with GR. However, we observe that the GR value lies at
the edge of the 90% credible interval of the ωε̂220 posterior
for both the NR and NRSur injections, a shift resembling that
observed in the real data.

To test the robustness of this effect, we conduct 10 addi-
tional zero-noise injections using NRSur waveforms drawn
from the PE samples of the event, again analyzing them with
pSEOBNR. Two of the ten injections show a deviation in
the damping-time similar to the GW230814 analysis. The
injected parameters are recovered with good accuracy except
for the spin magnitudes and tilt angles.

This lends support to the hypothesis that waveform system-
atics could be contributing to the observed biased recovery of
the ringdown damping-time by the pSEOBNR analysis.

4.4. Assessing detector effects
An alternative explanation for the apparent deviations is

that they may be caused by fluctuations of the detector
noise. No data-quality issues were reported at the time of
GW230814, but low-amplitude noise fluctuations may still

be present in the data. Noise fluctuations may be broadly
classified as fluctuations consistent with a Gaussian distri-
bution, or as low-amplitude non-Gaussian noise that does
not pass the threshold for glitch identification (Soni et al.
2025). For example, Figure 12 shows that noise fluctuations
of approximately the same amplitude as the feature previ-
ously highlighted in the whitened data are also present at
later times, after the black hole has settled into a station-
ary state and the signal has died away. To investigate the
impact of noise, we inject GR-waveforms in Gaussian and
real noise, and analyse them with our pipelines to determine
how often we find results similarly extreme to those found
for GW230814.

4.4.1. pSEOBNR injection results

For the pSEOBNR pipeline, the analysis of GW230814
is compared with: (i) ten NRSur injections in zero noise
with parameters taken from the analysis of the event with
NRSur; (ii) ten SEOBNR injections in Gaussian noise with
the maximum-likelihood values of the PE of the event with
SEOBNR; (iii) twenty SEOBNR injections in real LLO noise
with the maximum-likelihood values from the PE of the event
with SEOBNR; (iv) ten NRSur injections in real LLO noise
with the maximum-likelihood values from the PE of the event
with NRSur.

The results are shown in Figure 17. We find that five real-
noise NRSur injections and two real-noise SEOBNR injec-
tion display a Bayes factor higher than one of GW230814.
For these injections, the posterior quantiles at which GR is
found is lower than the one for GW230814. These results
indicate that such deviations can occur due to statistical fluc-
tuations in real detector noise.

4.4.2. pyRing injection results

The pyRing pipeline was used to analyse 198 injections of
the maximum-likelihood NRSur waveform into the real noise
of the LLO detector at various times around the event, using
the KerrPostmerger model of the ringdown with ωf and ωε
parameterised deviations of the (2,2,0) mode enabled. The
evidence is compared to that of the same model with no de-
viations enabled to produce a Bayes factor between this non-
GR model and the equivalent GR one. We find a Bayes fac-
tor that is greater than that for the observed signal in 59% of
cases. Using the same set of simulations, we find credible
intervals that are more extreme than those measured for the
observed signal in 32% of cases for the damping time and
20% of cases for the frequency. We conclude that the results
of the pyRing analysis are consistent with the distribution un-
der noise for similar signals.

5. CONCLUSIONS
GW230814, observed exclusively by the LIGO Livingston

detector, exhibits the highest SNR among the signals of
GWTC-4.0 (Abac et al. 2026a), which enables tight con-
straints on its intrinsic parameters. We identify its source as a
BBH coalescence, with component masses and spins consis-
tent with the known population of BBH mergers. The strong
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Figure 15. Sky-maximized, SNR-weighted unfaithfulness of the
NRSur, SEOBNR, XPHM and XO4a waveform models with re-
spect to 53 simulations (52 from the LVK NR-SXS catalog and
the targeted simulation produced as part of this work) compatible
with the parameters of GW230814, marginalized over six values
of inclination. Dashed vertical lines indicate the 90

th percentile of
the unfaithfulness distribution for each model (note that the XPHM
and XO4a lines overlap); black vertical lines denote the faithfulness
thresholds for D = 8 (dotted) and D = 1 (solid). The NRSur
model is the most faithful, with > 99% of the simulations having
unfaithfulness below the threshold of 2.3 → 10

→3, corresponding to
D = 8 at the SNR of GW230814.

4.3. Assessing waveform systematics
Waveform systematics arise from limitations in our GR

models, and may cause apparent deviations from GR in our
tests against real signals. Waveform systematics are partic-
ularly concerning in the case of signals with large SNRs, as
in GW230814. While GR-consistent waveform models gen-
erally produce similar posterior distributions (see Section 2),
subtle differences in the waveforms can become significant
when additional degrees of freedom are introduced, poten-
tially mimicking violations of GR (Gupta et al. 2024).

4.3.1. Numerical-relativity (NR) simulations

Assuming that GR signals are well captured by NR simula-
tions, we assess the faithfulness of waveform models against
NR data within the relevant parameter space for GW230814.

We run a NR simulation of a BBH system with param-
eters similar to the maximum-likelihood parameters of the
sampled posterior produced by the PE carried out using the
NRSur waveform model. The simulation is performed using
the Spectral Einstein Code (SpEC) developed by the Simu-
lating eXtreme Spacetimes (SXS) collaboration (Boyle et al.
2019; Scheel et al. 2025; SXS 2025), that employs a multi-
domain spectral discretization scheme. The reference eccen-
tricity of the initial data is reduced to → 5↑10

→4. The wave-
form is post-processed, wherein it is extrapolated to infinity

using scri (Boyle et al. 2020) and corrected for the centre-of-
mass drift (Woodford et al. 2019). The resulting waveform
has about 42 inspiral cycles. We simulate at three different
resolutions to test the convergence, finding that at least all
modes up to ω = 4 exhibit convergence of root-mean-square
deviations between neighboring resolutions. Furthermore,
we project the NR waveforms at different resolutions onto
the detector with extrinsic parameters close to the maximum
likelihood sample of the NRSur analysis, and find the over-
lap (without a phase alignment) between the the two highest
resolutions to be > 99.998%.

The accuracy requirements of waveform models can be
formulated in terms of the faithfulness F of the models to
the true signal (Lindblom et al. 2008; Damour et al. 2011;
Chatziioannou et al. 2017; Toubiana & Gair 2024). Follow-
ing Chatziioannou et al. (2017), the faithfulness threshold
Fthr above which waveform systematics do not affect the re-
sults of an analysis is Fthr = 1 ↓ D/(2ε2), or equivalently,
F̄thr = D/(2ε2) where F̄ = 1 ↓ F is the unfaithfulness and
D is the number of intrinsic parameters of the source and ε
is the optimal SNR. For GW230814, D = 8 (the two masses
and 6 spin components of the two BHs) and ε ↔ 42, yield-
ing F̄thr ↔ 2.3 ↑ 10

→3. Alternatively, a more conservative
threshold can be computed assuming D = 1 (Damour et al.
2011), i.e. F̄thr ↔ 3 ↑ 10

→4. We consider six inclination
angles ϑ ↗ (0, ϖ/2) and compute the sky-maximized, SNR-
weighted unfaithfulness (Pratten et al. 2021; Harry et al.
2018), averaging over four effective-polarization angles and
four reference phases. Similar to GW231123 (Abac et al.
2025b), the unfaithfulness is further minimized over an in-
plane rotation of the component spins.

Using this statistic, we compare the targeted NR waveform
to the NRSur, SEOBNR, XPHM and XO4a models. We find
F̄ to be 8.1↑10

→4, 2.2↑10
→3, 2↑10

→3 and 2.6↑10
→3 re-

spectively, averaging over the six inclination angles. Expand-
ing the investigation to nearby areas of the parameter space,
from approximately 1700 SXS simulations in the LVK NR
catalog we identify 52 that lie within the 90% credible ranges
of mass ratio q, effective inspiral spin ϱe! , and precession
parameter ϱp for this event. These results are shown in Fig-
ure 15. We find that in this region of the parameter space the
NRSur model is the most accurate with respect to the sim-
ulations considered, followed by the SEOBNR, XPHM, and
XO4a models. With respect to the accuracy requirements
considered, the NRSur model satisfies the D = 8 threshold
for more than 99% of the systems, and the D = 1 threshold
for → 17% of the systems. Overall, these results indicate that
waveform systematics could be a contributing factor for the
apparent GR deviation.

4.3.2. Zero-noise waveform injections

The accuracy thresholds discussed above are sufficient, not
necessary, conditions. A model falling short of the threshold
may still yield unbiased results for the source parameters, as
is observed in the standard SEOBNR and XPHM analyses of
Section 2. Furthermore, such criteria provide no information
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Figure 10. The 90% credible regions for the posterior probability
distribution of the fractional deviations in the frequency and damp-
ing time of the (2, 2, 0) QNM, (ωf̂220, ωε̂220) for GW230814. The
contours and corresponding marginalized posteriors are shown for
the pSEOBNR (dashed–dotted maroon, see Section 3.3) and pyRing
KerrPostmerger (solid black, see Section 3.4) analyses. The black
square denotes the GR prediction of ωf̂220 = ωε̂220 = 0.

from the NRSur analysis in LLO as our fiducial reference
GPS time tLLO = 1376089759.805280 s, and report offsets
from this time in mass units tM .

The most agnostic damped-sinusoid (DS) model represents
the ringdown portion of the waveform as a sum of decaying
sinusoids with free amplitudes and phases. Since this model
allows for only QNM with time-independent frequencies and
damping times, the analysis is started 10 tM after tLLO (Ka-
maretsos et al. 2012). The Kerr model builds on this by in-
corporating the frequency structure associated with perturba-
tions of Kerr BHs (Berti & Klein 2014). The KerrPostmerger
model (Gennari et al. 2024), includes information about the
binary progenitor system, relying on time-dependent ampli-
tudes calibrated to NR simulations, which allow it to fit the
entire post-peak data (Damour & Nagar 2014; Del Pozzo &
Nagar 2017; Nagar et al. 2020a,b). The model includes the
(ω, |m|) = (2, 2), (2, 1), (3, 3), (4, 4), and (5, 5) angular mul-
tipoles, and allows deviations in the frequency and damping
time of the (2, 2) mode. Among all signal models, KerrPost-
merger is the most sensitive, as it effectively captures the
non-linearities, overtone excitations, and transient features
near the merger, allowing for the most detailed extraction of
information from the post-merger signal, starting at the peak
of the (2,2) invariant strain.

Results from the DS model containing a single sinusoid
component starting at 10 tM after tLLO yield a measure-
ment of frequency f = 246

+24

→32
Hz and damping time ε =

2.80
+1.27
→0.82 ms. These results are illustrated in Figure 11. Us-

ing the remnant properties estimated from the NRSur IMR
analysis, the predicted QNM frequencies and damping times
can be computed for a subset of modes and compared to
these agnostic measurements. The frequency and damping
time of the DS do not completely overlap with those of the
(ω, m, n) = (2, 2, 0) Kerr fundamental mode of a remnant
black hole with properties inferred from our IMR analysis.
Instead, the median frequency of the DS lies between those
of the (2, 2, 0) and (2, 1, 0) modes, as shown in Figure 11.

Using the Kerr model, with the (2, 2, 0) and (2, 1, 0) modes
included, we find that the damping time is reduced relative to
the single DS, and is closer to the results from the pSEOBNR
analysis. The frequencies inferred for the individual modes
are set by the common Mdet

f
and ϑf parameters in the model,

and are consistent with the IMR result, however the damping
times show a lower than expected value.

Results for the KerrPostmerger model, which analyses
data from times before the damped sinusoid model, are also
shown in Figure 11. The frequency and damping time for
the KerrPostmerger model also do not completely overlap
with those of the (2, 2, 0) Kerr fundamental mode of a rem-
nant black hole with properties inferred from our IMR anal-
ysis. This time, the damping time lies largely below that
of the (2, 2, 0) mode, consistent with the finding from the
pSEOBNR analysis, although the 90% credible region is
somewhat larger. The discrepancy between the GR pre-
diction and the KerrPostmerger fit is quantified by the de-
viation parameters ϖε̂220 and ϖf̂220, with 90% credible in-
terval shown in Figure 10. Bayesian model selection be-
tween the KerrPostmerger model with deviation parameters
allowed to vary in the range ±100% and the same model with
ϖε̂220 = ϖf̂220 = 0 yield a log10 B of 1.9 in favour of the GR
model.

3.5. QNM Rational Filter
The Quasi-Normal Mode Rational Filters (QNMRFs)

pipeline (Ma et al. 2022, 2023a,b; Lu et al. 2025) analyzes
the post-merger signals from BBH coalescences by apply-
ing a frequency-domain filter to remove signal components
with specific complex-valued frequencies. This approach
can eliminate one or more QNMs corresponding to a given
remnant BH mass Mdet

f
and spin ϑf from the ringdown sig-

nal. The filtered waveform is then transformed back to the
time domain and analyzed using the same time-domain like-
lihood formalism as described in Section 3.4. Since the fil-
ters remove DSs or QNMs without requiring prior knowl-
edge of their amplitudes or phases, the likelihood function
remains two-dimensional regardless of the number of modes
removed. The QNMRFs analysis adopts the same starting-
time convention as that in Section 3.4 with the same tM and
tLLO values.

The results from the QNMRFs pipeline, when removing a
single damped sinusoid at 10tM after tLLO, are shown in Fig-
ure 11 and are in close agreement with the pyRing single DS
results. Both methods find that the frequency and damping

• GW230814: high-SNR 
(40), single-detector

• pSEOBNR: ringdown 
deviations in IMR 
waveform

• Mild apparent deviation 
from GR ?

• Possibility of noise 
artefact also open

GR posteriors

Faithfulness, 
compatible 
NR sims

pSEOBNR IMR 
results show 
deviation

pSEOBNR results 
on injections with 
other waveforms
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FIG. 7. 90% upper bound on the testing GR parameters ωε̂i from 303 BBHs in our simulated population. The bounds are
obtained by assuming that the ωε̂i take the GR values (zero) for all events. The green triangles represent the projected bounds
for LIGO at design sensitivity, while the orange circles show the projected bounds for the 3G CE detector. The filled symbols
correspond to bounds obtained with eccentric waveforms (including e0 as a parameter). Unfilled symbols show bounds in the
circular case. The eccentricity samples for 105 BBHs are drawn from the Loguniform distribution with e0 → (10→7, 0.2). The
blue diamonds represent the 90% upper bound from the GWTC-3 [79] analysis.

LIGO bound. Note that the GWTC-3 analysis consid-
ered O(35) events, while this study obtained combined
bounds from 303 events.

When the ωε̂i are measured along with the eccentric-
ity parameter, the bounds on the leading-order TGR pa-
rameters become weaker by a modest factor of → 1–2 for
both LIGO and CE. Inclusion of eccentricity in the pa-
rameter space degrades the dipole bound by a factor of
→ 3–4. For the higher-order deviation parameters, the ec-
centric bounds are comparable to their circular counter-
parts. This is because the higher-PN-order TGR param-
eters become dominant at higher GW frequencies, while
the orbital eccentricity is a low-frequency e!ect. Hence,
the eccentricity a!ects the bounds on the dipole term and
leading-order TGR parameters most but has only a mild
impact on the higher-order TGR parameters.

B. Hierarchical inference

In this section, we obtain constraints on the TGR pa-
rameters ωε̂i by hierarchically combining the individual
events. We consider the same population of 303 BBHs as
discussed in the previous section. The individual posteri-
ors are free of any systematics, and the hyperparameters
take the values µi = 0, ϑi = 0. Hence, the measurement

accuracy of the µi and ϑi depends only on the statis-
tical uncertainties of the individual ωε̂i posteriors. We
perform a hierarchical Bayesian analysis on this BBH
population as explained in Sec. IV B. This is done for
LIGO and CE, with each of the ten TGR parameters
considered one at a time. We consider separately the
cases of circular and eccentric orbits (with e0 as a source
parameter in the latter). This involves a total of 40 inde-
pendent analyses. Note that the 303 BBHs are a subset
of the 105 BBHs drawn from a population analogous to
the observed GWTC-3 population and that also pass the
SNR and mass criteria discussed above. In the eccentric
case we choose the Loguniform distribution (described
in Sec. VA 2) with e0 ↑ (10→7

, 0.2).

Figure 8 shows the resulting two-dimensional
marginalized posterior distributions for µi and ϑi

in the LIGO case. The contours represent the 90%
credible region. Solid lines represent the probability
distribution for eccentric binaries, while dashed lines
represent the distribution for their circular counter-
parts. All contours include µi = 0, ϑi = 0 (except the
dipole contour in the eccentric case). The trends in
the constraints are similar to the bounds obtained by
multiplying the likelihoods: the leading-order ωε̂i are
better measured than the higher-order ωε̂i, and the
dipole term ωε̂→2 is the best-measured parameter.
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bounds from 303 events.
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ity parameter, the bounds on the leading-order TGR pa-
rameters become weaker by a modest factor of → 1–2 for
both LIGO and CE. Inclusion of eccentricity in the pa-
rameter space degrades the dipole bound by a factor of
→ 3–4. For the higher-order deviation parameters, the ec-
centric bounds are comparable to their circular counter-
parts. This is because the higher-PN-order TGR param-
eters become dominant at higher GW frequencies, while
the orbital eccentricity is a low-frequency e!ect. Hence,
the eccentricity a!ects the bounds on the dipole term and
leading-order TGR parameters most but has only a mild
impact on the higher-order TGR parameters.

B. Hierarchical inference

In this section, we obtain constraints on the TGR pa-
rameters ωε̂i by hierarchically combining the individual
events. We consider the same population of 303 BBHs as
discussed in the previous section. The individual posteri-
ors are free of any systematics, and the hyperparameters
take the values µi = 0, ϑi = 0. Hence, the measurement

accuracy of the µi and ϑi depends only on the statis-
tical uncertainties of the individual ωε̂i posteriors. We
perform a hierarchical Bayesian analysis on this BBH
population as explained in Sec. IV B. This is done for
LIGO and CE, with each of the ten TGR parameters
considered one at a time. We consider separately the
cases of circular and eccentric orbits (with e0 as a source
parameter in the latter). This involves a total of 40 inde-
pendent analyses. Note that the 303 BBHs are a subset
of the 105 BBHs drawn from a population analogous to
the observed GWTC-3 population and that also pass the
SNR and mass criteria discussed above. In the eccentric
case we choose the Loguniform distribution (described
in Sec. VA 2) with e0 ↑ (10→7

, 0.2).

Figure 8 shows the resulting two-dimensional
marginalized posterior distributions for µi and ϑi

in the LIGO case. The contours represent the 90%
credible region. Solid lines represent the probability
distribution for eccentric binaries, while dashed lines
represent the distribution for their circular counter-
parts. All contours include µi = 0, ϑi = 0 (except the
dipole contour in the eccentric case). The trends in
the constraints are similar to the bounds obtained by
multiplying the likelihoods: the leading-order ωε̂i are
better measured than the higher-order ωε̂i, and the
dipole term ωε̂→2 is the best-measured parameter.
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FIG. 6. Posteriors on hyperparameters µi and ωi for the higher-order and -1PN order TGR parameters εϑ̂i as measured by a
single CE detector. Conventions are as in Fig. 4.
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LVK: effect of missing physics on TGR -- Eccentricity

[Saini&al 2024]

Hierarchical mean of deviation for -1PN 
parameter, varying eccentricity distr.

Simulated hierarchical contraints for 300 BBH
with and without eccentricity let free

[Saini&al 2024] Simplified simulation setup: 
eccentricity represented only in the inspiral phasing, 
parametrized inspiral test

[Saini&al 2024]

• Ignoring physics (like ecc.) can lead to false 
apparent deviations from GR

• Marginalizing over the extra degrees of 
freedom will degrade constraints

3.1. A PARAMETERIZED TEST OF GENERAL RELATIVITY FOR LISA 95

The constant and linear terms omitted here map directly to the alignment degrees of freedom in

Eq. (3.9).

In modified theories of gravity, the fundamental balance equation driving this orbital phase

evolution can be systematically altered due to variations in either the binary’s orbital binding

energy or the energy flux radiating far from the system [193, 210, 211]. To phenomenologically

probe these potential deviations during the inspiral phase, we inject an additional sequence of

parametrized terms to the frequency-domain phase of the waveform:

ωεωm(f) =
3

128ϑv5

→m

2

[ 7∑

n=0
n →=1

ωϖ̂nε
PN

n v
n + ωϱs(ε

PN

4,εs
v
4

+ ε
PN

6,εs
v
6) +

6∑

n=5

ωϖ̂n(ω)ε
PN

n(ω)v
n log v +

∑

n=↑2,1

ωϖ̂nv
n

]
. (3.11)

Following the conventions of the FTI framework [165], each primary deviation parameter is

defined as a fractional correction to its corresponding PN coe!cient evaluated purely in GR:

ωεn ↑ ωϖ̂nε
PN

n , (3.12a)

ωεn(ω) ↑ ωϖ̂n(ω)ε
PN

n(ω), (3.12b)

ωεn,εs ↑ ωϱsε
PN

n,εs
. (3.12c)

For PN orders where the GR coe!cients natively vanish (e.g., n = →2, 1), the parameter ωϖ̂n

represents an absolute deviation rather than a fractional one. Furthermore, while current LVK

pipelines [185, 166] rigidly restrict deviations to the non-spinning contributions of the PN co-

e!cients to avoid multi-parameter degeneracies, our approach retains the original FTI conven-

tion [165], incorporating the deviations directly into the fully spin-dependent expressions of ε
PN
n .

The inclusion of the negative PN order n = →2 is deeply motivated by alternative gravity

theories—such as those invoking additional scalar fields—which naturally predict dipolar radia-

tion scaling as ωεωm ↓ v
↑7. Additionally, negative PN orders can encode profound astrophysical

or environmental perturbations. For instance, an n = →8 term maps accurately to line-of-sight

accelerations induced by third-body interactions [212, 213], accretion dynamics [214, 215], or

cosmological variations in the gravitational constant [216, 217], while dynamical friction could

manifest precisely at n = →11 [214, 218]. Because GW interferometers are substantially more

sensitive to secular phase evolution than to instantaneous signal amplitude [219], amplitude mod-

ifications are strictly ignored throughout this formalism.

Finally, we explicitly isolate the parameter ϱ, characterizing the spin-induced quadrupolar

deformation of the COs. For classical Kerr BHs, the no-hair theorem strictly enforces ϱ =

1 [220, 221, 222]. In our binary framework, we deploy the symmetric combination ϱs = (ϱ1 +

ϱ2)/2, which structurally enters the waveform via spin-squared e”ects at the 2PN and 3PN
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LVK: effect of missing physics on TGR -- Lensing

[Kopty+ 2026]

9

log10 B
ML
UL

MDR TIGER FTI
IMRCT meta-IMRCT

A0 A3 A4 ωε0 ωε4 ωb2 ωc2 ωε0 ωε4

→0.17 0.20 0.05 0.13 0.35 0.03 0.71 0.16 0.52 0.07 0.11 0.08

TABLE IV. Bayes factor and GR-deviation significances obtained for an unlensed GW150914-like injection. The quoted values correspond to
ϑQGR for the various null tests considered in this work.
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FIG. 2. Posterior distributions shown for MDR parameter Ak, k ↑ {0, 3, 4} as violin plots (left) and IMRCT deviation parameters
{!Mf/M̄f ,!εf/ε̄f} as 95% contours (right). In both panels, we display posteriors corresponding to simulated signals with at least a
3ϑQGR deviation. Representative posteriors are also shown for each of the three microlensing regimes: geometric-optics (blue), wave-optics
(green), and long-wavelength (red). We observe that posteriors excluding the GR value predominantly arise from the wave-optics (green)
regime, although not all of them exhibit significant deviations.

pected when an unlensed waveform model attempts to fit a
microlensed signal. Since the recovery model lacks the lens-
ing degrees of freedom required to reproduce the diffractive
modulations, the inference compensates by biasing the astro-
physical source parameters as well as the GR-deviation pa-
rameter, leading to an apparent violation of GR.

The results for all 50 injections are summarized in Fig. 4.
The four panels show the inferred significances, ωQGR values,
for the deviation parameters εϑ0, εϑ4, εb2, and εc2, obtained
by varying one deviation parameter at a time. Diamond mark-
ers denote TIGER analyses, while circles correspond to FTI
results. Since FTI probes only the inspiral phase of the wave-
form, results are shown only for εϑ0 and εϑ4 in that frame-
work. Each marker represents an individual simulated signal,
with the color denoting the lensing regime to which it belongs.

A consistent pattern is observed across all deviation pa-
rameters. Simulated signals in the geometric-optics (blue
markers) and long-wavelength regimes (red markers) remain
broadly consistent with GR, i.e., ωQGR ↭ 1. In contrast,

all deviations exceeding 3ωQGR originate from the wave-
optics regime (green markers), with several reaching the max-
imum measurable significance of approximately 4ωQGR . This
demonstrates that wave-optics lensing can be misinterpreted
as a significant departure from GR when lensing effects are
neglected in the recovery model.

Not every wave-optics dominated injection exhibits a large
bias. This behavior can be understood from the dependence of
the amplification factor on both the impact parameter and the
characteristic microlensing frequency. For sufficiently large
impact parameters (y ↫ 2), the resulting interference pat-
tern becomes weak, reducing the observable lensing signature.
Furthermore, the effectiveness of microlensing depends on
where the induced modulations appear, relative to the signal
power spectrum. As discussed in Appendix A, GW150914-
like signals become largely insensitive to microlensing once
the characteristic modulation scale exceeds approximately
fML → 300, Hz, because the underlying waveform amplitude
has already decreased substantially at those frequencies. Con-
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Fig. 2.— The amplification factor |F (f)| as a function of w (= 8ωMLzf) with the fixed source

position y = 0.1, 0.3, 1, 3 for the point mass lens (left panel) and the SIS (right panel). For
w ! 1, the amplification is very small due to the diffraction effect. For w " 1, the oscillatory

behavior appears due to the interference between the double images. We note for the SIS
that even if y → 1 (a single image is formed in the geometrical optics limit) the damped
oscillatory behavior appears.

Fig. 3.— Same as Fig.2, but the phase of the amplification factor θF (f) = −i ln[F (f)/|F (f)|]
as a function of w (= 8ωMLzf).
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[Kopty+ 2026] Simulation of various 
tests of GR (here IMR consistency) in 
presence of diffractive lensing of the 
injected signal 

[Takahashi+ 2003]

• Wave optics lensing can lead to false 
detection of deviations from GR

Wave-optics (diffractive) lensing: lensing 
transfer function  with  
dimensionless frequency and  impact 
parameter

F(w, y) w ∼ ML f
y

Lensing is expected to be rare 
astrophysically: of sources< 1 %
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FIG. 1: Logarithmic Bayes factors comparing lensed and unlensed hypotheses for the 20 SXS injections with the
largest NRSur mismatches, which are recovered under all three hypotheses. The color scale shows log10 B

L
U, where

positive (negative) values indicate support for the lensed (unlensed) hypothesis. The upper and lower panels
correspond to phenomenological and PM lensing models, respectively, with rows showing the recovery using the
three waveform approximants. Each column corresponds to an individual SXS injection (labelled by the simulation
ID su!x) ordered by decreasing mismatch MNRSur

L1 relative to NRSur, whose values are indicated in the upper axis.
No clear trend between mismatch and support for lensing is identified.

zontal and vertical axes show the JS divergence under
the unlensed and lensed hypotheses, respectively. For
cases with positive lensing Bayes factors, most points
lie below the diagonal, demonstrating that the addi-
tional lensing degrees of freedom reduce disagreements
between waveform approximants by partially absorbing
waveform-model di”erences. However, this behaviour is
not universal: a small number of injections show a slight
preference for lensing while remaining close to, or even
above, the diagonal, indicating little or no improvement
in the agreement between waveform approximants. Indi-
vidual posterior distributions are shown in Secs. IV–V of
the Supplemental Material [17].

Beyond the Bayes factors themselves, we ask whether
the recovered lensing parameters in the false-positive
cases describe a physically plausible lensing scenario, or
point instead to a negligible e”ect. Across the false-
positive PM recoveries, some redshifted lens masses clus-
ter at Mz

L → 1500–2000M→ with source positions y →
0.6–1.3 (see Sec. V of [17]), values that would produce
a non-negligible magnification (→ 1.2 ↑ 1.9) and time-
delay imprint if genuine, rather than trivially collapsing
to the unlensed limit. However, there are cases where the
lensing e”ect would be weak despite a high Bayes factor.
For example, SXS:BBH:4088 recovers y → 3 for one of
the three approximants, corresponding to a magnifica-
tion indistinguishable from unity, with a lensed–unlensed
waveform mismatch of 6.5↓ 10↑3.

We now examine a subset of representative injections
in greater detail to investigate how false lensing evidence
is coupled to waveform systematics. Bayes factors for
all the cases are summarized in Fig. 1; posteriors for the
detector-frame total mass, mass ratio, and spin magni-
tudes a1, a2 under all the three hypotheses with the cor-
responding lens parameters are shown in the Appendix.
SXS:BBH:0400, SXS:BBH:0772, and SXS:BBH:0906 are
the clearest illustration in our sample where lensing de-
grees of freedom absorb waveform systematics. PM re-
coveries converge on similar lens masses (Mz

L → 1500–
2000M→) and source positions (y → 0.6–0.8), and in-
cluding lensing, particularly the PM model, substan-
tially reduces inter-approximant di”erences in the total-
mass posterior, removing bimodality where present (0772
and 0906). On the contrary, for SXS:BBH:0400, NR-

Sur favors an e”ectively unlensed solution under the
phenomenological model, consistent with its near-zero
Bayes factor, and the PM lens parameters, while well
constrained, are recovered alongside a negative Bayes
factor and hence not interpreted as evidence for lens-
ing. While a systematic reduction in spins was observed
for GW231123 under the lensed hypothesis and degen-
eracies between lensing and spin e”ects exist [36], our
spin-magnitude posteriors show no common trend after
including lensing. This likely reflects a more complex in-
terplay between the lensing–spin-precession degeneracy
and waveform-model systematics, although confirming
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Lensing: interplay with waveform systematics

[Hegde+ 2026]

• Waveform systematics can lead to false 
detection of  gravitational lensing

[Hegde+ 2026] Bayes factors for the presence of a 
lens (both geometric optics and wave optics) on NR 
injections with different waveforms as templates 
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3G detectors: waveform systematics
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FIG. 8. The percentage of binaries in each ω1 bin with
|εϑ/!ϑ| > 1 for di!erent parameters. The top, middle, bot-
tom panels show the percentages for the O5, A#, and XG
networks, respectively.

the physical range, with the idea that this would mimic
the likelihood behavior: it is reasonable that the likeli-
hood of an event ω1 → 0 seems to peak at ω1 = ↑0.1,
and when performing parameter estimation we would ob-
serve a truncated distribution due to the physical prior.
However, in some cases, our formula predicts biases that
are orders of magnitude outside of the physical range (e.g
ω1 → ↑10), most likely indicating that the LSA should
not be trusted. Indeed, the LSA relies on the quadratic
approximation to the likelihood, which should hold only
in a region around the peak of the likelihood, with a bet-
ter agreement at high SNRs. Thus, the reason for our
estimates of the bias with O5 (A#) being so much larger
than with XG might also be due to the invalidity of the
LSA in some cases. However, observing more of the in-
spiral certainly contributes, as discussed in more detail
in Sec. VI. Overall, we expect the results shown here for
XG to be the most reliable.

Which binaries are likely biased?

Having explored the e!ect of waveform systematics on
the full detected LVK-like population and studied the
inferred population properties via hierarchical Bayesian
inference, we turn our attention to the subset of binaries
with significant parameter biases. In the following, we
identify the properties of binaries that have a greater sus-
ceptibility to systematic biases. To accomplish this, we
explore the dependence of the systematic bias as a direct
function of the binary parameters. In Fig. 8, we show the
percentage of binaries in each ω1 bin with |εϑ/!ϑ| > 1
for various parameters such as the chirp mass, symmet-
ric mass ratio, primary spin magnitude, and luminosity
distance. It is immediately clear that the number of bina-
ries with biased parameters increases with increasing ω1.
Notice that for current detectors and its upgrades, only a
tiny fraction of binaries (↭ 1%) have biased parameters
when ω1 < 0.4. Even for highly spinning binaries, the
biased percent is less than 10%. In contrast, we observe
that a relatively large fraction (10 ↑ 25%) of the binaries
have biased parameters in the XG network even when
ω < 0.4.

Before ending this section, we remark that the re-
sults for the systematic biases of the LVK-like popula-
tion have been obtained by comparing two state-of-the-
art quasi-circular, spin-precessing, multipolar waveform
models. However, when assessing the accuracy of the
waveform models, more robust and definitive results can
be achieved when comparing models to NR waveforms.
We plan to carry out such a study in the near future, al-
though it will be limited by the number of NR waveforms
and their length.

V. SYSTEMATIC BIASES ACROSS BINARY
PARAMETER SPACE

In Sec. IV, the general properties of systematic bias
across an LVK-like BBH population were explored. Here,
we consider an agnostic BBH population in order to ex-
plore a wider region of the binary parameter space and
identify the regions with greater susceptibility to system-
atic biases.

We sample uniformly in the total redshifted mass,
Mz ↓ U(10, 200)[M→], and inverse mass ratio, 1/q ↓
U(1, 30). However, we impose a constraint on the mass
of the lighter object, m2 ↔ 5M→, and only select those
binaries that satisfy this constraint. This results in a
non-uniform distribution in the two masses. Regardless,
in this section, our interest is not in any particular distri-
bution of parameters but rather with the coverage of the
parameter space. Exploring the region of large inverse
mass-ratio is interesting since the waveform models con-
sidered here are expected to di!er more in this part of the
parameter space due to di!erences in the models’ calibra-
tion. For SEOBNRv5PHM, SXS NR simulations for aligned-
spin systems at 1/q ↔ 15 and a non-spinning simulation

[Dhani+ 2024]
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FIG. 3. The absolute value of Cutler-Vallisneri biases for
various parameters vs SNR (top), absolute di!erence between
spins (2nd from top), mass ratio (3rd from top), and detector-
frame total mass (bottom). Each dot is one binary from the
SNR →100 subpopulation, and the solid black line tracks the
rolling average of the bias for each parameter. Biases are
normalized to the statistical errors for each binary. The green
shaded region represents biases below 1ω.

proach could be to set a benchmark for the performance
of these future waveforms, say, a waveform calibration
e!ort that results in 99% of the expected detections to
be biased by → 1ω for a few chosen parameters. We can
use the formalism described in Sec. II D to quantify the
average mismatch for which this condition will be met.

In Fig. 4, we show the distribution of systematic biases
between IMRPhenomXAS and various sets of interpolated
waveforms with selected values of the interpolation pa-
rameter ε. The precise percentage by which each param-
eter is biased above the acceptable threshold depends on
the specifics of the interpolated waveform, and is merely
demonstrative. The general trend, however, is robust:
improving the agreement between two waveforms models
lowers the overall systematic bias between them. Note
that biases in DL have been omitted from the follow-
ing discussion, since they are particularly sensitive to
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FIG. 4. Significance of waveform calibration biases for the
SNR → 100 subpopulation, between interpolated waveforms
with varying levels of simulated accuracy to IMRPhenomXAS.
The value of ε used to generate the approximate waveforms
and the average mismatch M across the chosen subpopulation
is shown in the top left corner of each panel. The dashed black
lines mark the 1ω bias threshold in either direction, and the
percentage of binaries with bias > 1ω is given in the legend
for each parameter.

the interpolated waveforms and can be a!ected in un-
physical ways. However, as we showed in the previous
section, biases in the intrinsic parameters are typically
larger than biases in DL. As such, consideration of the in-
trinsic parameters should be su"cient for determining the
strongest constraints on the waveform accuracy threshold.
See Appendix D for an illustration of how the intrinsic
parameters vary with ε for a single binary.

Performing this analysis for a finer grid of interpolated
waveforms, we can develop a picture of how biased each
parameter is for a range of average waveform mismatches.
This result is shown in the left panel of Fig. 5. As the
average mismatch between waveform models decreases,
the percentage of events with SNR ↑ 100 and bias ↑ 1ω
decreases for every parameter. In the right panel of Fig. 5,
we show how this mismatch requirement varies over a
range of SNR cuto!s, and not just the fiducial SNR ↑

100 threshold. As one considers lower SNR binaries,
the average mismatch requirement for keeping 99% of
the binaries unbiased becomes less stringent across all
parameters. On the other hand, the average mismatch
required is much lower for subpopulations with higher

[Kapil+ 2024]
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FIG. 1. Redshift distributions of the binaries observed at
various SNR thresholds by a 2CE+ET network, as sampled
from the Madau and Fragos [38] distribution.

the redshift is converted to DL (and vice versa) using the
Planck18 [39] cosmology. For simplicity, we assume that
the star formation redshift distribution is the same as
the merger redshift distribution, i.e., we do not explicitly
model the delay times. The e!ect of this assumption will
likely be to underestimate the significance of waveform
biases, since a more careful modeling of delay times will
cause BBHs to merge at lower redshifts, and thus produce
smaller statistical errors on average.

In Fig. 1 we show the redshift distribution of the sim-
ulated observable population at various SNR thresholds.
The chosen detector network can detect simulated BBHs
with SNR of O(100) out to z → 3. The median SNR
across the entire population is about 22, and the maxi-
mum SNR for a binary in our population is → 4000. This
SNR distribution is in reasonable agreement with recent
forecasts of the capabilities of XG detectors [40–42].

IV. RESULTS

In our estimates of statistical and systematic parame-
ter estimation errors, we will limit our attention to the
loudest BBH sources, i.e., those with SNR ↑ 100. These
systems (roughly 3000 binaries in our population model)
are particularly valuable for astrophysical applications
due to the small parameter uncertainties, and they are
also most a!ected by any systematic biases between di!er-
ent waveform models. The event posteriors of high-SNR
BBHs are also generally well approximated by Gaussian
distributions, and so the Fisher information formalism
used in this work is expected to be a good approximation
for these events. For the same reason, we also expect
the systematic bias computed under the linear signal ap-
proximation to be reliable for these binaries. Wherever
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FIG. 2. Significance of waveform calibration biases between
IMRPhenomD and IMRPhenomXAS, for various parameters, over
the SNR → 100 subpopulation. All the biases have been nor-
malized by the statistical uncertainties, such that the dashed
lines indicate the 1ω bias thresholds. The average mismatch
between the true and approximate waveforms computed across
this set of binaries is shown in the top left corner, and the
percentages of events with > 1ω bias are listed in the legend.

necessary, we impose a limit in postprocessing to ensure
that the biases do not exceed physical bounds.

A. Current waveform model accuracy

In Fig. 2 we show the distribution of Cutler-Vallisneri
biases between IMRPhenomXAS and IMRPhenomD, !ω, nor-
malized to the statistical uncertainties obtained from the
Fisher analysis, εω, for the following binary parameters:
m1,det, m2,det, ϑ1,z, ϑ2,z, and DL. Note that while both
hTR and hAP enter the calculation of !ω through the
inner product of Eq. (8), the Fisher matrix is always
computed only in terms of the recovered signal hAP.

As a rule of thumb, we will say that a parameter is un-
biased (biased) if |!ω/εω|↓ 1 (|!ω/εω|> 1, respectively).
The di!erences between IMRPhenomXAS and IMRPhenomD

can bias parameter values by at least 1ε for a few percent
of this high-SNR population, with spin being the most
a!ected parameter.

Although not shown in this figure (but see Fig. 3),
the largest biases can reach ↑ 20ε for the masses, and
↑ 50ε for the spins. Regardless, there are at least 2500
binaries in our population with SNR ↑ 100 and unbiased
intrinsic parameters. The average mismatch between the
two waveform models across the SNR ↑ 100 binaries is
M = 2.6 ↔ 10→4. Note that the parameters shown can
be biased in either direction, depending on the specific
configuration of the binary system. As such, the average
values of the biases are consistent with zero for most
parameters when we consider the entire population.

In Fig. 3 we show a few alternate visualizations of the
magnitudes of the normalized biases |!ω/εω| for various
binary parameters.

The top panel of this plot displays a strong positive
correlation between the SNR of a binary and the signif-
icance of the waveform biases. This is expected, as the

[Kapil+ 2024]
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MBHB signals in LISA
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MBHB biases caused by missing higher harmonics

[Pitte+ 2023]

Estimating biases: Cutler-Vallisneri (can fail), direct Nelder-MeadMin. redshift unbiased when ignoring (3,2) mode:

[Yi+ 2025]
[Yi+ 2026]
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FIG. 7. Critical redshift at which the bias on intrinsic parameters due to neglecting the (3, 2) mode becomes greater than the
2ω statistical error. We show results for the (3, 2) mode as a representative case, since it is among the weakest higher-order
modes; the resulting bias therefore provides a conservative illustration of the impact of neglecting subdominant modes. We plot
the minimum redshift as a function of ε1, with di!erent colors corresponding to di!erent values of ε2. In the top left panel, we
show the critical redshift for a reference MBHB with M = 106 M→, q = 4, ϑ = ϖ/3. The top right panel breaks down the critical
redshift for unbiased inference of individual intrinsic parameters for the ε2 = →ε1 case (blue) shown in the top left panel. In
the second and third rows, we show results with di!erent mass ratios and inclinations with respect to the reference MBHB,
respectively.
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FIG. 6. Same as Fig. 5, but comparing the simpler likelihood optimization method (“NM” for Nelder-Mead algorithm only, as
in Paper 1) with the improved likelihood optimization introduced in Sec. III B (“DA” for dual annealing). Aside from being more
robust, the latter method also occasionally performs better in recovering the bias found in PE for some parameters, particularly
in cases of more severe biases. In the top panel, signal recovery is performed with 3 modes = {(2, 2), (3, 3), (2, 1)} (excluding
the (4, 4) and (3, 2)), and in the bottom panel, the template contains only {(2, 2), (3, 3)} (neglecting {(2, 1), (4, 4), (3, 2)}).

recover the correct systematic biases due to waveform
inaccuracies, even in the limit of much louder signals and
more extreme biases. We demonstrate this for a couple of
cases in Fig. 6, where we show significant biases due to ne-
glecting 2 or 3 higher-order modes with respect to the true
template. In these cases, the simple Nelder-Mead method
(“NM”, blue circles) employed in Paper 1 struggles to
correctly estimate the bias on the extrinsic parameters,
whereas the new likelihood optimization method with
dual annealing, reparametrization, etc. (“DA”, brown
crosses) performs better. In general, apart from the fact
that the dual annealing is a global optimization method
and is therefore designed to be more e!ective over multi-
modal surfaces, we also take advantage of the fact that
it generally makes our likelihood optimization method
more robust, albeit at a slightly higher computational
cost. By noting when multiple initializations do not re-
turn the same maximum value, we have a sense of when
a likelihood is particularly di"cult to optimize, and when
we should therefore be careful in taking the results to be
trustworthy.

Finally, we note that modest improvement is achieved
by using regular Nelder-Mead with just the reparametriza-
tion and addition of Fisher-informed priors, i.e., without
the dual annealing, even in the regime of high-mass MB-
HBs, which we find to be the most delicate. In Sec. VI, we
will see that using all of the above improvements allows
us to find the true maximum log-likelihood in a given
region of parameter space at least →40% of the time in
the regime of high-mass MBHBs (see Fig. 11). Using just
the reparametrization and restricted priors allows us to
find the correct maximum about →10 ↑ 30% of the time,
albeit with considerably fewer likelihood evaluations (as

low as 100-200, and nearly always less than 1000). For
the remainder of this work, we use all improvements to
the original Nelder-Mead optimization mentioned in this
section to obtain as robust of a result as possible, but we
note here that depending on the problem at hand, one
could choose to leave out the dual annealing to obtain
faster results that can still be fairly robust with several
initializations. Using just the original Nelder-Mead ap-
proach, we are often unable to find the true maximum
even once in five initializations.

IV. SPIN DEPENDENCE OF SYSTEMATIC
BIASES

In Paper 1, the analysis was restricted to MBHBs with
zero progenitor spins. In this section, we use the im-
proved likelihood optimization techniques explored in the
previous section to investigate the severity of systematic
bias due to neglected higher-order modes as a function
of spin. We expect significant e!ects given the spin cor-
rections entering at next-to-leading-order (NLO) in the
mode amplitudes, especially for ω ↓= m modes (see, e.g.,
Refs. [17, 38, 39]).

In Fig. 7, we plot the critical redshift at which the bias
on intrinsic parameters (Mc, q, ε+, ε→) due to neglecting
the (3, 2) mode becomes larger than the 2ϑ statistical
error on the same parameters. This redshift is plotted
as a function of ε1, with ε2 taken to be either equal
to ε1, zero, or equal in magnitude but opposite in sign
(i.e., antiparallel) to ε1. Above the critical redshift lines,
the SNR is low enough that the statistical error on the
parameters dominates. In the top left panel, we show how

Question: how many  should be included in waveform templates ? Current models go up to  at 
most.

LISA consortium project  [Waveform Working Group] coordinator: Sophia Yi (Johns Hopkins U.)

hℓm h55

[Yi+ 2026][Yi+ 2026]
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LISA response and multimodality in the sky
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FIG. 12. Examples of multi-modal posterior distributions in the sky localization: from left to right, 1mode, 2modes and 8modes
binary systems. The blue contours represent the MCMC results while the black ellipses correspond to the Fisher estimates for
1�, 2� and 3� errors. The black square indicates the true binary position in the sky. The presence of 2modes and 8modes
events, and the relative probability weight of the modes, can be recovered only with a Bayesian analysis.

FIG. 13. Distribution of the 1mode, 2modes and 8modes EMcps in the z � M plane in the maximising case for the three
astrophysical scenarios. The grey solid curved lines in background correspond to constant redshifted chirp mass values.

days, so the e↵ect of LISA motion is insu�cient to elim-
inate the reflected sky position, which remains degener-
ate. At lower chirp mass and redshift, on the other hand,
the combination of the high-frequency response with the
motion of the detector fully eliminates the degeneracy
and the events are unimodal. However, even if it is pos-
sible to identify a general trend, the two sub-populations
of 1mode and 2modes events do overlap in the z � M
plane, because redshift and Mz are not the only quan-
tities a↵ecting the parameter estimation, and there is a
large dispersion according to the orientation angles. Re-
gardless of the astrophysical model, the 8modes systems
are high chirp mass MBHBs, for which LISA will be able
to observe only the merger and ringdown, gathering little
information from the constellation orbital motion; fur-
thermore, their GW signal will not reach high enough
frequencies for the frequency-dependence of the detector
response to help.

Although 2modes systems seem to constitute a signif-

icant portion of the total EMcps, especially for the mas-
sive astrophysical models Q3d and Q3nd, this is partly
caused by the fact that, to identify an event as bimodal,
we impose a relatively low threshold to the probability
of the secondary mode, i.e. 5%. In this regard, it is in-
structive to look at the probability weight of each mode.
In Fig. 14 we present the number of bimodal EMcps as
a function of the probability in the primary and sec-
ondary modes, for all astrophysical models. It is clear
that the primary mode is always more probable than the
secondary one, which mitigates the risk, for a substan-
tial fraction of the EMcps, of missing the counterpart if
telescopes are pointed only at the primary mode.

In Fig. 15 we show the number of 8modes EMcps in
each octant of the sky, as a function of the probability
of the sky position mode. While the primary mode re-
mains always more probable, the seven spurious modes
are rather equiprobable, with probability that can be as
large as 10%. This is likely to constitute a serious issue

• Multimodality broken by subdominant effects in 
response (motion, high-f)

Multimodality pattern:

Degeneracy breaking:

• motion of LISA: eliminates all modes but the antipodal, weak for 
short high-mass signals

• high-frequency effects in the response: eliminates all modes but 
the reflected, only at high frequencies
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FIG. 14. Log-likelihood (51) at degenerate modes in the sky summarized in Table III, for di↵erent response approximations
(from left to right: Full, Frozen, Low-f), with 22-mode only (top) and with higher harmonics (bottom). The log-likelihood is
shown as a function of the maximal frequency where we cut the 22-mode signal (with the rescaling (59) for the other modes),
which can be thought of as accumulating signal with time (the vertical lines represent the time cuts of IVB and the merger).
The lines represent the sky positions listed in Table III: in terms of LISA-frame parameters full or dashed stands for the
reflection in latitude, and the color stands for the ⇡/2-shifted longitudes. The dashed black curve corresponds to the reflected

position, and the dashed red to the antipodal position. At the true position (solid black), lnL is zero by construction while it
is decreasing as a function of f for other sky positions. Reaching a very negative lnL means that this sky position is excluded
by the data accumulated thus far. In the left panel, the circles indicate the maximum log-likelihood found among the posterior
samples, when the parameters are allowed to deviate slightly from the theoretical degenerate point.

all, including the higher harmonics does not change this
qualitative picture, despite an earlier onset of frequency-
dependent degeneracy-breaking features.

Limitations of such explorations should be made clear:
by using a pointwise estimate, we cannot make statistical
statements and are missing volume e↵ects discussed in
Sec. VC; by transforming the angular parameters with
an analytical prescription while keeping the other fixed,
we are in a sense overconstraining the degeneracy. In
particular, it is conceivable that one could find a better
match to the injected signal in the vicinity of a degenerate
sky mode, by adjusting slightly all parameters.

This is indeed what happens in multidimensional
Bayesian parameter estimation, and is illustrated in
Fig. 14: in the first panel, for the three pre-merger anal-
yses as well as for the post-merger analysis, we overlay
circles indicating the best ln L found among the poste-
rior samples, in each eighth of the sky corresponding to
the eight sky modes (when no samples are present in this
region of the sky, nothing is displayed). A sampler is not
an optimizer, so the precise value achieved is not opti-
mal and would vary when repeating runs; nevertheless,
this measure gives a good proxy for how much closer to
the injected signal we could get by slightly biasing the

parameters.
We see that the best ln L among samples can be higher

than the point estimate would tell us, especially for the
analysis at ⇠ 7 min before merger, and higher harmonics
make a visible di↵erence. This has consequences for ap-
proximations like the Fisher analysis, if secondary peaks
are shifted from the analytical predictions. We leave for
future work the investigation of approximate representa-
tions of sky degeneracies.

VII. STELLAR MASS BLACK HOLES

A. Signals and transfer functions

Stellar-mass black-hole binary (SBHB) inspirals have
been recently recognized as a potentially important
source of LISA detections [7, 48]. Full Bayesian param-
eter estimation studies for these LISA signals have not
yet been developed, but the Fisher approach has been
used in [7, 48–50]. In this section we present two case
studies of parameter inference for such sources using the
formalism and methods described earlier, while limiting
the analysis to the extrinsic parameters (excluding the

True

Reflected
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Example Parameter estimation with systematics I

<latexit sha1_base64="RUzQExwCggT6QPKNhQiIYNYaR/Q="></latexit>

Mz = 105 M�
z SNR
1.0 317
1.76 158
3.11 79
5.59 40
10.21 20
18.97 10

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 105M⊙ q = 4 χ1 = 0.5 χ2 = 0.3

LISA plane

Intrinsic params. Sky localisation
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Example Parameter estimation with systematics I

<latexit sha1_base64="RUzQExwCggT6QPKNhQiIYNYaR/Q="></latexit>

Mz = 105 M�
z SNR
1.0 317
1.76 158
3.11 79
5.59 40
10.21 20
18.97 10

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 105M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics I

<latexit sha1_base64="RUzQExwCggT6QPKNhQiIYNYaR/Q="></latexit>

Mz = 105 M�
z SNR
1.0 317
1.76 158
3.11 79
5.59 40
10.21 20
18.97 10

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 105M⊙ q = 4 χ1 = 0.5 χ2 = 0.3



26

Example Parameter estimation with systematics I

<latexit sha1_base64="RUzQExwCggT6QPKNhQiIYNYaR/Q="></latexit>

Mz = 105 M�
z SNR
1.0 317
1.76 158
3.11 79
5.59 40
10.21 20
18.97 10

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 105M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics I

<latexit sha1_base64="RUzQExwCggT6QPKNhQiIYNYaR/Q="></latexit>

Mz = 105 M�
z SNR
1.0 317
1.76 158
3.11 79
5.59 40
10.21 20
18.97 10

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

The good:
• converges on the true parameters
• mild bias at , z = 1 SNR = 317

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 105M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics II

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics II

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics II

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics II

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics II

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

The bad:
• converges ‘near’ the true parameters
• significant bias at , z = 1 SNR = 1907

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: PhenomXHM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics III

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: SEOBNRv5HM_ROM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics III

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: SEOBNRv5HM_ROM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics III

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: SEOBNRv5HM_ROM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics III

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: SEOBNRv5HM_ROM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Example Parameter estimation with systematics III

<latexit sha1_base64="kS60JdGt9aPVEM1lIjrodujlq+g="></latexit>

Mz = 106 M�
z SNR
1.0 1907
1.76 954
3.11 477
5.59 238
10.21 119
18.97 59

<latexit sha1_base64="bPMQ2R/VpQE73QKbMRW1BdMZcA4=">AAACAnicbVDLSsNAFJ3UV62vqCtxM1iEuimJFC24Kbhx4aKCfUATwmQyaYfOJGFmIpRQ3Pgrblwo4tavcOffOGmz0NYDFw7n3Mu99/gJo1JZ1rdRWlldW98ob1a2tnd298z9g66MU4FJB8csFn0fScJoRDqKKkb6iSCI+4z0/PF17vceiJA0ju7VJCEuR8OIhhQjpSXPPHJ8opB3C50rWHM4UiPBM4GC6ZlnVq26NQNcJnZBqqBA2zO/nCDGKSeRwgxJObCtRLkZEopiRqYVJ5UkQXiMhmSgaYQ4kW42e2EKT7USwDAWuiIFZ+rviQxxKSfc1535kXLRy8X/vEGqwqab0ShJFYnwfFGYMqhimOcBAyoIVmyiCcKC6lshHiGBsNKpVXQI9uLLy6R7Xrcv6o27RrXVLOIog2NwAmrABpegBW5AG3QABo/gGbyCN+PJeDHejY95a8koZg7BHxifP/rJloM=</latexit> �
L
(r
ad

)

<latexit sha1_base64="tw2xxZOVgpBpSnPsQikSjd0YhIM=">AAACBHicbVDLSsNAFJ3UV62vqMtuBotQNyWRogU3BTcuXFSwD2hCmEwm7dDJJMxMhBK6cOOvuHGhiFs/wp1/46TNQlsPDBzOOZe59/gJo1JZ1rdRWlvf2Nwqb1d2dvf2D8zDo56MU4FJF8csFgMfScIoJ11FFSODRBAU+Yz0/cl17vcfiJA05vdqmhA3QiNOQ4qR0pJnVh2mwwHybqFzBetOhNRYRJlAwezMM2tWw5oDrhK7IDVQoOOZX04Q4zQiXGGGpBzaVqLcDAlFMSOzipNKkiA8QSMy1JSjiEg3mx8xg6daCWAYC/24gnP190SGIimnka+T+ZJy2cvF/7xhqsKWm1GepIpwvPgoTBlUMcwbgQEVBCs21QRhQfWuEI+RQFjp3iq6BHv55FXSO2/YF43mXbPWbhV1lEEVnIA6sMElaIMb0AFdgMEjeAav4M14Ml6Md+NjES0Zxcwx+APj8weDqpdc</latexit>

�L (rad)

The ugly:
• converges to the wrong sky mode
• important bias at , z = 1 SNR = 1907

LISA plane

Intrinsic params. Sky localisation

• Injection: NRHybSur3dq8 { , , , }
• Template: SEOBNRv5HM_ROM

M = 106M⊙ q = 4 χ1 = 0.5 χ2 = 0.3
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Statistical significance of biases: intrinsic parameters

Bias in chirp mass:

Bias in longitude (on corrected skymode):
Wrong skymode 
recovered:

<latexit sha1_base64="eLKuljZwliymEOoposF3f5097q8="></latexit>

phenomxhm
Mz(M�) % wrong
105 0 %
106 10 %
107 54 %

Large biases at high mass
Wrong skymodes common

Injections: 
NRHybSur3dq8



39

LISA systematics: linking mismatches and biases

<latexit sha1_base64="zLjS6uLxx5Jofig6NYcHgS4ypV8=">AAACF3icbVDLSgMxFM34rPU16tJNsAguZJiRogU3BTeupD76gM5QMmnahiYzIckIZehfuPFX3LhQxK3u/Bsz7SDaeiBwcs693HtPKBhV2nW/rIXFpeWV1cJacX1jc2vb3tltqDiRmNRxzGLZCpEijEakrqlmpCUkQTxkpBkOLzK/eU+konF0p0eCBBz1I9qjGGkjdWzHJ0JRZmh4DP1z+PPl0BcyFjqGPkd6IHl6e3Uz7tgl13EngPPEy0kJ5Kh17E+/G+OEk0hjhpRqe67QQYqkppiRcdFPFBEID1GftA2NECcqSCd3jeGhUbqwF0vzIg0n6u+OFHGlRjw0ldmOatbLxP+8dqJ7lSClkUg0ifB0UC9h0FybhQS7VBKs2cgQhCU1u0I8QBJhbaIsmhC82ZPnSePE8U6d8nW5VK3kcRTAPjgAR8ADZ6AKLkEN1AEGD+AJvIBX69F6tt6s92npgpX37IE/sD6+Aedtn8I=</latexit>

✏b, ✏m / SNR

<latexit sha1_base64="arFUnJbaNccdUevJ9h/BdBqc5sY="></latexit>

✏m =

r
2

D
SNR2MM

<latexit sha1_base64="1J7NqpU+Qolx2p0NrAjWXfcQFxo=">AAACGnicbZC7SgNBFIZnvRtvUUubwSDEJuyKqI0gaGEZwUQhG8LZydlkyOyFmbNCWPIcNr6KjYUidmLj2zi5FJr4w8A3/zmHmfMHqZKGXPfbmZtfWFxaXlktrK1vbG4Vt3fqJsm0wJpIVKLvAzCoZIw1kqTwPtUIUaDwLuhdDut3D6iNTOJb6qfYjKATy1AKIGu1ip6PqZHKYsDPuR9qELl/hYqA+9RFgkHuG9mJoDy+Hg5axZJbcUfis+BNoMQmqraKn347EVmEMQkFxjQ8N6VmDpqkUDgo+JnBFEQPOtiwGEOEppmPVhvwA+u0eZhoe2LiI/f3RA6RMf0osJ0RUNdM14bmf7VGRuFZM5dxmhHGYvxQmClOCR/mxNtSoyDVtwBCS/tXLrpg4yGbZsGG4E2vPAv1o4p3Ujm+OS5dnE3iWGF7bJ+VmcdO2QW7ZlVWY4I9smf2yt6cJ+fFeXc+xq1zzmRml/2R8/UDauuhGA==</latexit>

✏b =
�✓

�(✓)

From indistinguishability criterion:
<latexit sha1_base64="IJ/WJcAQlY7PQILt2o1tu5r7UNM=">AAACG3icbVDLSsNAFJ3UV62vqEs3g0VwVZJQtAsXBV24qdRHW6GJZTKdtEMnD2YmQgn5Dzf+ihsXirgSXPg3TtoI2npg4HDOucy9x40YFdIwvrTCwuLS8kpxtbS2vrG5pW/vtEUYc0xaOGQhv3WRIIwGpCWpZOQ24gT5LiMdd3Sa+Z17wgUNgxs5jojjo0FAPYqRVFJPt2wfySH3k0YjhSfQ9jjCyVmaWGnOzTT5iVxfXKV3VtrTy0bFmADOEzMnZZCj2dM/7H6IY58EEjMkRNc0IukkiEuKGUlLdixIhPAIDUhX0QD5RDjJ5LYUHiilD72QqxdIOFF/TyTIF2LsuyqZrSlmvUz8z+vG0qs5CQ2iWJIATz/yYgZlCLOiYJ9ygiUbK4Iwp2pXiIdIVSJVnSVVgjl78jxpWxXzqFK9rJbrtbyOItgD++AQmOAY1ME5aIIWwOABPIEX8Ko9as/am/Y+jRa0fGYX/IH2+Q08nKGI</latexit>

MM <
D

2

1

SNR2

BothFrom bias measured in PE:

 means that the mismatch is large 
enough to indicate a significant bias 
ϵm > 1  indicates means that PE measures a 

significant bias 
ϵb > 1

Mismatch criterion usually 
pessimistic, can also be saturated
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FIG. 5. Distribution of 90% upper bounds for each non-GR deviation parameter |ωε̂i| for di!erent total mass systems
(M = 104, 105, 106, 107M→) using di!erent frequencies cuto!s. The analysis includes four di!erent frequency cuto!s: a
fixed value of 0.5 Hz (turquoise), the peak frequency of the (2,2)-mode fpeak

22
(yellow), the innermost stable circular

orbit frequency fISCO (salmon), and the tapering-frequency of the (2,2)-mode f tape

22
= 0.35fpeak

22
(violet).

decreases. The inclusion of the merger-ringdown part,
although modelled in GR, proves valuable for break-
ing degeneracies between intrinsic and non-GR pa-
rameters. The high-SNR merger-ringdown informa-
tion leads to a precise estimation of intrinsic param-
eters, which in turn reduces uncertainties in non-GR
parameters through the correlations present in the
multidimensional posterior. The systems providing
optimal constraints on certain non-GR parameters
require a careful consideration of all phases of the
binary coalescence.

In turn, this leads to a word of caution. The
inspiral-only test that we consider is phenomenolog-
ical, and the tapering of the e!ect to impose a GR
merger-ringdown is in fact arbitrary. It is possible
that true modifed-gravity signals could not be well
represented by this construction, in which case our
results for high masses show that the impact of this
mismodelling might be significant. If we were to
impose that we only consider the part of the signal
where our parametrized deviation has physical mean-
ing, then we should quote measurement errors from
the inspiral-only setting of Fig. 5 with, for instance,
a cut at f tape

22
. On the other hand, cutting away the

merger-ringdown and possibly the late inspiral would

come at a significant worsening of the constraints for
high-mass systems. Assessing further the safety of
using an inspiral-only deviation for an inspiral-merg-
ringdown analysis would require injecting modified-
GR signals with deviations in the merger-ringdown,
for instance following the framework of [19, 20].

C. Bayesian Analyses

To validate the Fisher analyses presented in the
previous section, we now report the results of our
Bayesian parameter estimation on the MBHB sys-
tems listed in Table I, using the methodology de-
scribed in Sec. III. For this comparison, the analy-
ses are performed with the IMRPhenomXHM waveform
model, and use the IMR setting (fmax = 0.5Hz, to
capture the full waveform) with tapering o! the GR
deviation at f = f tape.

The priors adopted in our analysis are as follows:
a uniform prior for the chirp mass and the mass ra-
tio, a uniform prior for the luminosity distance, the
spins, and also for the angular parameters. In par-
ticular, the angle pairs (ω, ε) and (ϑ, ϖ) are assumed
to be uniformly distributed over the sphere, while
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Theory-agnostic inspiral tests of GR, LISA MBHBs:

• Interplay between length and SNR for 
best measurements

• Interplay between merger and inspiral 
information: deviation in inspiral but 
mass/spin information from merger
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Consequently, Eq. (3) can be rewritten as:

ωεlm(f) =
3

128ϑv5

m

2

[ 7∑

n=0
n →=1

ωϖ̂nεPN

n vn + ωϱs(ε
PN

4,ωs
v4

+ εPN

6,ωs
v6) +

6∑

n=5

ωϖ̂n(ε)ε
PN

n(ε)v
n log v

+
∑

n=↑2,↑1,1

ωϖ̂nvn

]
. (5)

Deviation coe!cients can be treated as either free
parameters or can be mapped to specific predictions
from alternative theories that admit PN-like pertur-
bative expansions [12].

Alternative theories of gravity introduce deviations
in multiple PN coe!cients away from their GR val-
ues [16, 37, 38]. However, since these coe!cients
are typically correlated in their joint posterior distri-
bution, allowing multiple deviations to vary simul-
taneously leads to significantly weaker constraints.
To mitigate this degeneracy, and in line with stan-
dard practice in LVK analyses [7], we adopt here a
single-parameter approach in which one deviation
coe!cient is varied at a time while all others are
fixed to their GR values. Although single-parameter
tests may not pinpoint specific theories, they remain
sensitive to beyond-GR e”ects [62–65]. Marginally
tighter constraints in the multi-parameter regime
can be obtained by reparametrizing correlated devia-
tions into orthogonal combinations using Principal
Component Analysis (PCA) [9, 66–69].

B. Implementation details

To extend this formalism to post-inspiral portions
of the waveform (merger and ringdown), we must en-
sure continuity and consistency. Following Ref. [12],
we require that the non-GR parametrization satisfies:

1. The phase of the early-inspiral (low-frequency)
waveform is given by:

εlm(f) = ε(GR)

lm (f) + ωεlm(f)

2. The phase of the post-inspiral (high-frequency)
waveform is given by the GR one:

εlm(f) = ε(GR)

m (f).

3. The two regimes are connected smoothly, in a
sense to be made precise below.

In order to limit the deviations exclusively to the
inspiral phase and to enforce a smooth transition

back to GR, we employ a Planck tapering function
W (f ; f tape,#f tape) (see Eq. (7) in Ref. [70]). The
tapering frequency f tape is chosen as a fraction of the
(2, 2)-mode peak frequency fpeak

22
, typically f tape

22
=

ςfpeak

22
, with ς = 0.35 [12]. The tapering interval is

chosen to be [f start-tape, f end-tape] with f start-tape =
0.9f tape

22
and f end-tape = 1.1f tape

22
. Consistent with

Ref. [12], the tapering function will not be applied
to the phase itself but to its second derivative with
respect to frequency ε↓↓

εm(f), which is related to the
chirp rate of the inspiral (see Appendix A). This
choice is made in order to taper a quantity most
closely related to the modified physics of the system,
instead of the phase itself, which has extra phase and
time alignment degrees of freedom (corresponding to
integration constants when going from ε↓↓

εm to εεm).
To obtain the total phase correction for the (2,2)-

mode, we divide the frequency grid into three regions:

• For f → [f start-tape, f end-tape], we construct the
phase correction ωε22(f) by integrating the
second-order frequency derivative ωε↓↓

22
(f) mul-

tiplied by the tapering window W (f), as fol-
lows:

ωε22(f) =

∫ f

fint

df ↓
∫ f →

fint

df ↓↓ ωε↓↓
22

(f ↓↓)W (f ↓↓). (6)

Here, the reference frequency for the integra-
tion fint ↑ f end-tape is chosen to ensure that
ωε22(fint) = 0, ωε↓

22
(fint) = 0. This choice

guarantees that the phase correction and its
derivative go to zero at the end of the window,
for a smooth attachment to the post-inspiral
part of the waveform.

• For f → [fmin, f start-tape), ωε22(f) is computed
as in Eq. (5), where fmin = 10↑5Hz, with an
additional constant and linear term ensuring
C1-continuity at f start-tape.

• For f → (f end-tape, fmax], ωεlm(f) = 0, where
fmax = 0.5Hz.

One further needs to specify a reference frequency to
align the waveform, that is to say a frequency where
time and phase values are imposed, ε22(fref) = εref ,
ε↓

22
(fref) = 2φtref . We use the peak frequency of the

(2,2)-mode (although our implementation allows for
a generic choice); since it lies in the range where ωε,
ωε↓ are zero by construction, the modified waveform
is already aligned. In practice, this means that the
modified waveforms remain aligned (coincident in
time and phase) with the GR signals at the peak of
the waveform.

The phase modification to di”erent harmonics is
then directly obtained via a rescaling:

ωεεm

(
mf

2

)
=

m

2
ωε22(f) , (7)
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FIG. 1. An example of the plus polarization, h+, of the dominant (2, 2)-mode GR waveform is shown in black, together
with its non-GR counterparts in color for several values of ωε̂2 → [↑1, 1]. The vertical red dashed line marks the
time corresponding to the tapering frequency, f tape

22
= 0.35fpeak

22
, around which the non-GR deviations are gradually

switched o!. The shaded grey region indicates the window over which this smooth tapering is applied. By construction,
the GR and non-GR waveforms coincide in the post-tapering region.

for comparison, we also perform selected anal-
yses with the aligned-spin e!ective-one-body
(EOB) waveform model SEOBNRv5HM ROM [78, 79].
The two waveform models include di!erent
sets of spherical harmonic modes: (l,m) =
(2, 2), (2, 1), (3, 3), (3, 2), (4, 4) for IMRPhenomXHM and
(l,m) = (2, 2), (2, 1), (3, 3), (3, 2), (4, 4), (4, 3)(5, 5) for
SEOBNRv5HM ROM.

Waveform models are only approximations to the
true astrophysical signals, an issue of potentially
crucial importance for the high-SNR LISA MBHB
signals. For the purpose of this study, we assume
perfect agreement between the model and the phys-
ical waveform, and all our analyses use the same
model to inject a simulated signal and to recover its
parameters, thereby neglecting systematics that may
arise from waveform inaccuracies [20], as well as from
neglected environmental e!ects [80]. We leave for
future work the impact of waveform systematics on
the test of GR explored in this work.

While recent developments include a TIGER frame-
work based on the IMRPhenomX waveform family
that also incorporates precession [14], in this study
we restrict our analysis to spin-aligned and quasi-
circular systems for simplicity. The waveform models
and parameter-estimation infrastructure we use are
currently implemented and validated only for aligned-
spin, quasi-circular binaries. Extending the analysis
to include precessing or eccentric systems would re-
quire additional code development, waveform inte-
gration, and validation, which lies beyond the scope
of the present work. The inclusion of more astro-
physically complete waveform models—accounting

for precession, eccentricity, and other e!ects—is left
for future work as well.

The single-source signal-to-noise ratio (SNR), ω, is
expressed as:

ω2 =
∑

k

(sk|sk)k, (9)

where k runs over the noise-orthogonal TDI channels
k = (A, E, T ) and sk is the signal in the correspond-
ing channel. For any two time-dependent functions
a(t) and b(t), their inner product is defined as:

(a|b)k = 4Re

∫ →

0

df
ã↑(f )̃b(f)

Sn,k(f)
, (10)

where Sn,k(f) denotes the power spectral density
(PSD) for each TDI channel k.

Under the assumptions of stationary, Gaussian
noise independent across TDI channels and charac-
terized by PSDs Sn,k(f), the likelihood of observing
a set of data streams (dk)k given a signal model sk(ω)
is expressed as

ln L = →1

2

∑

k=A,E,T

(sk(ω) → dk | sk(ω) → dk)k , (11)

where ω denotes the set of physical parameters defin-
ing the waveform, and the inner product is defined
according to Eq. (10). In the above, the data set
(dk)k consist of a true signal sk(ω0), corresponding
to the actual source parameters ω0, superimposed
with a noise realization nk in each TDI channel:

dk = sk(ω0) + nk. (12)

[Piarulli+ 2025]
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Figure 3.16: Recovered bias ωML for the binary parameters and εϑ̂→2, q = 8, ϖ1 = 0.2, fixed z = 1,

across all 11 masses. Top: full IMR cut. Bottom: inspiral-only (f tape

22
) cut. Same structure as

Figure 3.15, which shows the equivalent pair at fixed SNR = 2000 instead.
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MBHB biases: impact on tests of GR

[Piarulli+ in preparation]

Question: how does waveform inaccuracy affect tests 
of GR, and can waveform errors be mistaken for false 
deviations from GR ?

LISA consortium project  [Fundamental Physics 
Working Group] coordinators: Manuel Piarulli 
(L2IT), Elisa Maggio (La Sapienza, Roma)

• Injection: NRsurrogate
• Recovery: SEOB-ROM
• Exploration of role of total mass
• Exploration of the role of inspiral vs 

merger-ringdown
• Recovery with free inspiral deviation 

parameters

[Preliminary]
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MBHB biases: impact on tests of GR

[Piarulli+ in preparation]

Safe redshift: where the bias would become 
smaller than rescaled statistical uncertainty
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Section is performed in zero noise, ωML is a pure measurement of the deterministic mismodeling

bias, with no noise-driven scatter component to average over. At fixed intrinsic parameters,

distance enters the maximum-likelihood only as an overall amplitude rescaling for both the true

signal and the recovery template. This allows one to estimate, purely from the posterior samples

already in hand, the luminosity distance beyond which every FTI deviation parameter’s measured

bias would fall below 2ε: d
safe

L = d
inj

L → maxi |ω
i
ML

|/2, converted to a redshift via a flat-LCDM

cosmology with Planck 2015 parameters [264]. This estimate implicitly assumes εPE scaling

1/SNR ↑ dL out to d
safe

L itself, the standard FM, Gaussian-posterior prediction (Sec. 2.3.1), an

assumption not directly verified here. d
safe

L should be read as an estimate under this linear scaling,

not a value independently confirmed by full PE at that distance.
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Figure 3.23: Estimated redshift zsafe beyond which every FTI deviation parameter’s measured

bias falls below 2ε, as a function of total redshifted mass, for each configuration.

Figure 3.23 shows z
safe(M) for both mass-ratio/spin configurations (q = 2, ϑ1 = 0.8: squares;

q = 8, ϑ1 = 0.2: triangles), under both the full IMR (filled markers, solid lines) and the inspiral-

only cut f
tape

22
(open markers, dashed lines). Because d

safe

L is defined directly as a rescaling

of the injected distance itself (see the definition above), it already absorbs whichever SNR or

redshift target the underlying MCMC run happened to use: a single curve per mass-ratio/spin

configuration and frequency cut therefore su!ces, independent of the specific SNR-vs-redshift

normalization adopted for that run, exactly as for the mismatch MM in Fig. 3.14.

The q = 2, ϑ1 = 0.8 IMR configuration requires the source to be pushed out to zsafe ↓ 13–14

by M ↓ 106
M→ before every FTI parameter is simultaneously below 2ε; the q = 8, ϑ1 = 0.2 IMR

configuration requires a milder zsafe ↓ 4–6. For the inspiral-only configurations, both remain far

closer to the source: the q = 2, ϑ1 = 0.8 case requires zsafe between 1 and 3 across the mass range,

while the q = 8, ϑ1 = 0.2 case is safer still, staying below zsafe ↓ 1 for every mass tested.

• Significant false deviations from GR in inspiral 
tests

• Strongly dependent on total mass: higher 
masses are merger-dominated, also higher 
SNR

• Ignoring the merger-ringdown reduces biases
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the Fisher-vs-Bayesian validation already carried out for the statistical uncertainty itself in the

previous Section.

Every ptemcee run in Steps 0-1 adopts the same uniform prior ranges on all sampled parameters

as those used in Sec. 3.1.7.

3.2.2 Preliminary results

Step 0 — alignment and mismatch.

Figure 3.13 shows a representative example of the aligned residual ωh = htr → hm in the

frequency domain of the TDI A variable, for the loudest configuration in the grid (q = 2, ε1 = 0.8,

M = 2 ↑ 106
M→, SNR = 4852). Both waveforms are pure GR signals with no injected FTI

deviation; the residual therefore reflects only the intrinsic modeling di!erence between the NR-Sur

truth and the SEOB recovery template, at a mismatch of MM = 1.58 ↑ 10↑3.
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Figure 3.13: Frequency-domain amplitude of the TDI A channel for the truth (NRHybSur3dq8,

blue) and recovery (SEOBNRv5HMROM, orange) waveforms, together with their residual (green), for

the q = 2, ε1 = 0.8 configuration at M = 2↑106
M→, IMR case, fixed at z = 1. The corresponding

mismatch and SNR are quoted in the panel title.

Figure 3.14 (left) shows the mismatch in function of total mass MM(M) for both configu-

rations (q = 2, ε1 = 0.8: squares; q = 8, ε1 = 0.2: triangles), under both the full IMR (filled

markers, solid lines) and the inspiral-only cut f
tape

22
(open markers, dashed lines). As follows

directly from the definition of the overlap, Eq. (2.40) the MM does not depend on the injected

SNR, so a single curve per configuration and frequency cut su”ces, independent of the SNR-vs-

redshift normalization used in the right panel.

Signal and residuals

[Preliminary]
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FIG. 3. Realisations of the stochastic di!raction, with both the Gaussian and Poisson components, for a binary at zs = 2,
simulated up to 10 fresnel scales and for di!erent cuts of the halo mass function. Blue lines corresponds to all halos above
1M→, orange only heavier halos above 107 M→. The left/right panels shows the real/imaginary component of ”F = F → 1.
Including lighter halos increases the amplitude of frequency-dependent fluctuations, especially on the imaginary part (i.e. phase
fluctuations).

we extend the wave-optics volume to N = 10 Fresnel
scales, the highest-mass cut is dominated by halos that
sit deep in the geometric-optics limit. When only ha-
los above 107M→ are included, the imaginary part essen-
tially vanishes and the amplification is nearly frequency-
independent, particularly at high frequencies. Including
halos down to 10↑2

M→ changes the picture qualitatively:
the real part develops strongly frequency-dependent fluc-
tuations, and the imaginary part, which is sourced by
modes still in the di!ractive regime, becomes the most
frequency-sensitive piece of the signal. The non-Gaussian
tail is pronounced in the real part and negligible in the
imaginary part. The reason is that non-Gaussianity is
mainly due to rare heavy halos at large impact parame-
ters, which contribute almost exclusively to the geomet-
ric, real-valued sector. As we will show below, the geo-
metric contribution does not enter the test statistic and
is, in any case, dominated by ordinary weak-lensing dis-
tortions from larger structures; this justifies treating the
detectable signal in the Gaussian approximation through-
out.
The Dark Timbre and its Detectability – Stochas-
tic di!ractive lensing is not an entirely random process:
it encodes the properties of DM in the statistical prop-
erties of amplification fluctuations, including correlations
across di!erent frequencies. In order to assess the discov-
ery potential and interpretation, it is essential to “order”
the contributions and assess their degeneracy with intrin-
sic binary parameters. We will focus on LISA observa-
tions of massive black holes. We will define the inner
product in the space of amplification factor fluctuations
”F (f) [69, 70]

→u, v↑W ↓ 4

∫
df W (f)u↓(f) v(f) ,

W (f) ↓ |h̃(f)|2
Sn(f)

,

(9)

where u, v represent amplification factors. The weight
W is optimized to the unlensed frequency-domain wave-

form h̃ and the LISA detector noise Sn(f), including
unresolved sources [71]. We construct the Karhunen–
Loève [72] expansion of the covariance C(f, f ↔) weighted
by this inner product (see Sec. IV in Supplemental Mate-
rial). The result gives an orthonormal basis of eigenvec-
tors ωn that can be used to describe stochastic di!raction
fluctuations caused by DM. This construction also gives
the probability density function of the coe#cients, which
are uncorrelated by construction. We will refer to these
coe#cients as the Dark Timbre, using the analogy with
sound where di!erent harmonics are modified. The re-
sulting representation of the stochastic di!raction in the
Dark Timbre basis is

”F (f) =
∑

n

cn ωn(f) , cn ↔ CN
(
0,ε2

n

)
, (10)

where CN refers to an uncorrelated complex Gaussian
from where the Dark Timbre coe#cients are drawn; here
εn are real, and ωn(f) are, in general, complex functions.
As discussed above, we focus on the Gaussian limit of the
signal dominated by many light halos; we are neglecting
the Poisson contribution to the signal, since this mode is
degenerate with the (n = 0) and does not contribute to
the detectability.
To address the degeneracy with the binary properties,

let us consider the e!ect of a small change in the param-
eter vector ω = (Mc, ϑ,ϖ1,ϖ2, tc,ϱc, dL, ς, . . .), such as
the waveform is modified by

φa(f) ↓ ↼ah̃(f,ω)
∣∣
ω0
, (11)

where a labels binary parameters. Following the Cutler-
Vallisneri formalism [73], the orthogonal projection of ωn

onto the parameter subspace yields the leakage in terms
of

↽an ↓ →ωn, φa↑w , $ab ↓ Re →φa, φb↑w , (12)

where $ab is the Fisher matrix of the unlensed wave-
form [70]; the real part appears because the binary pa-
rameters ω are real, so only the real part of the product
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FIG. 3. Realisations of the stochastic di!raction, with both the Gaussian and Poisson components, for a binary at zs = 2,
simulated up to 10 fresnel scales and for di!erent cuts of the halo mass function. Blue lines corresponds to all halos above
1M→, orange only heavier halos above 107 M→. The left/right panels shows the real/imaginary component of ”F = F → 1.
Including lighter halos increases the amplitude of frequency-dependent fluctuations, especially on the imaginary part (i.e. phase
fluctuations).

we extend the wave-optics volume to N = 10 Fresnel
scales, the highest-mass cut is dominated by halos that
sit deep in the geometric-optics limit. When only ha-
los above 107M→ are included, the imaginary part essen-
tially vanishes and the amplification is nearly frequency-
independent, particularly at high frequencies. Including
halos down to 10↑2

M→ changes the picture qualitatively:
the real part develops strongly frequency-dependent fluc-
tuations, and the imaginary part, which is sourced by
modes still in the di!ractive regime, becomes the most
frequency-sensitive piece of the signal. The non-Gaussian
tail is pronounced in the real part and negligible in the
imaginary part. The reason is that non-Gaussianity is
mainly due to rare heavy halos at large impact parame-
ters, which contribute almost exclusively to the geomet-
ric, real-valued sector. As we will show below, the geo-
metric contribution does not enter the test statistic and
is, in any case, dominated by ordinary weak-lensing dis-
tortions from larger structures; this justifies treating the
detectable signal in the Gaussian approximation through-
out.
The Dark Timbre and its Detectability – Stochas-
tic di!ractive lensing is not an entirely random process:
it encodes the properties of DM in the statistical prop-
erties of amplification fluctuations, including correlations
across di!erent frequencies. In order to assess the discov-
ery potential and interpretation, it is essential to “order”
the contributions and assess their degeneracy with intrin-
sic binary parameters. We will focus on LISA observa-
tions of massive black holes. We will define the inner
product in the space of amplification factor fluctuations
”F (f) [69, 70]

→u, v↑W ↓ 4

∫
df W (f)u↓(f) v(f) ,

W (f) ↓ |h̃(f)|2
Sn(f)

,

(9)

where u, v represent amplification factors. The weight
W is optimized to the unlensed frequency-domain wave-

form h̃ and the LISA detector noise Sn(f), including
unresolved sources [71]. We construct the Karhunen–
Loève [72] expansion of the covariance C(f, f ↔) weighted
by this inner product (see Sec. IV in Supplemental Mate-
rial). The result gives an orthonormal basis of eigenvec-
tors ωn that can be used to describe stochastic di!raction
fluctuations caused by DM. This construction also gives
the probability density function of the coe#cients, which
are uncorrelated by construction. We will refer to these
coe#cients as the Dark Timbre, using the analogy with
sound where di!erent harmonics are modified. The re-
sulting representation of the stochastic di!raction in the
Dark Timbre basis is

”F (f) =
∑

n

cn ωn(f) , cn ↔ CN
(
0,ε2

n

)
, (10)

where CN refers to an uncorrelated complex Gaussian
from where the Dark Timbre coe#cients are drawn; here
εn are real, and ωn(f) are, in general, complex functions.
As discussed above, we focus on the Gaussian limit of the
signal dominated by many light halos; we are neglecting
the Poisson contribution to the signal, since this mode is
degenerate with the (n = 0) and does not contribute to
the detectability.
To address the degeneracy with the binary properties,

let us consider the e!ect of a small change in the param-
eter vector ω = (Mc, ϑ,ϖ1,ϖ2, tc,ϱc, dL, ς, . . .), such as
the waveform is modified by

φa(f) ↓ ↼ah̃(f,ω)
∣∣
ω0
, (11)

where a labels binary parameters. Following the Cutler-
Vallisneri formalism [73], the orthogonal projection of ωn

onto the parameter subspace yields the leakage in terms
of

↽an ↓ →ωn, φa↑w , $ab ↓ Re →φa, φb↑w , (12)

where $ab is the Fisher matrix of the unlensed wave-
form [70]; the real part appears because the binary pa-
rameters ω are real, so only the real part of the product
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FIG. 2. Convergence power spectrum in CDM. Top panel:
dimensionless convergence power spectrum for a source at
zs = 2, as a function of frequency at zl = 1, and di!erent
cuts in the mass function. Lower panel: relative di!erence in
the convergence power spectrum with respect to CDM.

real; this region also corresponds to the single image
regime. In the intermediate region, di!raction induces
frequency-dependent modulations, with contributions to
both the real and imaginary parts. The bottom panel
shows the behaviour at a fixed dimensionless frequency.
Low-k modes correspond to scales larger than the Fres-
nel length and contribute to the geometric regime, as
expected. Frequency-dependent, wave-optics corrections
are associated to small scales (intermediate and high k).

Universe homogeneity is reflected in the vanishing
mean →”F (w)↑ = 0, which follows from →ω̂(k)↑ = 0 for a
mean-subtracted field; this is the most trivial of a series
of relations fulfilled by ”F [43, 57]. By the central limit
theorem, the Gaussian component of ”F (w) is realised
when many halos contribute comparably to the variance,
while non-Gaussian tails appear when few massive halos
dominate, as is characteristic of one-point functions and
weak-lensing distributions [58].

We now specialise the convergence power spectrum to
CDM, neglecting the bias term [59], which can be ex-
pressed as

Pω(k) =

∫ zs

0

dz [(1 + z) rf (z, fmin)]
2

H(z)

∫
dM

dn

dM
(M, z)

↓
[
ω̂NFW(k;ω0(M, z), b(M, z))

]2
,

(8)
where dn/dM is the halo mass function [59, 60], and
ω̂NFW is the analytic Hankel transform of the projected
NFW profile [61], characterised by convergence normal-
isation ω0 = εsrs/#cr and inverse scale radius b =
rf (fmin)/rs, which depend on the halo mass and con-
centration. The concentration sets the scale radius at
fixed halo mass, so the overall amplitude of ω̂NFW scales

as ω0/b
2 (up to a logarithm), while the per-halo variance

↔ ω
2

0
grows as c

4
/µ(c)2; the concentration is therefore

a leading-order control on the strength of the signal at
fixed halo abundance. The closed form of ω̂NFW in terms
of the sine and cosine integrals, together with the im-
pact of halo concentration, is given in the Supplemental
Material [53] (Secs. II and III).

The top panel of Fig. 2 shows the convergence
power spectrum Pω(f) for the CDM halo mass func-
tion from [62] with di!erent lower mass cuts. Pω de-
creases with frequency because higher f probes smaller
scales, which are more populated but contribute less
per halo. We also show the approximate relevant fre-
quency range for di!erent types of detectors, including
PTAs [63, 64], LISA [51], and ground-based detectors like
LIGO-VIRGO-KAGRA [65] and ET [66]. In the right
panel, we can see the relative di!erence of the conver-
gence power spectrum with respect to the di!erent halo
mass cuts. The comparison identifies the range of halo
masses each detector can probe: the in-band convergence
power keeps growing as lighter halos are included until it
saturates at Mv ↗ 1010 M→ for PTAs, ↗ 1M→ for LISA
and ↗ 10↑6

M→ for ground-based detectors, below which
lighter halos add no in-band power. We leave the explo-
ration of the stochastic di!raction in other detectors for
future work.

With the convergence power spectrum in hand, we
generate explicit realisations of the stochastic di!rac-
tion. We evaluate ”F as a sum of two pieces split at
a mass threshold Mcut: a Gaussian piece for the numer-
ous light halos (M < Mcut), drawn from the covariance
Eq. (6) via a Cholesky factorisation, and an explicit Pois-
son piece for the rare heavy halos (M > Mcut), sam-
pled halo-by-halo through their single-halo contribution
”F1(w;M, rc); both, together with the number of halos
in the wave-optics volume, are detailed in the Supplemen-
tal Material [53] (Sec. II). The Poisson piece carries a de-
terministic mean-field subtraction: since we sample only
the overdense halos and not the compensating under-
dense regions, subtracting the expected halo contribution
over the sampling disk plays the role of the unsimulated
voids and restores the cosmic-mean reference →”F ↑ = 0
(Sec. II). The convergence integral Eq. (8) runs over the
full line of sight, so no single lens redshift enters the cal-
culation; a reference lens redshift is needed only to map
dimensionless wavenumbers to a physical scale, and hence
to frequency, in the illustrative figures, for which we take
zl = 1 and a source at zs = 2 (the convergence spectra
of Fig. 2 span the GW-relevant range (10↑10

, 104)Hz).
For the moment we adopt the CDM halo mass function,
deferring modified matter power spectra to later.

We now have the framework to produce realistic real-
isations of the stochastic di!raction. Figure 3 shows the
resulting fluctuations for a source at zs = 2 and two lower
mass cuts of the halo mass function, Mv = 10↑2

M→ and
Mv = 107 M→, with halos simulated up to Mv,max =
108 M→, beyond which the halos host dwarf galaxies [67],
and a di!erent profile would be required [68]. Because

• Small dark matter halos along line-of-sight could 
combine to produce stochastic lensing signature

• Could act as a 'background noise' on signals, limit 
in precision (similar to instrument calibration)

[Choi+ 2026]
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FIG. 1. We show the time domain waveform in a signal frame (before projecting it in the detector) for one of the polarization
(+) for a GW150914-type signal. Apart from the reference waveform model IMRPhenomPv2 hSF

+,ref (t) (blue, denoted by ‘+’
markers), we also show the modification to the reference signal by one of the parametrizations described in the text. Red and
violet waveforms represent the abs-phase modification given by (8). We use cubic splines for the parameters (”Ã, ”„̃) with a
realization from the normal distribution as shown in corresponding plot legends. Orange and green waveforms represent the
modification with rel-phase parametrization given by equation (9).

FIG. 2. We show the time domain waveform for (+) polar-
ization for the GW150914 type signal. The reference wave-
form model IMRPhenomPv2: h̃SF

+,ref (t) is shown as dashed black
curve. Other curves are modified waveform with abs-phase
modification, described by equation (8), with WF-Error pa-
rameters sampled from the distribution ”Ã, ”„̃ ≥ N (µ =
0, ‡ = 0.05).

models extending from the inspiral regime to the merger
are calibrated with NR simulations.

In the absence of such priors from the waveform mod-
eling side, we can use a conservative approach and use
wide enough priors so that we expect to capture any sys-
tematic and use data to constrain the parameters related
to waveform errors. It might lead to broader posterior
distribution resulting in larger variance on signal param-
eters (especially for weak signals), but it is expected to be
unbiased. We will test these assumptions in the section
VI with simulated signals and recovery.

Figure 1 shows an example of waveform with

GW150914 type signals and the modifications applied
in the frequency domain using cubic splines (see Ap-
pendix A). To generate the reference signal, we use the
IMRPhenomPv2 waveform model with source frame masses
(m1, m2) = (36M§, 29M§) at the luminosity distance of
500 Mpc. We used non-spinning injections for this exam-
ple. For the modifications, we use both the parametriza-
tions described previously with WF-Error parameters
chosen from a realization of the Normal distribution de-
scribed in the figure. For the same values of ”„̃, the
rel-phase parametrization significantly modifies the ref-
erence model compared to abs-phase parametrization. In
Figure 2, we show the reference waveform model for the
GW150914 type signal described above along with the
modified waveform curves with abs-phase modification.
We use cubic splines with ten waveform nodal points in
frequencies with values (”Ã, ”„̃) drawn from a normal
distribution N (µ = 0, ‡ = 0.05).

It is important to note that the WF-Error parametriza-
tions (abs-phase and rel-phase) can be transformed into
one another using simple mathematical relations by eval-
uating the phase „̃0 of the reference waveform model h̃ref .
We can use one of the parametrizations and mathemati-
cal transformations to convert it into the other according
to the situation. However, using the correct parametriza-
tion is desirable for practical purposes in PE analysis.
As an example, if the rel-phase parametrization is used
for waveform systematics, and if one chooses abs-phase
parametrization in PE, the priors for ”„̃ need to become
wider for larger frequencies to account for the growing
reference phase „̃0.

We can use hints from the mismatch (see Appendix B)
studies to decide which WF-Error parametrization is bet-
ter suited for practical purposes. In Figure 3, we show the
distribution of mismatches between the reference wave-
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Figure 2. Marginalized posterior distributions for the chirp mass, in-
verse mass ratio, and e↵ective spin in the ET-A# detector network.
Parameter estimation is performed by injecting a NRHybSur3dq8 sig-
nal, with an SNR of 366.72, and recovering it using three versions
of SEOBNRv5HM: one sampling only the standard source parameters,
and the others including corrections to the NR-calibration parame-
ters �✓. For �✓, both uniform priors and p (�✓ | ⇤) priors, reflecting
NR-calibration uncertainty, are used. In the latter case, we accurately
recover the injected values within the 90% credible region, indicated
by dashed vertical lines in the 1D marginalized posteriors and con-
tours in the 2D marginalized posteriors.

sample only the standard source parameters. In the other two,
we account for NR-calibration uncertainty by sampling over
corrections to the NR-calibration parameters �✓ with either
p (�✓ | ⇤) or uniform priors, as previously described.

Figure 2 shows marginalized posterior distributions for the
chirp mass, inverse mass ratio, and e↵ective spin, for the
negative-spin configuration in the ET-A# detector network
(SNR= 366.72). The SEOBNRv5HM recovery shows biases in
Mc, 1/q, �e↵ , with the injected value falling outside of the
90% credible region, indicated by dashed vertical lines in the
1D marginalized posteriors and contours in the 2D marginal-
ized posteriors. Sampling over �✓ with uniform priors mit-
igates these biases, bringing the injected parameters at the
edge of the 90% contours. This improvement is partially due
to the increase in statistical error, though all parameters also
peak closer to the injected values. Using p (�✓ | ⇤) priors for
�✓ further improves the recovery of 1/q and �e↵ , with the in-
jected values now falling well within the 2D posteriors. The
increase in statistical error and decrease in systematic error
when accounting for waveform uncertainties is qualitatively
consistent with the earlier results of Refs. [84–86] and with
the PN model of Ref. [42]. Biases arise because the template
model can provide a better fit to the signal when the param-
eters are not the true ones. By improving the match through
adjustments in “nuisance” parameters like �✓, the need for

shifts in the physical parameters is reduced. The increase in
statistical error is due to additional correlations introduced by
the nuisance parameters.

The left panel of Fig. 3 show the ratio of systematic bias
to statistical errors (��/��) for the same set of parameters,
as well as inclination and luminosity distance, as a function
of the SNR across the four detector networks. We focus on
the negative-spin configuration, and discuss the positive-spin
one in the Supplemental Material. We take �� to be the dif-
ference between the injected parameters and the median of
the 1D marginalized posteriors, and �� to be half of the
width of the 90% 1D credible interval. At SNRs of ⇠ 100
and higher, the original model exhibits biases in masses and
spins (e.g., |��/��| > 1) which are substantially mitigated
when accounting for NR-calibration uncertainties, with all
cases having |��/��| . 1 when including corrections to
the NR-calibration parameters �✓. To understand how much
the reduction of |��/��| is due to an increase in statistical
errors, we show in the bottom panel the ratio of �� with
and without �✓ corrections. For both prior choices, there is
an increase of a factor of a few in statistical errors, mainly
for masses and spins, with a marginal increase for distance
and inclination. MDN-informed priors lead to a smaller in-
crease in statistical errors, especially at lower SNRs where
the default SEOBNRv5HM model is unbiased. The increase
in statistical error can be below the ��/�� ratio of the de-
fault SEOBNRv5HMmodel, even when models with uncertainty
corrections achieve ��/�� . 1, indicating a shift of the re-
covered parameters toward the injected values.

To assess the e↵ectiveness of our method across param-
eter space, we also explore a larger set of 12 configura-
tions with mass ratios q 2 [1.5, 3.0, 6.0] and equal spins
�i 2 [�0.75,�0.45, 0.45, 0.75], fixing the chirp mass toMc '
21.976. For simplicity, we limit our analysis to the A# de-
tector network. At a fixed luminosity distance, the SNR of
the injected signal decreases with increasing mass ratio and
increases with higher spins, ranging from 88.0 for the config-
uration with q = 6 and �i = �0.75, to 187.8 for q = 1.5 and
�i = 0.75. In this case, we recover NRHybSur3dq8 signals
using SEOBNRv5HM, either sampling only the standard source
parameters, or including corrections to the NR-calibration
parameters �✓ with p (�✓ | ⇤) priors. The right panels of
Fig. 3 show the ratio of systematic bias to statistical errors
(|��/��|) across the parameter space, for the chirp mass and
�e↵ . The left columns presents the default SEOBNRv5HM recov-
ery, while the right columns shows results sampling on cor-
rections to the NR-calibration parameters �✓ with p (�✓ | ⇤)
priors. Including corrections to the NR-calibration parame-
ters generally reduces biases across the parameter space, espe-
cially for the most challenging configurations with large pos-
itive spins and unequal mass ratios.

While biases are generally reduced, they are not always
completely eliminated. When considering an approximate
model H(⇤) and the “true” waveform htrue(⇤), we only have
an approximate relation htrue(⇤) ' H(⇤,✓(⇤) + �✓(⇤)). The
e↵ectiveness of the �✓ correction in reducing the di↵erence

44

How to mitigate waveform systematics ?

Marginalization over waveform errors: Marginalization over SEOB NR calibration:

[Pompili+ 2024]
[SNR=366]

Calibration params 
θ ∼ p(θ |NR)

Probabilistic waveforms:

• amplitude/phase envelopes, as in detector calibration

• constructed as Gaussian Process Regression (also guides 
next simulations)

h( f ) = (A + δA)ei(ϕ+δϕ)

[Moore-Gair 2014]
[Williams+2019]
[Bachhar+ 2024]

[Kumar+ 2025] • Waveform should come with uncertainties !
• How to build a stochastic model for this 

deterministic error ? Calibration envelopes ? 
• The science case of future instruments should be 

reevaluated with this waveform uncertainties
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Astrophysical models [Barausse 2012]:
• Heavy seeds - delay
• Heavy seeds - no delay
• PopIII seeds - delay
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Bulk shorter than ~10days
Tail extending to ~3months

• How long before merger can we 
detect the signal ?

• SNR=10 to claim detection

The length of MBHB signals
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Waveform systematics studies for LISA MBHBs
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FIG. 2: Strain (black line) of a high resolution
(q, ◆) = (6, 15o) source with an aligned spin of a = 0.2
on the larger BH for LISA at a distance of 30 Gpc,
⇢ = 976. The blue dashed line is a low resolution

waveform of the same source parameters, with the solid
blue line denoting the residual resulting from using it as
the template. The red dashed line is a high resolution
template containing only the (l,m) = (2, 2) mode, with
the solid red line showing the residual resulting from

using it as the template waveform.

in strength and even in structure for this case, although
we note that the structure of the residual will change
depending on the details of the match and waveform.

Several studies have explored the potential impact
that numerical errors could have on interpreting LIGO
data [11, 16–18], including bounds on the numerical er-
rors necessary for detection as well as for measurement
[16, 19, 20]. Ref. [17] presents follow up work detailing
di↵erent methods of assessing the accuracy of waveforms
and the appropriate scenarios for each measure. Ref.
[21] discusses the requirements on waveform model accu-
racy in order to be prepared for third-generation ground-
based detectors and the relative errors in NR waveforms.
While NR simulations produce waveforms for which the
numerical errors are less significant than the noise asso-
ciated with the current detectors, this will likely change
as the sensitivity of the detectors increases.

The focus of this work is to investigate the impact of
the errors associated with NR simulations of BBHs. We
present a metric to access the errors arising from using
a discrete resolution in NR waveforms and use that
metric to estimate the minimum resolution required of
NR simulations to produce waveforms indistinguishable
from the true signal as a function of signal-to-noise
ratio (SNR) in the context of LIGO, LISA, and

ET [4, 22]. We also demonstrate how using templates
with low resolution may leave residuals that could po-
tentially obscure or be confused with higher order modes.

NR Waveforms: Our results are based on the Maya (for-
merly known as Georgia Tech) catalog of waveforms [23]
produced using the MAYA code [24–27], a branch of the
Einstein Toolkit [28] which is a NR finite-di↵erencing
code that evolves the BSSN formulation [29, 30] built
upon Cactus, with mesh refinement from Carpet [31].
The simulations used in this study were performed on a
grid with 10 refinement levels with the largest grid radii
being 409.6M and the smallest grid radii being 0.2M
(0.1M) for mass ratios of 1:1 (6:1). The inspiral param-
eters quoted for this study are computed at the beginning
of the simulation, but there is evidence that the excess
radiation emitted at the beginning of an NR simulation
does not significantly impact the values of the parame-
ters [32].
As with all BSSN codes, our MAYA code computes wave-

forms from the Weyl Scalar  4 extracted at a finite ra-
dius away from the BBH and then extrapolated to in-
finity [33]. In order to avoid introducing additional er-
rors from the extrapolation procedure, for this study,
all waveforms have been extracted at a radius 75M .
We have checked that our results do not change signif-
icantly when using other extraction radii. The strain,
h, is given by the second time integral of  4. To fa-
cilitate analysis, the strain is decomposed in terms of
spin-weighted spherical harmonics �2Yl,m, of which the
(l,m) = (2, 2) quadrupole mode is generally the most
dominant. In the present work, we only use the modes:
(2, 1), (2, 2), (3, 2), (3, 3), (4, 3) and (4, 4).

For the binary masses detected and expected, NR
simulations are not generally able to produce waveforms
with enough cycles to cover the sensitive frequency range
of the LIGO and Virgo detectors. This will be even
more significant for LISA and ET. To circumvent this,
NR waveforms are stitched to approximates (e.g. post-
Newtonian), thus creating hybridized waveforms [34].
However, since the goal of this paper is to analyze
specifically the truncation error associated with limited
NR resolution, we are using only the NR waveform and
computing the relevant quantities over the frequency
range spanned by it. The starting frequencies for a total
mass of 1M� are provided by the NR waveforms, and
we divide by total mass to obtain the desired frequency.
For the NR waveforms utilized in this study, this means
a total mass of 1M� would have a starting frequency
flower = 2043 Hz for the equal mass scenario and
flower = 4772 Hz for the case with mass ratio 6:1. These
should be scaled according to the total mass in each case.

Metric for Accessing Accuracy: A waveform hi extracted
from a NR simulation will di↵er from the exact solution h
by an error �hi; that is, hi = h+�hi. Since our code uses

[Ferguson+ 2020] 14

FIG. 13. Corner plot of intrinsic and deviation parameters for NR
injections recovered with pSEOBNRv5HM templates. Contours show
the 68%, 90%, and 95% confidence intervals, and dashed lines the
0.05 and 0.95 quantiles. We compare the results for Mt,0 = 2⇥108

M�
(black) and Mt,0 = 2 ⇥ 107

M� (red), both have q0 = 2, �1,0 = �2,0 =
0.3 and are placed at z0 = 5. To ease comparison, we have rescaled
the total mass to the injected value. In each case, both injection and
templates contain only the (2,2) harmonic. The heavier system has
lower SNR, and the impact of mismodelling is small when including
only the (2,2) harmonic, so that the injected values (in blue) are well
within the 90% confidence regions. It is nonetheless relevant for the
lighter system, due to its much higher SNR. In the latter case, one
would be misled into thinking that the frequency of the (2,2) QNM
departs from the Kerr prediction. The spins are poorly measured for
the heavy system due to the absence of higher harmonics.

nated. This is the regime where our templates are less reliable,
leading to larger biases.

Furthermore, in the high-SNR limit, the presence of bi-
ases in parameter estimation can also be predicted from a
simpler indistinguishability criterion [142–146], based on the
mismatch between two waveforms h1 and h2

M = 1 � (h1 | h2)p
(h1 | h1) (h2 | h2)

. (5.1)

Specifically, if two waveforms fulfill the condition

M < D

2 SNR2 , (5.2)

for a given PSD and SNR, they are considered indistinguish-
able, and systematic errors from waveform inaccuracies are
expected to be smaller than statistical errors. The prefactor D

is not known precisely, but it can be estimated as the num-
ber of intrinsic parameters whose measurability is a↵ected
by model inaccuracy [145], or can be tuned by considering

FIG. 14. Same as Fig. 13, but now comparing results when including
only the (2,2) harmonic (black) versus when including all harmon-
ics of pSEOBNRv5HM (red), for Mt,0 = 2 ⇥ 108

M� and z0 = 5. The
inclusion of higher harmonics worsens the match between NR and
pSEOBNRv5HM waveforms, leading to significant biases in all param-
eters, in particular the GR deviation ones. Note that when including
all harmonics, the deviation parameters for all QNMs are allowed to
vary, and we find similar biases for all of them, but we show only
the posterior for deviations in the (2,2) harmonic because of space
limitation.

synthetic injections at increasing SNR [146]. Being su�-
cient, but not necessary, the criterion is generally too conser-
vative, and, if it is violated, biases do not necessarily arise
(e.g., see [81, 147]. Nonetheless, we can check whether the
biases we observe are consistent with such a criterion. Tak-
ing D = 6, the criterion predicts mismatches of 6.7 ⇥ 10�4

(Mt,0 = 2⇥108
M� system including only the (2,2) harmonic),

3.5 ⇥ 10�6 (Mt,0 = 2 ⇥ 107
M� system including only the (2,2)

harmonic) and 4.0 ⇥ 10�5 (Mt,0 = 2 ⇥ 108
M� system includ-

ing all higher harmonics), below which systematic errors are
expected to be subdominant.

For the Mt,0 = 2 ⇥ 108
M� system including only the (2,2)

harmonic the mismatch 2 of the SEOBNRv5HM model against
the NR simulation SXS:BBH:2125 is 5.9 ⇥ 10�5, and one
would not expect biases, as we also observe in the synthetic
injection we perform. On the other hand, for the Mt,0 =
2 ⇥ 107

M� system including only the (2,2) harmonic and for
the Mt,0 = 2 ⇥ 108

M� system including all higher harmonics,
the values of the mismatch are 7.3⇥10�5 and 7.5⇥10�3 respec-
tively, and are both above the indistinguishability threshold,

2 We consider specifically the sky-and-polarisation-averaged, SNR-weighted
mismatch defined as in Sec. V of Ref. [81].

[Toubiana+ 2023]

NR residuals (Maya code): pSEOBNR vs NR:

TGR systematics when ignoring ecc/env.:6 M. Garg et al.
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Figure 4. Fractional bias induced on TGR parameters by eccentric-
ity. We consider three injections: vacuum circular GR ( GR; no fill),
GR with small eccentricity (e0 = 10�2.5; light fill), and moderate
eccentricity (e0 = 10�2.25; dark fill). The biases indicate significant
deviations from GR at all PN orders for either eccentricity when
the template neglects the e↵ect ( GR+TGR, circles, left panel). Mod-
elling eccentricity in the TGR template ( GR+Ecc+TGR, diamond,
right panel) mitigates this systematic bias. See also Fig. 1.

all � ̂k < 2 (left panel, empty squares), as expected. In-
stead, neglecting eccentricity leads to false violations of GR
at all PN orders, for either value of the initial eccentricity
(left panel, blue squares). However, once we include eccentric-
ity in the TGR waveform, the fractional biases � ̂k become
non-significant, implying consistency with GR (right panel).
Figure C1 in the Appendix shows the corresponding biases on
the intrinsic-merger parameters, which show a similar pattern.

Similar trends are observed when computing the Bayes
factors, Fig. 5. In the case of a circular GR injection, ln B is
negative and inconclusive, as expected. For eccentricity e0 =
10�2.5, we find ln B ⇠ 5 at all PN orders, while Bayes factor
become clearly decisive in favor of a deviation from GR for
e0 = 10�2.25. Including eccentricity in the recovery template
leads to Bayes factors slightly favoring the GR hypothesis for
e0 = 0, and strongly favoring the eccentric vacuum template
for either eccentricities considered.

4.2.2 Beyond fiducial

In Fig. 6, we redo the analyses shown in Fig. 3 by changing
one aspect of the analysis from our fiducial case at a time.
Similar to the case of the environmental e↵ect, di↵erences
from our fiducial MBHB are primarily due to the reduction in
the number of GW cycles. Again, we observe that violations
of GR become less significant for a given eccentricity when
changing any of the intrinsic-merger parameters. This is to
be expected, as the same eccentricities become unmeasur-
able in these systems, see Garg et al. (2024a). We show the
corresponding Bayes factors in Fig. D1 in the Appendix.

5 DISCUSSION

Most current literature, including the LISA Definition Study
Report (Colpi et al. 2024), which reflects the primary science
goals of the LISA science community, do not consider either
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Figure 5. Same as Fig. 2 but for the eccentric systems considered in
Fig. 4. GR+TGR has almost conclusive evidence in its favor over
GR for the small eccentricity, and decisive Bayes factors for larger
e0 (left panel). Considering eccentricity during Bayesian recovery
makes GR+Ecc preferable over GR+Ecc+TGR (right panel), as
expected, with overlapping markets for non-zero eccentric cases.
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Figure 6. Dependence of the TGR systematics induced by eccen-
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importance of subdominant modes in performing PE on
BBHs observed by LISA.

One previous study [40] demonstrated that, when per-
forming PE on a high-SNR massive black hole binary
(MBHB) event of the kind anticipated to be observed
with LISA, systematic biases arise due to insu�cient
mode content in the waveform templates used for signal
recovery. This phenomenon was demonstrated explicitly
in Ref. [40] for a single example binary. In this paper, we
perform the same analysis of varying the mode content in
waveform templates for several example MBHB systems,
studying how the aforementioned systematic biases in
PE change for events with di�erent total masses, mass
ratios, and inclination angles. We then investigate the
extent to which these biases can be predicted in a cost-
e�cient manner, i.e., without having to perform PE for
every MBHB event under consideration. We use one such
method (direct likelihood optimization; see Sec. II C),
which we find to be remarkably accurate in estimating
systematic biases, to set approximate boundaries on the
parameter space in which unbiased PE can be performed
(i.e., where there is no significant bias due to neglecting a
higher-order mode in the waveform template).

In Fig. 1 we show some results of this approximate
boundary-setting for biases on the intrinsic parameters

Mc = (m1m2)3/5

(m1 + m2)1/5 ,

q = m1/m2 > 1 , (1)

‰± = m1‰1 ± m2‰2
m1 + m2

,

where m1, m2 and ‰1, ‰2 are the individual masses and
dimensionless spins of the progenitor BHs, respectively.
For each bin in the grid of detector-frame total mass
M/M§ œ [3 ◊ 105

, 106] and mass ratio q œ [1.1, 10],
we show the minimum redshift at which the systematic
bias on parameters [Mc, q, ‰+, ‰≠] due to excluding the
(¸, m) = (3, 2) mode is still less than the 2‡ statistical er-
ror on the parameter. Results are shown for systems with
inclination angle ÿ = fi/3. Moving from left to right in the
plot, we see that biases initially become worse as we move
toward more massive and more asymmetric binaries, as ex-
pected. Continuing further, we have the balancing e�ect
of the chirp mass decreasing going from top left to bot-
tom right, such that mergers occur at higher frequencies.
When the merger, where higher-order modes are most
important, is pushed toward the higher-frequency region
where LISA is less sensitive, the bias due to neglecting
these modes becomes less severe again. The reason for the
chosen range of total mass (y-axis) will be clear in Sec. III,
where we find that our PE results on MBHB events with
total mass . 3 ◊ 105

M§ do not exhibit significant biases,
whereas the PE for events with total mass ≥ 106

M§ is
significantly biased. Details on the construction of Fig. 1,
as well as similar plots for extrinsic parameters and for
systems with inclination ÿ ¥ fi/2, are given in Sec. V B.

In the following sections, we lay out the components
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FIG. 1. Minimum redshift at which parameter estimation is
unbiased, in the sense that the systematic bias on all four
intrinsic parameters Mc, q, ‰+, and ‰≠ due to neglecting the
(¸, m) = (3, 2) mode in the waveform template is less than
the 2‡ statistical error on the parameters. For example, for
M = 7 ◊ 105 M§ and q = 2 the parameter estimation is biased
when z . 3. The grid is log-spaced between q œ [1.1, 3] and
spaced linearly between q œ [3, 10] (with the transition marked
by the dashed gray line), due to the more significant changes in
results observed as we move from nearly symmetric to clearly
asymmetric binaries. The corresponding plot for extrinsic
parameters (sky localization and distance) is given in Fig. 14.

that go into the construction and interpretation of Fig. 1.
In Sec. II, we outline how we perform both full PE with
lisabeta [41] and several cheaper methods of estimating
systematic bias. In Secs. III and IV, we show the results
of PE for the intrinsic and extrinsic parameters of about
20 selected binaries, respectively. In Sec. V, we show how
our methods of rapidly approximating bias compare to
PE and present more plots similar to Fig. 1. Finally, in
Sec. VI, we show the results of performing PE with crude
waveforms containing more higher-order modes than are
currently modeled with the waveform approximants we
use for PE (IMRPhenomXHM [42]). Throughout this
paper we use geometrical units (G = c = 1).

II. METHODOLOGY

A. Parameter estimation with lisabeta

We examine the extent of systematic biases due to
incomplete mode content in the GW templates used for
PE on MBHBs of the kind expected to be observed by
LISA. We use lisabeta [41] to perform PE varying the
redshifted total mass (M/M§ = 105

, 106), mass ratio
(q = 1.1, 4, 8), and inclination angle (ÿ = fi/12, fi/3, fi/2 ≠

48

MBHB biases caused by missing higher harmonics
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a) Marginalised posterior distribution on mass and spin parameters without noise.

b) Marginalised posterior distribution on mass and spin parameters for noisy data.

FIG. 6: Four out of six models with di↵erent number of modes are represented here. The posterior of the model M6

in blue manages to find the true values with high accuracy, while other models tend to induce biases, specially for
spin parameters. In the bottom figure, we see how the introduction of noise does not change our ability to find the
true values with 6 modes for this particular source.
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FIG. 11. Systematic bias on intrinsic parameters estimated within the linear signal approximation (“CV bias”) and with the
direct likelihood optimization method (“likelihood bias”) compared to biases recovered in full PE (“ptemcee”). Results are
shown for the M = 106 M§, q = 8, ÿ = fi/12 event. For this event, both “cheaper” methods are able to recover the biases in PE
for intrinsic parameters, with direct likelihood optimization performing slightly better.
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FIG. 12. Biases on extrinsic parameters for the same M = 106 M§, q = 8, ÿ = fi/12 event shown in Fig. 11, as recovered with the
(2, 2)-mode-only template. Note that for visualization purposes, we plot �◊i/‡i in this figure, as opposed to �◊i as in Fig. 11.

convenient way to initialize the optimization process mul-
tiple times when necessary, that is, in case it occasionally
fails. We find that there are some regions (in particular,
around 4 Æ q Æ 7) in which the optimization algorithm
seems more sensitive to initial conditions. To mitigate
this e�ect, we continue looking for values of zopt at which
the optimization is successfully completed until we find
multiple initializations (values of zopt) which return the
same values for the systematic biases. We then take such
a systematic bias estimation to be “good”.

We next compute the minimum redshift at which our
PE is unbiased, i.e., where

�sys◊
i

Æ 2‡
i

, (2)

with the statistical error on the i
th parameter, 2‡

i, com-
puted via the Fisher information matrix. To find the
redshift at which this occurs, we leverage the simple scal-
ing of errors computed via Fisher analysis, i.e.,

‡
i(zopt)
‡i(z) = DL(zopt)

DL(z) . (3)

This relation holds for statistical errors on all parame-
ters except ◊

i = DL, in which case the right-hand side
of Eq. (3) is squared. (On the other hand, the system-
atic bias on DL also scales with the distance, unlike the
systematic biases on all other parameters. The final ex-
pression for minimum distance in Eq. (4) therefore also
ultimately holds for the bias on luminosity distance as
well.) The luminosity distance at which we have unbiased
parameter inference is then

DL(z) = �sys◊i
DL(zopt)

2‡i(zopt)
, (4)

from which one can get the corresponding redshift. (The
minimum redshift we consider is z = 0.1; if the redshift
determined via Eq. (4) is less than this value, we simply
set it to z = 0.1.) For the sky localization, we look for
the redshift at which

3
�sys⁄L

�sys—L

4T
�≠1

3
�sys⁄L

�sys—L

4
Æ ‰

2
ppf(0.95, df = 2) , (5)

Estimating biases: Cutler-Vallisneri (can fail), direct Nelder-Mead

Min. redshift unbiased when ignoring (3,2) mode:
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Time and frequency-dependency in transfer functions
Time: motion of LISA on its orbit
Frequency: departure from long-wavelength approx.

The LISA instrumental response

+ Doppler phase: exp [2i⇡fk · p0(tf )]
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Pattern function response with HM:
7

If we introduce

F
`m
a,e =

1

2
�2Y`me

�2i L
�
F

+
a,e + iF

⇥
a,e

�

+
1

2
(�1)`�2Y

⇤
`,�me

+2i L
�
F

+
a,e � iF

⇥
a,e

�
, (44)

the mode transfer functions (30) become

ã, ẽ =
X

`,m

T `m
a,e h̃`m

= (�6i⇡fL) exp[2i⇡fk · p0]
X

`,m

F
`m
a,e h̃`m . (45)

We see that scaling out (�6i⇡fL) as in (31) brings us
back to strain-like observables. The only di↵erence with
the response of a ground-based observatory is then the
time dependency entering p0(t) and the LISA frame an-
gles �L(t), �L(t),  L(t) (see (A15)), with the time eval-
uated at t

`m
f .

Finally, we note that we could include the polarization
angle in the pattern functions as follows. Above we have
chosen to write  as an outside prefactor, but we could
write  -dependent pattern functions as

F
+
a,e(�L,�L, L) = cos 2 LF

+
a,e + sin 2 LF

⇥
a,e , (46a)

F
⇥
a,e(�L,�L, L) = � sin 2 LF

+
a,e + cos 2 LF

⇥
a,e . (46b)

so that in the low-frequency approximation the response
for the strain-like observables (31) is

h̃a,e = F
+
a,e(�L,�L, L)h̃+ + F

⇥
a,e(�L,�L, L)h̃⇥ , (47)

if we ignore the delay k · p0 and treat the angles as con-
stants. This is the more familiar form of the instrument
response used for ground-based detectors.

III. METHODOLOGY

A. Bayesian setting

Introducing the standard matched-filter inner prod-
uct [69] (also called overlap) as

(ã|b̃) = 4Re

Z +1

0
df

ã(f)b̃⇤(f)

Sn(f)
, (48)

for stationary Gaussian noise with PSD Sn, the likelihood
L = p(d|✓) for a given gravitational wave channel takes
the form

ln L = �1

2
(h(✓) � d|h(✓) � d) , (49)

with the data stream being a superposition of the grav-
itational wave signal for the true parameters ✓0 and the
noise realization in the experiment, d = h(✓0) + n. The

posterior distribution for the physical parameters ✓ given
the observed data d is then

p (✓|d) =
p(d|✓)p(✓)

p(d)
, (50)

with p(✓) the priors on the parameters, and p(d) the
evidence. The focus of this work is not selecting between
di↵erent models, so we will treat p(d) as a normalization
constant and do not consider it further.

In general, the templates h(✓) used for the analysis
will only be an approximation of the physical signals
present in the data stream d. In this work we will ignore
entirely this distinction and assume that our template
waveforms exactly match the astrophysical waveforms.
In other words, we will not explore the issue of system-
atic errors arising from incomplete modeling of compact
binary merger waveforms.

In our analysis, we will simulate signals and perform
Bayesian analyses of them with Eq. (49) and (50) to ob-
tain the parameter posteriors. In doing so, we will use
the so-called zero-noise approximation, i.e. setting n = 0.
This allows us to accelerate the likelihood computation
as explained in Sec. III C. The approximation is su�cient
to explore the structure of the likelihood and the param-
eter degeneracies, greatly improving with respect to the
Fisher matrix approach. The extension of our analysis
to include nonzero noise realizations will be discussed in
future work.

The log-likelihood function that we use, with a zero
noise realization, is a sum over the three independent
channels A, E, T (27) rescaled according to (29):

ln L = �1

2
[(ã � ãinj|ã � ãinj) + (ẽ � ẽinj|ẽ � ẽinj)

+
�
t̃ � t̃inj|t̃ � t̃inj

�⇤
, (51)

with the “inj” subscript indicating the simulated signals,
and where the inner products (·|·) are given by (48) with
the noise PSDs (33).

B. Reduced order model for EOBNRv2HM
waveforms.

As opposed to previous studies of Bayesian param-
eter recovery for LISA, we wish to use full inspiral-
merger-ringdown signals. Since higher harmonics will
play a crucial role in our analysis, in this study we
use the E↵ective-One-Body (EOB) waveform model
EOBNRv2HM [70]. These waveforms are based on the EOB
formalism [71, 72], and are calibrated to numerical rela-
tivity waveforms. The model is limited to non-spinning
systems on quasicircular orbits, but includes a set of
higher harmonics in the signal, among the most impor-
tant quantitatively:

(`, m) = (2, 2), (2, 1), (3, 3), (4, 4), (5, 5) . (52)

The waveforms are generated in the time domain by in-
tegrating a system of ordinary di↵erential equations, an

+ TDI combinations
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Figure 6. Two-dimensional marginalized posterior distributions on the sky location, across a variety of injected parameters
and SNRs. The left set of plots shows an SNR of 30 and the right set an SNR of 500. The lower SNR is chosen to resemble
a high number of detectable and characterizable Galactic binaries. The higher SNR represents the best sources we expect to
detect. Within each SNR set, the columns represent (f0, ḟ0) combinations of (7⇥ 10

�4, 1⇥ 10
�19

), (2⇥ 10
�3, 1.2⇥ 10

�17
),

(1⇥ 10
�2, 1.4⇥ 10

�14
) from left to right, respectively. The top (bottom) row in each SNR set is for the off-planar (on-planar)

sources with � = 1.2 (� = 0.092). Within each subplot, the posterior distributions are shown for three orbital models: ESA in
orange, EQ in blue, and ESAEQ in green. The deviation of the mean of the EQ or ESAEQ models compared to the mean of
the ESA model gives the bias associated with the two inaccurate orbital configurations.

SNR � f0 � ḟ0 Orbit Inj. lnL Inj. MM Best lnL Best MM
30 1.2 low EQ �2.9⇥ 10

�1
1.7⇥ 10

�2 �2.0⇥ 10
�1 �1.3⇥ 10

�3

30 1.2 low ESAEQ �8.0⇥ 10
�2

1.1⇥ 10
�2 �1.9⇥ 10

�1 �1.3⇥ 10
�2

30 1.2 mid EQ �3.2⇥ 10
�1

1.7⇥ 10
�2 �2.3⇥ 10

�1
5.2⇥ 10

�3

30 1.2 mid ESAEQ �7.9⇥ 10
�2

1.1⇥ 10
�2 �1.9⇥ 10

�1
1.8⇥ 10

�3

30 1.2 high EQ �1.1 1.4⇥ 10
�2 �2.7⇥ 10

�1 �7.0⇥ 10
�3

30 1.2 high ESAEQ �7.0⇥ 10
�2

7.8⇥ 10
�3 �1.6⇥ 10

�1
3.2⇥ 10

�3

30 0.092 low EQ �3.9⇥ 10
�1

1.4⇥ 10
�2 �2.8⇥ 10

�1 �2.3⇥ 10
�3

30 0.092 low ESAEQ �9.8⇥ 10
�2

1.0⇥ 10
�2 �1.9⇥ 10

�1 �7.1⇥ 10
�4

30 0.092 mid EQ �6.8⇥ 10
�1

1.4⇥ 10
�2 �3.1⇥ 10

�1
7.4⇥ 10

�3

30 0.092 mid ESAEQ �9.7⇥ 10
�2

1.0⇥ 10
�2 �1.5⇥ 10

�1 �1.2⇥ 10
�2

30 0.092 high EQ �8.2 2.0⇥ 10
�2 �3.8⇥ 10

�1 �1.2⇥ 10
�2

30 0.092 high ESAEQ �8.6⇥ 10
�2

7.7⇥ 10
�3 �2.1⇥ 10

�1
5.9⇥ 10

�3

500 1.2 low EQ �8.0⇥ 10
1

1.7⇥ 10
�2 �2.8⇥ 10

1
2.5⇥ 10

�4

500 1.2 low ESAEQ �2.2⇥ 10
1

1.1⇥ 10
�2 �4.5 2.9⇥ 10

�4

500 1.2 mid EQ �8.8⇥ 10
1

1.7⇥ 10
�2 �3.3⇥ 10

1 �9.8⇥ 10
�5

500 1.2 mid ESAEQ �2.2⇥ 10
1

1.1⇥ 10
�2 �6.3 �3.3⇥ 10

�4

500 1.2 high EQ �3.1⇥ 10
2

1.4⇥ 10
�2 �3.0⇥ 10

1
4.8⇥ 10

�4

500 1.2 high ESAEQ �1.9⇥ 10
1

7.8⇥ 10
�3 �4.3 9.4⇥ 10

�5

500 0.092 low EQ �1.1⇥ 10
2

1.4⇥ 10
�2 �5.9⇥ 10

1 �6.3⇥ 10
�4

500 0.092 low ESAEQ �2.7⇥ 10
1

1.0⇥ 10
�2 �1.3⇥ 10

1
5.2⇥ 10

�4

500 0.092 mid EQ �1.9⇥ 10
2

1.4⇥ 10
�2 �5.3⇥ 10

1
3.2⇥ 10

�4

500 0.092 mid ESAEQ �2.7⇥ 10
1

1.0⇥ 10
�2 �1.3⇥ 10

1
7.7⇥ 10

�4

500 0.092 high EQ �2.3⇥ 10
3

2.0⇥ 10
�2 �6.5⇥ 10

1
2.2⇥ 10

�4

500 0.092 high ESAEQ �2.4⇥ 10
1

7.7⇥ 10
�3 �8.9 �4.2⇥ 10

�4

Table II. Log-likelihood and mismatch information for all parameter-estimation runs tested. The first four columns label each
run with the SNR, ecliptic latitude (�), f0 � ḟ0 regime, and orbital configuration from left to right, respectively. The next two
columns labelled “Inj. lnL” and “Inj. MM” give the log-likelihood and mismatch at the injection parameters marginalized over
the initial phase. The final two columns represent the log-likelihood and mismatch at the best-fit location found by the sampler
(not marginalized over phase). A mismatch of less than zero (overlap > 1) can occur when the fitting-factor of the model is
not 1 as in the cases displayed here.
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y12(t2) ⇡
1

2

⇣
1� k̂ · n̂12(t2)

⌘
"
H12

 
t2 �

k̂ · x2(t2)

c

!
�H12

 
t2 �

k̂ · x1(t1)

c
+

L12

c

!#
. (15)

Here, we have introduced the receiver spacecraft position at reception time x1(t1) = x2(t2) + L12n̂12(t2). Using
t1 ⇡ t2 + L12/c and the fact that the spacecraft moves slowly compared to the propagation timescale, we obtain
x2(t2) ⇡ x2(t1) and n̂12(t1) ⇡ n̂12(t2). Finally,

y12(t1) ⇡
1

2

⇣
1� k̂ · n̂12(t1)

⌘
"
H12

 
t1 �

L12(t1)

c
� k̂ · x2(t1)

c

!
�H12

 
t1 �

k̂ · x1(t1)

c

!#
, (16)

where the equation for y12 is now solely a function of
reception time t1. Combining eqs. (11) and (16) gives
y12 as a function of t1 in terms of the GW strain.

The yij time series along each of the six links are the
final quantities output of the projection step. They are
then combined in various ways to compute the TDI ob-
servables.

C. Time-delay interferometry

TDI combinations are defined as linear combinations
of time-shifted measurements. The first and second-
generation Michelson combinations, X1 and X2, are given
by [9],

X1 = y13 +D13y31 +D131y12 +D1312y21

� [y12 +D12y21 +D121y13 +D1213y31] ,
(17)

X2 = X1 +D13121y12 +D131212y21 +D1312121y13

+D13121213y31 � [D12131y13 +D121313y31

+D1213131y12 +D12131312y21] .
(18)

Delay operators are defined by

Dijx(t) = x(t� Lij(t)) , (19)

where Lij(t) is the delay time along link ij at recep-
tion time t. Because light travel times evolve slowly with
time, we compute chained delays as simple sums of delays
rather than nested delays, i.e.,

Di1,i2,...,inx(t) = x

 
t�

n�1X

k=1

Likik+1(t)

!
. (20)

While this approximation cannot be used to study laser-
noise suppression upstream of the LISA data analysis, it
is sufficient when computing the GW response function.
Note that these equations are left unchanged (up to a
sign) by reflection symmetries. However, applying the
three rotations generates the three Michelson combina-
tions, X,Y, Z, for both generations.

These Michelson combinations have correlated noise
properties. An uncorrelated set of TDI variables, A,E, T ,

can be obtained from linear combinations of X,Y, Z given
by [10]

A =
1p
2
(Z �X) , (21a)

E =
1p
6
(X � 2Y + Z) , (21b)

T =
1p
3
(X + Y + Z) . (21c)

The inner products from eq. (3) are really sums over the
three channels,

ha|bi =
X

i=A,E,T

⌦
a
i
��bi
↵

. (22)

Note that A,E, T are only exactly orthogonal (or uncor-
related in noise properties) in the equal-armlength limit.
In this exploratory work, we maintain the use of A,E, T

even in the limit of breathing constellation arms, because
we are not considering additive noise and believe this ap-
proximation is good enough to inform us of the effect of
orbital assumptions on the analysis. In future work, and
for the actual LISA analysis, we will have to determine
the noise information and properly compute the likeli-
hood with off-diagonal terms representing the correlation
between the various TDI observables [11].

D. Orbital trajectories

The orbital trajectory of the LISA constellation af-
fects the projections of the GWs onto the constellation
arms, as well as the computation of the TDI observables
through the armlengths (or, equivalently, the light travel
times along each link).

In this study, we focus on two classes of orbits. The
standard equal-armlength orbital configuration is used in
most data analysis codes. The three spacecraft follow
heliocentric Keplerian orbits that leave armlengths con-
stant to leading order in the orbit eccentricity [12]. This
is realized when the constellation plane has an angle of
60° with the ecliptic. In our study, the semi-major axis is
set to 1 au and the mean inter-spacecraft distance to the
nominal value of 2.5⇥ 10

9
m. In the frequency domain,

[Katz+ 2022]High-SNR GB bias with approx. orbits:TDI combinations:

• the armlength is not constant:  
[  level]

• Pointing-ahead, delays do not commute:  
[  level]

• non-stationarities, non-independence of 

L1(t) ≠ L2(t) ≠ L3(t)
10−2

D12 ≠ D21
10−4

A, E, T

Levels of approximations:
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Sky multimodalities for LISA MBHBs
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Applications: EM counterparts and cosmological inference
[Mangiagli&al 2022, Mangiagli&al 2023]

o  1 mode
o  2 modes
o  >2 modes

Threshold: 
5% prob.

• Bayesian PE required to explore 
multimodal posteriors

• Simulation of 90yrs catalogs
• Custom proposals for degeneracies

Multimodality in the sky 
present, but rare for 

counterpart candidates 
post-merger

Astrophysical models [Barausse 2012]:
• Heavy seeds - delay (Q3d)
• Heavy seeds - no delay (Q3nd)
• PopIII seeds - delay (Pop3)
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Fisher localization: which part of the response is important ?

[Marsat, Mangiagli, Toubiana, in prep.]

• Sky localization at high mass: weak effects, high SNR
• Unlike LVK localization from triangulation, LISA 

localization potentially vulnerable to systematics

• ‘Pattern function’ response is the main source of 
main-mode localization at high mass, from 
subdominant HM

• Multimodality broken in turn by subdominant effects 
in response (motion, high-f)

Analysis settings:

• Fisher matrix localization: sky area of the main 
mode of the posterior

• Randomization over 1000 orientations, mass ratios, 
spins

• Change the response model: keep or ignore the 
motion and high-f effects
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Fisher localization: do waveform models agree on prospective ?

[Marsat, Mangiagli, Toubiana, in prep.]

• In the high-mass range (HM important), older 
waveform models can be inaccurate also for 
prospective PE 

• Modern waveform models agree well for 
prospective

Analysis settings:

• Fisher matrix localization: sky area of the main 
mode of the posterior

• Randomization over 1000 orientations, mass ratios, 
spins

• Change the waveform model: PhenomHM, 
PhenomXHM, SEOBNRv5HM_ROM
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Analysis settings: waveform models

[Pompili&al 2023]

Aligned spin case: mismatch with NR ~ 10−4 − 10−2

18

Approximant SEOBNRv4 SEOBNRv5 IMRPhenomXAS TEOBResumS-GIOTTO

medianmaxMM 1.44⇥10�3 1.99⇥10�4 1.31⇥10�4 5.12⇥10�4

%maxMM < 10�3 38% 90% 97% 76%

%maxMM < 10�4 1% 27% 29% 1%

Table I. Summary of the (2,2)-mode mismatch over a range of total masses between 10 and 300 M�, between di↵erent aligned-spin approxi-
mants and the 442 NR simulations used in this work. We display the median of the maximum mismatch across total mass, and the fraction of
cases falling below 10�3 and 10�4.

Figure 7. The sky-and-polarization averaged, SNR-weighted mismatch, for inclination ◆ = ⇡/3, over a range of total masses between 20 and
300 M� between di↵erent aligned-spin multipolar approximants and the 441 SXSNR simulations used in this work. The colored lines highlight
cases with the worst maximum mismatch for each model.

was calibrated to private q = 18 BAM waveforms, with di↵er-
ent spin values, which have not been used for SEOBNRv5HM.
TEOBResumS-GIOTTO achieves unfaithfulness between 10�3

and 10�2 for most cases, but also has an appreciable number
of outliers reaching mismatch 10%, possibly pointing to ro-
bustness issues in some of the higher modes close to merger.

In order to quantify how much the increase of the
mismatch with the total mass is related to the missing
modes, we show in Fig. 8 the sky-and-polarization aver-

aged, SNR-weighted mismatch, for inclination ◆ = ⇡/3, over
a range of total masses between 20 and 300 M� of NR
waveforms with the same modes as SEOBNRv5HM (`,m) =
(2,2), (3,3), (2,1), (4,4), (5,5), (3,2), (4,3) against NR wave-
forms with all (`  5) modes. As expected we see an increase
of the mismatch with total mass, indicating that the error due
to neglecting some higher modes is mostly important in the
ringdown, and we see it can reach more than 0.4% for high q
and large spins. This tells us that to reach the same accuracy of

Injections:

NRHybSur3dq8 
• SXS NR simulations hybridized with long EOB 

inspirals (covers ~6 months for )
• Surrogate interpolant, time-domain

M = 105M⊙

[Varma&al 2018]

Limitations:
• aligned spins only
• in the inspiral, all based on PN/EOB

Templates:

Efficient Fourier-domain models from 2 families: 
• PhenomHM 
• PhenomXHM 
• SEOBNRv4HM_ROM 
• SEOBNRv5HM_ROM [Pompili&al 2023]

[Cotesta&al 2018]

[London&al 2017]

[García-Quirós&al 2020]

Mode content for all: 22, 21, 33, 44
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Parameter space 
exploration:

We use PE sampling tools: lisabeta

PE provides posteriors,  provides the 
bias

Fourier-domain full response (same for injection 
and templates)

Direct FD Whittle likelihood (no approx.)

max ln ℒ

Tempering the analysis:
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•
•

•  simulations
• uniform 
• uniform 
• uniform 
• randomize orientations

Mz = [105,106,107]M⊙
zmin = 1

N = 240
q ∈ [1,8]
χ1 ∈ [−0.8,0.8]
χ2 ∈ [−0.8,0.8]

Start at large z / small SNR, then 
increase SNR gradually

Parameter estimation:

[Marsat&al 2020]

Equivalent to a tempering scheme 
with non-0 base temperature 

Additional parallel tempering with 
4 temps. 

Analysis settings: waveform models
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SNRs and mismatches

<latexit sha1_base64="GJIq80xI1dGHscTmw8JdkON7qvU="></latexit>

MM = 1�maxt,', ,...
(hm|h0)p

(hm|hm)
p

h0|h0

Mismatch:
• averaged response
• single-detector
• optimized: time, phase, 

polarization, sky

<latexit sha1_base64="Qe6IYH7sKbMDWGwEqboskJz+LSw=">AAACA3icbVDLSsNAFJ34rPUVdaebwSLUTUlK0W6EghtXUh99QBvDZDpph84kYWYilFhw46+4caGIW3/CnX/jpM1CWw9cOJxzL/fe40WMSmVZ38bC4tLyympuLb++sbm1be7sNmUYC0waOGShaHtIEkYD0lBUMdKOBEHcY6TlDc9Tv3VPhKRhcKtGEXE46gfUpxgpLbnmfpcjNRA8ubm8Ht+V4RksDlzrQdexaxaskjUBnCd2RgogQ901v7q9EMecBAozJGXHtiLlJEgoihkZ57uxJBHCQ9QnHU0DxIl0kskPY3iklR70Q6ErUHCi/p5IEJdyxD3dmV4sZ71U/M/rxMqvOgkNoliRAE8X+TGDKoRpILBHBcGKjTRBWFB9K8QDJBBWOra8DsGefXmeNMsl+6RUuaoUatUsjhw4AIegCGxwCmrgAtRBA2DwCJ7BK3gznowX4934mLYuGNnMHvgD4/MHwrmWRg==</latexit>

SNR2 = (h0|h0)

Signal-to-noise ratios:

• Mismatches order-of-
magnitude similar to LVK

• Improvement for more 
recent models

SNRs up to thousands at z = 1
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Example Parameter estimation with systematics III: Cutler-Vallisneri bias

• Cutler-Vallisneri biases give 
reasonable estimates in mild cases

• Fail to capture distant secondary 
mode — needs to be adapted

• Can fail for severe biases

Linearized biases (Cutler-Vallisneri):

[Flanagan-Hughes 1997]
[Cutler-Vallisneri 2007]

<latexit sha1_base64="A4t0ecvdIaGaxtX8i2pNUXCyItE="></latexit>

�✓i = F�1
ij (@jh|�h)

In the linear signal approximation, estimation 
of bias:

<latexit sha1_base64="BG4wTjWVpHSp+DB1BnkOjIjWGwQ=">AAACEHicbVBNS8MwGE79nPOr6tFLcIjzMloZ6kUYCOJxgvuArZQ0S9dsaVqSVBh1P8GLf8WLB0W8evTmvzHdiujmA4Enz/O+b/I+XsyoVJb1ZSwsLi2vrBbWiusbm1vb5s5uU0aJwKSBIxaJtockYZSThqKKkXYsCAo9Rlre8DLzW3dESBrxWzWKiROiPqc+xUhpyTWPrtyUDsbwApa7MRKKIuZSGMB7+HMdwOAYumbJqlgTwHli56QEctRd87Pbi3ASEq4wQ1J2bCtWTprNxIyMi91EkhjhIeqTjqYchUQ66WShMTzUSg/6kdCHKzhRf3ekKJRyFHq6MkQqkLNeJv7ndRLlnzsp5XGiCMfTh/yEQRXBLB3Yo4JgxUaaICyo/ivEARIIK51hUYdgz648T5onFfu0Ur2plmq1PI4C2AcHoAxscAZq4BrUQQNg8ACewAt4NR6NZ+PNeJ+WLhh5zx74A+PjG1g9m4U=</latexit>

Fij = (@ih|@jh)
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Example Parameter estimation with systematics III: TD signals and residuals

• Residuals are ‘visually’ small…
• Details of HM at merger are 

important

°2000 °1500 °1000 °500 0 500

°50

0

50
h2,2 data

aligned

best-fit

°2000 °1500 °1000 °500 0 500

°7.5

°5.0

°2.5

0.0

2.5

5.0 h2,1 data

aligned

best-fit

°2000 °1500 °1000 °500 0 500

°20

°10

0

10

20 h3,3 data

aligned

best-fit

°2000 °1500 °1000 °500 0 500
t (s)

°5

0

5

10
h4,4 data

aligned

best-fit

Residuals for the ‘ugly’ case

°1000 °800 °600 °400 °200 0 200 400
t (s)

10°2

10°1

100

101

102



59

Fitting factors in parameter space

<latexit sha1_base64="aeWpfZjJcHlvwu9TkMfP8mTdTo0="></latexit>

FF = 1�max✓
(hm|h0)p

(hm|hm)
p

h0|h0

Fitting factor, computed at 
best-fit params (optimization 
over all parameters):

Trend: strong dependence on M
Trend: larger errors at large spins
Trend in q ?

<latexit sha1_base64="jWn7vxBvqV7BbrXvq4/4kHjK7Ns="></latexit>

lnLmax = �SNR2 ⇥ FF
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Complement: NR vs NR surrogate

Injections:

NR from SXS catalog 
• SXS NR simulations hybridized with long EOB 

inspirals (covers ~6 months for )
• Surrogate interpolant, time-domain

M = 105M⊙

[SXS 2025]

Limitations:
• aligned spins only
• M=1e7 only, 2 days of signal

Templates:

Mode content for all: 22, 21, 33, 44

NRHybSur3dq8 
• SXS NR simulations hybridized with long EOB 

inspirals (covers ~6 months for )
• Surrogate interpolant, time-domain

M = 105M⊙

[Varma&al 2018]

Time-domain LISA response

[Preliminary]
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Complement: NR vs NR surrogate

SXS:BBH:2497 
q = 2, χ1 = 0, χ2 = 0
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Complement: NR vs NR surrogate

SXS:BBH:2128 
q = 2, χ1 = 0.6, χ2 = − 0.6
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Complement: NR vs NR surrogate
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There should be 
better bias estimators 
than CV - robustness ?

[Sophia Yi &al, in prep.]

Biases caused by missing higher harmonics

Mchirp q chip chim Deltat dist inc phi lambda beta psi

°20

°10

0

10

20
Mode config: [(2, 2), (3, 3), (2, 1)]

ptemcee

CV bias

Nelder-Mead bias

iter. gradient bias

Estimating the bias is an optimization problem

• Cutler Vallisneri is one step of Newton’s gradient descent, 
approximating the Hessian with the Fisher matrix

• Are there better optimization algorithms ? (e.g. simplex method)

• One simple idea is to repeat CV as iterated gradient descent 

<latexit sha1_base64="8/8ftqsj+pPmjdnT/ob/RGMFh7k="></latexit>

�✓ = H
�1 ·r lnL

<latexit sha1_base64="kcESLr9PRJFCR34CBgwWkefArRI="></latexit>

Hij = @i@j lnL ⇠ (@ih|@jh)

[Preliminary]
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