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Cosmology with gravitational waves
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z↑1→ cz
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We need independent measurement of redshift to do cosmology  
(bright, dark , spectral sirens.)

Hubble law in 
the local 
universe

Directly measured from GW signal

Not measurable from GWs alone (degeneracy with mass)
H0 → cz

dL

Standard sirens with CBCs

Spectral sirens: Use features in the source-frame 
mass/redshift distribution to break the mass-redshift 
degeneracy 

mdet = msource(1 + z)



High flexibility but low interpretability

Motivations of this work
1 An accurate mass modelling is essential for cosmology

2 Population inference is moving towards more flexible models

Strongly parametrised methods Flexible, data-driven methods 

(e.g. power laws,  gaussians)
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B-Spline, GWTC-4.0

Broken Power Law + 2 Peaks, GWTC-4.0

Power Law + Peak, GWTC-3.0

Easy interpretability but low flexibility

3

Tagliazzucchi+2026, Gennari+2026, 
Bertheas+2026,  J.Li+2026

Need for a reproducible definition of population features

direct astrophysical interpretation  
(e.g. peaks, cutoffs. slopes)

λm → lack a direct physical interpretationλm →

ppop(m1,m2|ωm)
Mismodelling  the source-frame mass model propagates into the 
inference of  and z H0

What is the definition of a feature in a weakly parametrised model?

LVK Collaboration 2025

Recent spectral-siren analyses have used 1D splines 
Our goal: reconstruct the joint 2D mass distribution with a model that lets the data determine where local structure is needed



A flexible model for the source-frame masses

ppop(m1,m2, z | ω) = pm(m1,m2 | ωm) pz(z | ωz,ωc)

Mass model: Weighted mixture of correlated 2D Gaussian components in 
the joint plane defined in the space x = (log m1, log m2)
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µ1k, µ2k, ω1k, ω2k, εk

µk = {µ1k, µ2k}
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Correlated Gaussian mixture components

Component centre µk

1æ component contour

Physical boundary m2 = m1

Excluded: m2 > m1

m 2
=

m 1

Redshift model

Smooth tapers Physical bound 

Jacobian 

• centre 
• width 
• correlation coefficient

µk = {µ1k, µ2k}
Each 2D component  is defined by:            gk

ωk = {ω1k,ω2k}
µ1k, µ2k, ω1k, ω2k, εk

Madau-Dickinson merger rate 
evolution

pz(z | ωz,ωc) → ω(z | ωz)
dVc

dz

1

1 + z

No mass-redshift evolution 
Spin distribution follows the 
parameter estimation prior

Cosmology is jointly inferred with 
the mass distribution

pm(m1,m2 | ωm) → T (m1,m2)1(m2 < m1)

m1m2

Kmax)︄

k=1

wk gk(logm1, logm2)

Component centre

pm(m1,m2 | ωm) → T (m1,m2)1(m2 < m1)

m1m2

Kmax)︄

k=1

wk gk(logm1, logm2)

See also: Leyde+2026



How to define a population feature in a weakly 
modelled reconstruction? 



From density reconstruction to population features

posterior-landscape:

Mancarella 2026

Posterior matching
Identify reference structures on the 

posterior median density: 
peaks — underdensities (“valleys”) — 

slope transition

3Reference landscape2Reconstructed density1
Search for compatible feature 

across posterior draws

Location, geometry, strength, and 
recovery probability for each feature

deterministic and reproducible identification of 2D population features. 
Independent 1D catalogues are constructed from the  and  marginalsm1 m2

Outputs
4

ppop(m1,m2|ωm)

See M. Mancarella’s 
talk tomorrow for more 
details!



Population features in the GWTC-5.0 mass distribution
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Population features in the GWTC-5.0 mass distribution
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Population features in the GWTC-5.0 mass distribution
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Population features in the GWTC-5.0 mass distribution
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Population features in the GWTC-5.0 mass distribution
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The joint mass plane is needed for the correct 
interpretation of 1D features



Joint structure improves spectral-siren precision
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Joint 2D reconstruction compared 
with a flexible primary-mass only 

model

Narrower 68% C.I. on H0

The joint reconstruction adds 
cosmological information

Comparable width w.r.t. LVK



Where does the 2D cosmological information come from?
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Common scale m→: coherent shift of both component masses.
Mass ratio q: position along the orthogonal direction.

Dominant common-scale anchors

C10 > C35
Their dependence on H0 is carried mainly by a coherent displacement of
both component masses.

T60

is an additional common-scale anchor when its joint morphology is
recovered.

Residual mass-ratio information

C20, Vint
For these intermediate-mass structures, q retains information about H0
even after fixing the common scale m→.

Hierarchy of spectral-siren anchors

C10 and C35 provide the strongest coherent mass scales.
C20 and Vint are weaker overall, but contain the clearest genuinely
two-dimensional contribution.

The joint mass plane can contain information on H0 beyond a coherent rescaling of the two

masses.

The joint mass plane can carry information on  beyond a coherent 
rescaling of the two masses

H0

Dominant common-scale anchors
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Take home messages

I. A flexible joint reconstruction 
A correlated Gaussian mixture reconstructs the joint source-frame 
distribution, inferred simultaneously with cosmology 

II. A reproducible interpretation of population structure 
Posterior-landscape: a new framework to identify population structures 
directly from the reconstructed density 

III. The joint mass plane contains cosmological information 
A 2D flexible reconstruction retains much of the spectral-siren precision of 
strongly parameterized models 
The 2D geometry can contain information that is not captured by a 
coherent rescaling of both masses.



Back up slides



Cosmology with gravitational waves

Thanks to GR, GWs provides direct measurement of dL

h(f) →
M5/3

z f2/3
obs

dL

Mz = Mc(1 + z)

GW signal

Redshifted 
chirp mass

dL =
(1 + z)c

H0

)︄ z

0

dz
→

[︄
!m(1 + z→)3 + !!

z↑1→ cz

H0
Assuming a flat LCDM model: 

From GWs alone, we can not measure z 
(degeneracy with mass) 

 
Need independent measurement of redshift 

to do cosmology

↓

Hubble law in 
the local 
universe



Standard sirens with CBCs

from GW signal

need complementary methods to measure z!
H0 → cz

dL

Bright sirens: identification of the host galaxy through an associated EM counterpart 

Dark sirens: Galaxy surveys can be used to identify possible hosts in the GW localization volume

Spectral sirens: Use features in the source-frame 
mass/redshift distribution to break the mass-redshift 
degeneracy 

mdet = msource(1 + z)
GW

-only



p(ω | {D}) → ω(ω)

ε(ω)Nobs

Nobs)︄

i=1

[︄
dϑi

p(ϑi | Di)

ωPE(ϑi)
ppop(ϑi | ω)

Single-event posteriorPopulation prior

Single-event prior

Hierarchical bayesian inference

Population model

Selection effects

2

• Modeling selection effects instead requires propagat-
ing the tested population forward from past time
infinity to detection.

We first travel back in time (20 ! 0 Hz) when treating the
event likelihoods and then “back to the future” (0 ! 20 Hz)
when handling selection effects. Our DeLorean consists
of precession-averaged post-Newtonian (PN) evolutions.

II. STATISTICAL INFERENCE

The statistical problem we tackle is that of an inho-
mogeneous Poisson process including measurement errors
and selection effects [7, 8, 13]. We denote the parame-
ters of individual events with ✓ (e.g. BH masses, spins,
etc.) and those of the overarching population with �
(e.g. power-law index of the mass spectrum, etc.). The
targeted posterior is

p(�|d) / ⇡(�)��N (�)
NY

i=1

Z
ppop(✓|�)L(di|✓) d✓ (1)

where i = 1, ..., N labels the events in the catalog, d
indicates the entire data stream, di indicates a short
stretch of data around event i, L(di|✓) is the likelihood
of the single-event analysis, ppop(✓|�) is the population
model, and ⇡(�) is a prior on the population parameters.
Selection effects enter the population likelihood via

�(�) =

Z
ppop(✓|�)pdet(✓)d✓ (2)

where pdet(✓) 2 [0, 1] is the detection probability given a
binary with parameters ✓. The posterior of Eq. (1) has
been marginalized over the expected number of events
with a scale-free prior. The hyperparameters � thus only
capture the shape of the population distribution and
not the corresponding merger rate; this is equivalent to
imposing

R
ppop(✓|�) = 1.

For ppop(✓|�), we use the phenomenological model re-
ferred to as Power Law + Peak and Default Spin in
Ref. [5], which returns the highest Bayes factor among the
options they tested. The model covers dim(✓) = 6 event
parameters and dim(�) = 12 population parameters. The
distribution of the primary mass m1 is a superposition
of a power-law component with index ↵ truncated be-
tween mmax and mmin and a Gaussian component with
mean µm, width �m, and mixing fraction �m. The sec-
ondary mass m2 conditioned on m1 follows a power-law
distribution with index �q. The distributions of m1,2 are
smoothed over a range �m near mmin. The spin magni-
tudes �1,2 follow a beta distribution with mean µ� and
variance �2

�. The cosines of the angles between the spins
and the orbital angular momentum ✓1,2 are distributed
assuming a superposition of a uniform distribution and
a truncated Gaussian with a peak at cos ✓1,2 = 1, width
�t, and mixing fraction ⇣. Crucially, while we adopt the
same functional form of Ref. [5], the spin tilts ✓1,2 are

here inserted at past time infinity and not at detection.
The distributions of all other parameters (distance, sky
location, etc.) is assumed to be independent of � and
equal to the prior used in the underlying single-event
analyses.

The integrals at the numerator of Eq. (1) are approx-
imated with Monte Carlo summations using samples of
the posterior p(✓|di) / L(di|✓)⇡(✓) from the data release
accompanying Refs. [14] (O1+O2) and [2] (O3a), which in
total include 44 GW events with false-alarm rate < 1 yr�1.
The single-event priors ⇡(✓) are handled analytically with
suitable reweighting factors [15].

For the Power Law + Peak and Default Spin
model, BH masses and spins are not correlated and, con-
sequently, the population model ppop(✓|�) can be written
as the product of two terms, one only including masses
and one only including spins. In Ref. [5], the spin part
was included only in the integral of Eq. (1), and not in
that of Eq. (2). When computing �(�), they instead used
a fixed spin distribution, thus neglecting some � depen-
dencies and introducing a bias. This was motivated by
the large computational cost of the search injections used
to estimate pdet(✓).

We find that a simpler pdet(✓) prescription (as used pre-
viously, e.g. [16]) fully reproduces the results of Ref. [5]
while allowing for a consistent inclusion of spin effects.
In particular, we use the semianalytic approximation
of Ref. [17], assuming two data-taking periods of ap-
proximately 166 days (O1+O2 [1, 18]) and 150 days
(O3a [2]), and a single-detector signal-to-noise ratio (SNR)
threshold of 8 [19]. SNRs are computed with representa-
tive noise curves1 and the IMRPhenomPv2 waveform
model [20]. The integral at the denominator of Eq. (1)
is approximated with a Monte Carlo sum using samples
drawn from an injected population with p(m1) / m�2.35

1 ,
p(m2|m1) / m2

2 [2], uniform spin magnitudes, spin di-
rections with equally weighted isotropic and preferen-
tially aligned components (⇣ = 0.5 and �t = 0.02), and
redshifts distributed uniformly in comoving volume and
source-frame time.

The prior ⇡(�) is uniform over all 12 population param-
eters with limits and additional cuts as in Ref. [5]. We
sample p(�|d) using GWPopulation [21], Dynesty [22],
and Bilby [23].

III. SPIN PROPAGATION

We propagate BH spin orientations across emission
frequencies using the precession-averaged PN formalism
first developed in Refs. [11, 24]. We use an updated
version of the precession code2 which, leveraging new
analytical advancements [25, 26] and numerical recipes,

1
From dcc.ligo.org/LIGO-P1200087-v47 (“early high”, for O1+O2)

and dcc.ligo.org/LIGO-T2000012 (“Livingston”, for O3a).
2

See github.com/dgerosa/precession.
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ppop(m1,m2, z | ω) = pm(m1,m2 | ωm) pz(z | ωz,ωc), ωc = (H0,!m)

Mandel+ 2019,  Vitale+ 2020 
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Single-event parameters: masses, spins, distance

Population parameters: spectral index of mass distribution, cutoffs, , H0 Ωm

They both 
require MC 
integration

ppop(ω | ε) = p(m1,m2 | εm) p(z | εz,εc) p(ω1 | εω) p(ω2 | εω)εPE(!)
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p(ω,ε | {D}) → ω(ω)

ε(ω)Nobs

Nobs)︄

i=1

p(ϑi | Di)
ppop(ϑi | ω)
ωPE(ϑi)

What if you don’t marginalize over ? θ

Dimensionality:
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Nω →Nobs +Nε

Sampling the full dimensional posterior using Hamiltonian Monte Carlo:

Single-event parameters: masses, spins, distance

Population parameters: spectral index of mass distribution, cutoffs, , H0 Ωm

Still MC integrals

Mancarella+2025

Continuous GMM



Prior construction for the mass mixture

1. Mixture complexity
We use a finite stick-breaking construction with

Kmax = 15.

The component weights are generated as

vk → Beta(1, ωDP), wk ↑ vk

)︄

ω<k

(1 ↓ vω),

with concentration hyperprior

log
[︄

ω→1
DP

]︄
→ N (↓1.5, 0.52).

Although Kmax = 15 components are available, the stick-breaking prior
allows unnecessary components to receive negligible weight. The e!ective
complexity is therefore inferred from the data.

2. Component locations
The Gaussian centres are defined in the (log m1, log m2) plane:

µ2k = µ1k + log qµ,k , 0 < qµ,k < 1.

For ε ↔ {µ1, qµ}, bounded priors are implemented through

εk = εlow + (εup ↓ εlow) sigmoid(uε,k ),

uε,k → N (0, 1).

The broad data-adaptive bounds define the accessible mass region without
imposing where population features should appear.

3. Component widths
For j ↔ {1, 2}, the component widths are

ϑjk = Lj + ϖj eϑjk , ϱjk → N (0, 0.52).

The minimum width is tied to the typical single-event uncertainty:

Lj = 0.25 Q25%
[︄⌊︄

Std[log mj ]i
⌋︄]︄

.

This resolution floor prevents the reconstruction from fitting structures
much narrower than the mass resolution supported by the observations.

4. Correlation and shape
The correlation coe”cients are generated through

rk → Beta(3, 3),

and mapped to

ςk =
⌈︄

1 ↓ 0.252 (2rk ↓ 1).

This allows each component to describe structures that are not aligned with
either mass axis.
A soft aspect-ratio regularization,

amax = 1, sa = 0.5, φa = 0.5,

discourages extremely elongated or needle-like components without forcing
the Gaussians to be circular.

The priors suppress unresolved or pathological structures, while allowing the data to determine the number, locations, widths and orientations of the
mixture components.
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m 2
=

m 1

x = (logm1, logm2),

pm(m1,m2 | !m) → T (m1,m2)1(m2 < m1)

m1m2

Kmax)︄

k=1

wk N2(x | µk,”k) , Kmax = 15.

A flexible model for the source-frame masses

Mass model: pm(m1,m2 | ωm) → T (m1,m2)1(m2 < m1)

m1m2

Kmax)︄

k=1

wk gk(logm1, logm2)

gk(x1, x2) = N
)︄
x1 | µ1k,ω

2
1k

[︄
N
)︄
x2 | µ2|1,k(x1),ω

2
2|1,k

[︄
,

µ2|1,k(x1) = µ2k + ωk
ε2k

ε1k
(x1 → µ1k) ,

ω2|1,k = ω2k

)︄
1→ ε2k.

Centre of the 2D gaussian 
Width of the 2D gaussian 
Correlation coefficient

where

µ2k = µ1k + log qµ,k, 0 < qµ,k < 1

The secondary coordinate of the 2D Gaussian is parametrised w.r.t. the primary one as:µ1k, µ2k, ω1k, ω2k, εk

µk = {µ1k, µ2k}

µ1k, µ2k, ω1k, ω2k, εk

µ1k, µ2k, ω1k, ω2k, εk

• Mass distribution modelled as a weighted mixture of finite components defined in  

• : each component k is a  correlated 2D Gaussian in the joint plane gk

• The mixture weights do not  not correspond directly to physical population fractions 
since they are defined before applying mass tapers and the condition m2<m1 



Extended oblique deficit  
(clearly distinct from           in 2D)

Projections on 1D marginals
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Marginalization can merge distinct 2D 
structures or emphasize features 

associated mainly with one 
component mass.
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excess pattern with the higher-
mass feature 
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Projections on 1D marginals
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Recovery probability and strength

Recovery probability:

Strength:

• Concentrations: 

• Valleys: 

• Slope transitions:

https://www.google.com/search?sca_esv=46ee9a34cc4453a3&sxsrf=APpeQnsIWyPAlE2w96CpCahRNoyciZWBHA:1790890443179&q=Strength&spell=1&sa=X&ved=2ahUKEwiN1Mnl4pmXAxVDg_0HHe6xKNcQBSgAegQIFRAB




Inference: full-dimensional hierarchical sampling

p(ω,ε | {D}) → ω(ω)

ε(ω)Nobs

Nobs)︄

i=1

p(ϑi | Di)
ppop(ϑi | ω)
ωPE(ϑi)

• Single-event likelihoods are represented by continuous Gaussian-mixture surrogates. 
• Sampling is performed with GPU-accelerated NUTS in NumPyro: four chains with ̂r ∼ 1

Joint inference  
(mass+cosmo)

Correction for  
selection effects

Posterior  
diagnostic

Full inference:

• Selection effects are evaluated by reweighting detected MC injections 
• We require the Monte Carlo variance of the estimated log likelihood to 

satisfy

2

• Modeling selection effects instead requires propagat-
ing the tested population forward from past time
infinity to detection.

We first travel back in time (20 ! 0 Hz) when treating the
event likelihoods and then “back to the future” (0 ! 20 Hz)
when handling selection effects. Our DeLorean consists
of precession-averaged post-Newtonian (PN) evolutions.

II. STATISTICAL INFERENCE

The statistical problem we tackle is that of an inho-
mogeneous Poisson process including measurement errors
and selection effects [7, 8, 13]. We denote the parame-
ters of individual events with ✓ (e.g. BH masses, spins,
etc.) and those of the overarching population with �
(e.g. power-law index of the mass spectrum, etc.). The
targeted posterior is

p(�|d) / ⇡(�)��N (�)
NY

i=1

Z
ppop(✓|�)L(di|✓) d✓ (1)

where i = 1, ..., N labels the events in the catalog, d
indicates the entire data stream, di indicates a short
stretch of data around event i, L(di|✓) is the likelihood
of the single-event analysis, ppop(✓|�) is the population
model, and ⇡(�) is a prior on the population parameters.
Selection effects enter the population likelihood via

�(�) =

Z
ppop(✓|�)pdet(✓)d✓ (2)

where pdet(✓) 2 [0, 1] is the detection probability given a
binary with parameters ✓. The posterior of Eq. (1) has
been marginalized over the expected number of events
with a scale-free prior. The hyperparameters � thus only
capture the shape of the population distribution and
not the corresponding merger rate; this is equivalent to
imposing

R
ppop(✓|�) = 1.

For ppop(✓|�), we use the phenomenological model re-
ferred to as Power Law + Peak and Default Spin in
Ref. [5], which returns the highest Bayes factor among the
options they tested. The model covers dim(✓) = 6 event
parameters and dim(�) = 12 population parameters. The
distribution of the primary mass m1 is a superposition
of a power-law component with index ↵ truncated be-
tween mmax and mmin and a Gaussian component with
mean µm, width �m, and mixing fraction �m. The sec-
ondary mass m2 conditioned on m1 follows a power-law
distribution with index �q. The distributions of m1,2 are
smoothed over a range �m near mmin. The spin magni-
tudes �1,2 follow a beta distribution with mean µ� and
variance �2

�. The cosines of the angles between the spins
and the orbital angular momentum ✓1,2 are distributed
assuming a superposition of a uniform distribution and
a truncated Gaussian with a peak at cos ✓1,2 = 1, width
�t, and mixing fraction ⇣. Crucially, while we adopt the
same functional form of Ref. [5], the spin tilts ✓1,2 are

here inserted at past time infinity and not at detection.
The distributions of all other parameters (distance, sky
location, etc.) is assumed to be independent of � and
equal to the prior used in the underlying single-event
analyses.

The integrals at the numerator of Eq. (1) are approx-
imated with Monte Carlo summations using samples of
the posterior p(✓|di) / L(di|✓)⇡(✓) from the data release
accompanying Refs. [14] (O1+O2) and [2] (O3a), which in
total include 44 GW events with false-alarm rate < 1 yr�1.
The single-event priors ⇡(✓) are handled analytically with
suitable reweighting factors [15].

For the Power Law + Peak and Default Spin
model, BH masses and spins are not correlated and, con-
sequently, the population model ppop(✓|�) can be written
as the product of two terms, one only including masses
and one only including spins. In Ref. [5], the spin part
was included only in the integral of Eq. (1), and not in
that of Eq. (2). When computing �(�), they instead used
a fixed spin distribution, thus neglecting some � depen-
dencies and introducing a bias. This was motivated by
the large computational cost of the search injections used
to estimate pdet(✓).

We find that a simpler pdet(✓) prescription (as used pre-
viously, e.g. [16]) fully reproduces the results of Ref. [5]
while allowing for a consistent inclusion of spin effects.
In particular, we use the semianalytic approximation
of Ref. [17], assuming two data-taking periods of ap-
proximately 166 days (O1+O2 [1, 18]) and 150 days
(O3a [2]), and a single-detector signal-to-noise ratio (SNR)
threshold of 8 [19]. SNRs are computed with representa-
tive noise curves1 and the IMRPhenomPv2 waveform
model [20]. The integral at the denominator of Eq. (1)
is approximated with a Monte Carlo sum using samples
drawn from an injected population with p(m1) / m�2.35

1 ,
p(m2|m1) / m2

2 [2], uniform spin magnitudes, spin di-
rections with equally weighted isotropic and preferen-
tially aligned components (⇣ = 0.5 and �t = 0.02), and
redshifts distributed uniformly in comoving volume and
source-frame time.

The prior ⇡(�) is uniform over all 12 population param-
eters with limits and additional cuts as in Ref. [5]. We
sample p(�|d) using GWPopulation [21], Dynesty [22],
and Bilby [23].

III. SPIN PROPAGATION

We propagate BH spin orientations across emission
frequencies using the precession-averaged PN formalism
first developed in Refs. [11, 24]. We use an updated
version of the precession code2 which, leveraging new
analytical advancements [25, 26] and numerical recipes,

1
From dcc.ligo.org/LIGO-P1200087-v47 (“early high”, for O1+O2)

and dcc.ligo.org/LIGO-T2000012 (“Livingston”, for O3a).
2

See github.com/dgerosa/precession.
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ωSelection effects:

ω2
lnL < 1

ω2
lnL < 1


