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Krachmalnicoff et al. 2018



HFI 353 GHz LFI 30 GHz WMAP-K 

The most complete dataset we have (on full sky and large angular 
scales) is still coming from WMAP and Planck

What we know about Galactic 
foregrounds



HFI 353 GHz 
2deg

LFI 30 GHz 
2deg

WMAP-K 
2deg 

The most complete dataset we have (on full sky and large angular 
scales) is still coming from WMAP and Planck

What we know about Galactic 
foregrounds



Planck Collaboration: Dust polarized foregrounds
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Fig. 2. CMB-corrected EE (red diamonds), BB (blue squares), and T E (black circles) power spectra at 353 GHz, for each of the six
sky regions that we analyse. The dashed lines represent power-law fits to the data points from ` = 40 to 600. The exponents of these
fits, ↵TE, ↵EE, and ↵BB, appear on each panel.

3.1. Planck angular power spectra at 353 GHz

The power-spectrum analysis of Planck dust polarization in
PXXX was limited to multipoles ` > 40, due to residual sys-
tematics in the available maps. The improvements made in cor-
recting Planck systematics for the new data release allow us to
extend the range of scales over which we can characterize dust
polarization.

The EE, BB, T E, T B, and EB power spectra are com-
puted with the XPol code (Tristram et al. 2005). Following
the approach in PXXX and PL, to avoid a bias arising from
the noise, we compute all of the Planck power spectra using
cross-correlations of maps with independent noise, specifically
the half-mission maps. To present a characterization of fore-
grounds that is independent of component-separation methods,
we chose not to use the CMB polarization maps described in
Planck Collaboration IV (2018). Instead, the CMB contribution
is subtracted from the power spectra using the Planck 2015
⇤CDM model (Planck Collaboration XIII 2016). The power
spectra shown in the figures and tables below are in terms of
D`XY ⌘ `(` + 1)CXY

` /(2⇡), where X 2 {T, E, B}, Y 2 {E, B},
and CXY

` is the XY angular power spectrum. The error bars are
derived from the simulations described in Appendix A; they in-

clude the cosmic variance of the CMB computed for each sky
region, because the CMB is subtracted using the Planck 2015
⇤CDM model.

We examine six nested regions at high Galactic latitude, with
an e↵ective sky fraction f e↵

sky ranging from 24 to 71 %. These
regions are defined using the same set of criteria as in PXXX,
meant to minimize dust polarization power for a given sky frac-
tion, and with the same apodization (see Fig. 1). The regions
di↵er only in the masking of point sources; we mask a smaller
number of sources that are polarized. We keep the same “LRnm”
nomenclature, where “nm” is f e↵

sky as a percentage. Table C.1 lists
other properties of the regions, including the mean specific inten-
sity at 353 GHz, hI353i in MJy sr�1, and the mean Hi column den-
sity, NH in units of 1020 cm�2, inferred as in PL from the Planck
dust opacity map in Planck Collaboration Int. XLVIII (2016).

The EE and BB spectra are tabulated in Table C.1 and pre-
sented in Fig. 2 for each of our six sky regions. For the lowest
multipole bin (` = 2–3), we report a value for only the largest
sky region LR71, over which it is best measured. In Fig. 3, we
present spectra computed on the northern and southern parts of
the LR42, LR52, LR62, and LR71 regions.
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Planck Collaboration: Dust polarization at high latitudes

Fig. 5: Ratio of the amplitudes of the DBB
` and DEE

` dust
power spectra at 353 GHz for the di↵erent LR regions defined
in Sect. 3.3.1, distinguished here with fsky. The mean value⌦
ABB/AEE↵ = 0.52 is plotted as a dashed line.

rived from these fits are listed in Table 1 (the ABB amplitudes
can be retrieved from the ABB/AEE ratio), and plotted as a func-
tion of hI353i in Fig. 4, after normalization by the maximum
value found for the largest region (LR72). We fit the empiri-
cal dependence of these amplitudes on hI353i as a power law
of the form AXX(hI353i) = KXXhI353i✏XX where X 2 {E, B}. The
two fitted exponents are quite similar, ✏EE = 1.88 ± 0.02 and
✏BB = 1.90 ± 0.02. The exponent that we find for polarization
is close to the one observed in the di↵use interstellar medium
for the dust intensity, consistent with ATT

⌫ / hI⌫i2, where hI⌫i is
the mean value of the dust specific intensity (Miville-Deschênes
et al. 2007). Values close to 2 are expected, because we compute
angular power spectra, which deal with squared quantities.

Although the data points roughly follow this hI353i1.9 depen-
dence, the empirical law fails to fully describe individual dust
amplitudes (e.g., the estimate is o↵ by about 20 % for DBB

` on
LR33). The scaling can help to asses the order of magnitude of
the dust polarization level on a specific region, but is not a sub-
stitute for actually characterizing the polarized angular power
spectra.

4.4. Amplitude of DBB
` relative to DEE

`

We examine the ratio of the amplitudes of the fitted power laws
found in Sect. 4.3. The ABB/AEE ratios are listed in Table 1,
and plotted for di↵erent values of fsky in Fig. 5. For all of the
LR regions, we observe more power in the DEE

` dust spec-
trum than in DBB

` . All ratios are consistent with a value of
ABB/AEE = 0.52 ± 0.03, significantly di↵erent from unity, over
various large fractions of the intermediate latitude sky.

This result is not taken into account in existing models of
polarized microwave dust emission that have been developed
to test component separation methods. . For example, we have
computed the DEE

` and DBB
` spectra over the LR regions for the

Planck Sky Model (Delabrouille et al. 2013) and the model of
O’Dea et al. (2012); for both models and all LR regions we find
a ratio ABB/AEE close to 1. However, these two models are based
on a very simplified picture of the Galactic magnetic field geom-
etry and assumptions on how the polarized emission depends on
it. Further insight into the structure of the dust polarization sky
is required to account for the observed ratio.

Fig. 6: Frequency dependence of the amplitudes AEE,BB of the
angular power spectra, relative to 353 GHz (see details in
Sect. 4.5). Results for DEE

` (red squares) and DBB
` (blue cir-

cles) for the smallest region, LR24. These include evaluations
from cross-spectra involving polarization data at two frequen-
cies, plotted at the geometric mean frequency. The square of
the adopted relative SED for dust polarization, which is a mod-
ified blackbody spectrum with �d = 1.59 and Td = 19.6 K,
is displayed as a black dashed line. The ±1� uncertainty area
from the expected dispersion of �d, 0.03 for the size of LR24
as inferred from Planck Collaboration Int. XXII (2014) (see
Sect. 2.2.1), is displayed in grey.

4.5. Amplitude dependence on frequency

Finally, we explore the frequency dependence of the amplitude
of the angular power spectra. We compute the DEE

` and DBB
`

angular power spectra from the Q and U DetSet maps at 100,
143, 217, and 353 GHz (see Sect. 3.2). From these four sets of
polarization maps, we compute ten power spectra: 100 ⇥ 100;
100⇥143; 100⇥217; 100⇥353; 143⇥143; 143⇥217; 143⇥353;
217 ⇥ 217; 217 ⇥ 353; and 353 ⇥ 353.

The ten angular cross-power spectra are consistent with a
power law in `, with the exponent ↵EE,BB = �2.42 measured at
353 GHz (Sect. 4.2). Therefore, to each of these spectra we fit
the amplitudes of a power-law function that has a fixed exponent
↵EE,BB = �2.42, in the range 40 < ` < 500, for DEE

` and DBB
` .

As an illustration of the quality of the fit, for the smallest region
(LR24, fsky = 0.3) the averages and dispersions of the �2 (21
degrees of freedom) of the fits are �2

EE = 13.4 ± 8.2 and �2
BB =

12.8 ± 6.9 for the ten cross-frequency spectra.
To compare the frequency dependence of the results of the

fits to that expected from the SED for dust polarization from
Planck Collaboration Int. XXII (2014), we converted the fitted
amplitudes AEE,BB from µK2

CMB to units of (MJy sr�1)2, taking
into account the Planck colour corrections.11 For all regions, we
examined the frequency dependence by plotting the amplitudes
normalized to unity at 353 GHz, versus the e↵ective frequency.12

A representative example is shown in Fig. 6 for the smallest re-
gion, LR24 ( fsky = 0.3).

11 Conversion factors were computed as described in Sect. 2.1, here
using colour corrections corresponding to a dust modified blackbody
spectrum with �d = 1.59 and Td = 19.6 K.

12 For a cross-spectrum between data at frequency ⌫1 and frequency ⌫2
the e↵ective frequency is taken for convenience as the geometric mean,
⌫e↵ ⌘

p
⌫1⌫2.
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Thermal dust power spectra are 
well measured by Planck 353 GHz
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Planck 2018 results XI

Dust-Synch cross correlation is well measured (at large scales), and 
average  is well constrained from dataβd
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Planck intermediate results XLVIII, 2016  Planck intermediate results L, 2017 

Amplitude of  spatial variation and dust frequency decorrelation 
remains uncertain

βd
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Planck Collaboration: Di↵use component separation

Fig. 9. Synchrotron spectral index as a function of Gibbs iteration binned using the final BeyondPlanck analysis configuration with four disjoint
regions and a prior of �s = �3.3 ± 0.1. Dotted lines indicate regions that are sampled exclusively from the prior distribution, while solid lines
indicate regions that are sampled from the full posterior distribution.

Fig. 10. Posterior mean (left panel) and standard deviation (right panel) maps of the spectral index of polarized synchrotron emission. Note that a
prior of �s = �3.3 ± 0.1 is applied to all four regions, but only the Galactic Spur and Galactic Plane regions are constrained with data through the
likelihood; see Sect. 5.3.2 for further discussion.

posterior by �� . 0.1. For a more realistic possible prior shift of
�p� = 0.2, the final posterior shifts will be �� . 0.03, which is
small compared to the overall variations seen in Fig. 9. In short,
the Spur and Galactic plane regions are signal-dominated, and
the prior is of limited importance.

Figure 12 compares the posterior distributions for these two
regions. For these, we find posterior mean and standard devia-
tions of �Spur

s = �3.17 ± 0.06 and �Plane
s = �3.03 ± 0.07. Both of

these values are consistent with earlier constraints in the litera-
ture, that suggests a steepening of the spectral index from low
to high latitudes (e.g., Fuskeland et al. 2021; Krachmalnico↵
et al. 2018). Similarly, Dunkley et al. (2009) reports a variation
of ��s = 0.08 between low and high Galactic latitudes using the
WMAP data, while we find a variation of ��s = 0.14 between
the Galactic plane and the Spur using both WMAP and LFI data.

The steepening is however only statistically significant at the 2�
level as determined in the current analysis.

Next, to illustrate the importance of marginalization over
TOD parameters, Fig. 13 compares the full marginal posterior
distribution (thick blue histogram) with a similar posterior distri-
bution that fixes the TOD parameters at one arbitrary Gibbs sam-
ple (thin blue histogram). Thus, the former marginalizes over the
full BeyondPlanck data model, while the latter only marginal-
izes over foreground parameters and white noise. The relative
widths of the two distributions clearly demonstrates the impor-
tance of accounting uncertainties in the full parameter sets, and
correspondingly also the advantage of joint global parameter es-
timation.

As an additional validation of these results, we replace the
three BeyondPlanck-processed LFI frequency map samples with
the corresponding preprocessed Planck DR4 maps (Planck Col-
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N. Krachmalnico↵ et al.: The S-PASS view of polarized Galactic Synchrotron at 2.3 GHz

Fig. 9. Upper panels: synchrotron spectral index map derived as de-
scribed in the text. Middle panels: 1� uncertainty on �s. Lower panels:
significance of the spectral index variation with respect to �s = �3.2,
corresponding to the value at which the distribution of the �s on map
peaks (see Figure 10). Note that colors are saturated for visualiza-
tion purposes. The complete range of values is: �4.4  �s  �2.5,
�1.6  log10[�(�s)]  0.03, �6  S/N  20

– we add a noise realization representative of WMAP/Planck
noise to the extrapolated maps;

– on this set of simulated maps we estimate the value of the
spectral index �⇤

s
with the procedure used for data;

– we compute the power spectrum of the �di f f = (�⇤
s
� �s)

map (thin grey lines on Figure 11);
– we repeat this procedure a hundred time changing the

noise realizations;
– we evaluate the noise bias as the mean of the obtained one

hundred spectra (black line on Figure 11);
– the unbiased �s spectrum is obtained by subtracting this

mean curve to the spectrum of �s;

Fig. 10. Comparison of the normalized histograms of the synchrotron
spectral index map obtained from data (indigo) and simulation (cyan
line). The dashed line is at �s = �3.2, where the �s distribution peaks
and also represents the reference value of the simulated case.

Fig. 11. Angular power spectrum of the S � PAS S �s map before
(cyan) and after (purple) correction for the contribution of noise.
For a complete description of the Figure see text in Section 5.3.

– error bars on the unbiased spectrum are obtained as the
standard deviation of the hundred noise spectra.

The unbiased spectrum is shown in Figure 11 in purple,
for the four multiple bins not compatible with zero. In or-
der to extrapolate the amplitude of fluctuations at all angu-
lar scales we fit these points with a power law model with
C` / `�, finding a value of � = �2.6±0.2 (dashed purple line).
We also compare our results with the power spectrum of the
synchrotron spectral index map (computed on the same 30%
sky region of our analysis) currently used in the sky mod-
eling for many CMB experiments, i.e. the map included in
the PySM simulation package (Thorne et al. 2017)), shown
in orange on Figure 11. We stress that this map was obtained
combining the first WMAP polarization data with the Haslam
total intensity ones at 408 MHz (Haslam et al. 1981), consid-
ering a model for the Galactic magnetic field, and it includes
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Fig. 10. Comparison of the normalized histograms of the synchrotron
spectral index map obtained from data (indigo) and simulation (cyan
line). The dashed line is at �s = �3.2, where the �s distribution peaks
and also represents the reference value of the simulated case.

Fig. 11. Angular power spectrum of the S � PAS S �s map before
(cyan) and after (purple) correction for the contribution of noise.
For a complete description of the Figure see text in Section 5.3.

– error bars on the unbiased spectrum are obtained as the
standard deviation of the hundred noise spectra.

The unbiased spectrum is shown in Figure 11 in purple,
for the four multiple bins not compatible with zero. In or-
der to extrapolate the amplitude of fluctuations at all angu-
lar scales we fit these points with a power law model with
C` / `�, finding a value of � = �2.6±0.2 (dashed purple line).
We also compare our results with the power spectrum of the
synchrotron spectral index map (computed on the same 30%
sky region of our analysis) currently used in the sky mod-
eling for many CMB experiments, i.e. the map included in
the PySM simulation package (Thorne et al. 2017)), shown
in orange on Figure 11. We stress that this map was obtained
combining the first WMAP polarization data with the Haslam
total intensity ones at 408 MHz (Haslam et al. 1981), consid-
ering a model for the Galactic magnetic field, and it includes
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Fig. 11. Normalized histogram of synchrotron spectral index (�s) for
the Spur region using two di↵erent priors. The solid lines show the
marginal distribution of spectral index values without TOD sampling
using a prior (dotted lines) of �s = �2.8 (red), and �s = �3.3 (blue).

Fig. 12. Normalized histogram of synchrotron spectral index (�s) for
the Spur and Plane regions over the 500 ensemble Gibbs samples, with
corresponding prior, P(�s).

laboration Int. LVII 2020). In this case, we find spectral indices
of �Spur

s = �3.20 ± 0.06 and �Plane
s = �3.06 ± 0.06, respectively,

which are individually statistically consistent with the Beyond-
Planck results at the 0.5� level.

5.3.3. Thermal dust spectral index

For polarized thermal dust emission, we fit only one power-law
index, �d, across the full sky, while fixing the dust temperature on
the latest Planck estimate (Planck Collaboration Int. LVII 2020).
This is exclusively due to a limited signal-to-noise ratio, and not
a statement regarding the complexity of the true sky. In this case,
we adopt a prior of �d = 1.56 ± 0.10, motivated by the most
recent Planck HFI results (Planck Collaboration IV 2018; Planck
Collaboration Int. LVII 2020).

The resulting posterior distribution is shown in Fig. 14,
which may be reasonably approximated as a Gaussian with
�d = 1.62 ± 0.04. This mean value is thus slightly steeper than
expected based on HFI, with a statistical significance of about
1.5�. Furthermore, the uncertainty is significantly smaller than

Fig. 13. Normalized histogram of synchrotron spectral index (�s) for
the Spur region using a prior of �s = �3.3. The bold line shows the
full BeyondPlanck posterior distribution including TOD sampling, and
the thin line shows the corresponding posterior distribution when con-
ditioning on TOD parameters.

Fig. 14. Normalized histogram of thermal dust spectral index (�d) over
the 500 ensemble Gibbs samples, with corresponding prior.

the prior width, which suggests that the result is indeed data-
driven, even when marginalizing over the full BeyondPlanck in-
strument model.

While we caution against over-interpreting the significance
of this result, we do note that a possible spectral steepening in
the thermal dust SED around 100 GHz would have dramatic con-
sequences for future high-sensitivity B-mode experiments. Thus,
understanding whether this result is due to a statistical fluke, or
instrumental modeling errors (for instance, because of an overly
simplistic bandpass correction model), or actual astrophysics is
an important goal for future analysis. Including Planck HFI fre-
quencies between 100 and 217 GHz in a future analysis will
clearly be informative in this respect.

6. Summary and conclusions

The two main goals of this paper are to introduce a Bayesian
sampling algorithm for polarized CMB foreground models as
embedded within the end-to-end BeyondPlanck framework, and
to present the first results from this pipeline as applied to the
Planck LFI data set. This is the first time a joint global paramet-
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 spatial variation is poorly constrained from Planck and WMAP data, 
but low frequency data can provide additional information (on 

partial sky)

βs
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foregrounds

BeyondPlanck XV, 2022 Krachmalnicoff et al. 2018



Planck Collaboration: Dust polarized foregrounds
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Fig. 6. Power spectra of T B (red diamonds) and EB (blue squares) at 353 GHz for the six sky regions. The error bars are derived
from the E2E simulations. A power-law fit to the T B data (solid red line) reveals an overall positive T B signal, not seen in the E2E
simulations. The EB power (solid blue line fit) is consistent with zero.

All 28 spectra are computed for each of the six sky regions
described in Sect. 3.1, within nine multipole bins in the range
4  `  159. The specific multipole bins are top-hat (flat) in
the following ranges: 4–11; 12–19; 20–39; 40–59; 60–79; 80–
99; 100–119; 120–139; and 140–159. Low signal-to-noise ratios
prevent us from deriving meaningful SED parameters at higher
multipoles. Fig. 7 presents an example for B modes in the LR62
region for two multipole bins, ` = 4–11 and 40–59.

4.2. Spectral model

Our SED analysis includes polarized synchrotron
emission spatially correlated with polarized thermal
dust emission (Kogut et al. 2007; Page et al. 2007;
Planck Collaboration Int. XXII 2015; Planck Collaboration X
2016). We use the following spectral model, introduced by

Choi & Page (2015):

DXX
` (⌫1 ⇥ ⌫2) = AXX

s

✓⌫1⌫2
302

◆�s

+ AXX
d

✓ ⌫1⌫2
3532

◆�d�2 B⌫1 (Td)
B353(Td)

B⌫2 (Td)
B353(Td)

+ ⇢XX(AXX
s AXX

d )0.5
" ✓ ⌫1

30

◆�s
✓ ⌫2
353

◆�d�2 B⌫2 (Td)
B353(Td)

+
✓ ⌫2
30

◆�s
✓ ⌫1
353

◆�d�2 B⌫1 (Td)
B353(Td)

#
, (2)

where X 2 {E, B} and DXX
` (⌫1 ⇥ ⌫2) is the amplitude of the

XX cross-spectrum between frequencies ⌫1 and ⌫2 (expressed
in GHz) within a given multipole bin `, expressed in terms of
brightness temperature squared. The Planck function B⌫(Td) is
computed for a fixed dust temperature Td = 19.6 K, derived from
the fit of the SED of dust total intensity at high Galactic lati-
tude in Planck Collaboration Int. XXII (2015). We use a fixed
temperature because, over microwave frequencies, the dust SED
depends mainly on the dust spectral index of the modified black-
body (or MBB) emission law and the temperature cannot be de-
termined independently of the spectral index. As discussed in
Planck Collaboration Int. XXII (2015) and Choi & Page (2015),
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From Planck data we have a 
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PySM is the current most up-to-date library of FG models, used by all CMB 
collaborations for validation/testing of pipelines and forecasts

Current available models

Pan-Ex Collaboration, 2025



Current available models

Simplified model, 
already ruled out by 
data, useful to 
validate pipelines (similar 
to d0s0)

PySM is the current most up-to-date library of FG models, used by all CMB 
collaborations for validation/testing of pipelines and forecasts

Pan-Ex Collaboration, 2025



Model based on our 
current knowledge 
and constraints from 
observations (similar to 
d1s1)

PySM is the current most up-to-date library of FG models, used by all CMB 
collaborations for validation/testing of pipelines and forecasts

Current available models

Pan-Ex Collaboration, 2025



More complex model, 
representing one of 
the possible scenarios, 
but currently not 
sustained by data

PySM is the current most up-to-date library of FG models, used by all CMB 
collaborations for validation/testing of pipelines and forecasts

Current available models

Pan-Ex Collaboration, 2025



Are these models sufficient?
Line-of-sight dust complexity

• If multiple dust clouds are present along the line-of-sight with different SED and orientation de-
correlation is expected, as Q and U have different frequency scaling


• Hints of detection in Planck 353 GHz map

impact on component separation Pelgrims et al. 2021



Dust EB correlation
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Filament 
Magnetic Field

Figure 2. Hi⇥Hi cross-correlations as a function of a uni-
form rotation angle ( ) applied to QHI and UHI, described
in Section 4.1. The cross-correlation amplitude is measured
at ` = 140 for the TB (orange), TE (green), and EB (pur-
ple) signals. Top axis illustrates the conceptual meaning of
 . When  = 0, correlations are shown for the raw Clark &
Hensley (2019) Hi-based Stokes parameter maps, for which
filamentary Hi structures are perfectly aligned with the mag-
netic field by construction. Nonzero  represents a misalign-
ment between Hi structures and the magnetic field, and the
TB correlation peaks when  = ⇡/4.

a maximum. This is consistent with our expectation
that these Hi-based maps represent “perfect alignment”
between density structures and the magnetic field by
construction.

The introduction of nonzero  represents an artificial,
uniform misalignment between the Hi structures and the
magnetic field. When  = 0, THiBHi

0 is consistent with
0, and THiEHi

0 is at its maximum value. THiBHi
0 is at

a maximum when  = ⇡/4 and at a minimum when
 = �⇡/4. This is consistent with our intuitive expec-
tation that a 45� misalignment between a filament and
the magnetic field will generate the strongest B-mode
polarization signal.

This calculation also clearly demonstrates that if fila-
ment misalignment is generating nonzero TB, it neces-
sarily also generates nonzero EB (except for  = ±⇡/4,
but this would yield zero TE). Furthermore, in this sim-
plified misaligned filament model, the sign and magni-
tude of EB can be predicted by measuring TE and TB.
This carries important implications that we will return
to in Section 5. Here, we will test whether there is ev-
idence for a misaligned filament origin for the nonzero
TB353 in Planck data.

4.2. TB is related to �✓(Hi, 353)

We introduce a proxy for the degree of local filament
misalignment by quantifying the di↵erence between the

Figure 3. Map of �✓(Hi, 353), the signed angular di↵er-
ence between Planck ✓353 and ✓HI computed from the Clark
& Hensley (2019) maps. �✓(Hi, 353) is calculated at 16.20

resolution, the native resolution of Hi4PI. This map is in a
mollweide projection centered at (l, b) = (0, 0).

353 GHz polarization angle and the Hi-based polariza-
tion angle. We define

�✓(1, 2) =
1

2
arctan

✓
sin(2✓1) cos(2✓2) � cos(2✓1) sin(2✓2)

cos(2✓1) cos(2✓2) + sin(2✓1) sin(2✓2)

◆
,

(4)
the signed di↵erence between angles ✓1 and ✓2. We apply
Equation 4 to ✓HI and ✓353 calculated from the NPIPE full
maps to compute �✓(Hi, 353), the signed angular dif-
ference between the Hi-based polarization angle and the
353 GHz polarization angle. We compute �✓(Hi, 353) at
the 16.20 resolution of the Hi4PI data (Figure 3).

If the observed nonzero TB is related to a misalign-
ment between ISM density structures and the mag-
netic field, the observed TB signal should be related
to �✓(Hi, 353), our proxy for the angular di↵erence be-
tween the orientation of dusty filaments and the local
magnetic field. In particular, we expect the sign of
�✓(Hi, 353) to be correlated with the sign of TB.

We test a series of modifications to the Planck 353
GHz polarization data to test the hypothesis that the
Galactic TB signal is related to �✓(Hi, 353). For each
test we modify Q353 and U353 by applying a rotation by
an angle  to each pixel based on some criterion. We
compute

"
Q0

353

U 0
353

#
=

"
cos(2 ) �sin(2 )

sin(2 ) cos(2 )

#"
Q353

U353

#
(5)

where  is determined based on the sign of �✓(Hi, 353),
i.e.,  is one of

 + =

8
<

:
R, if �✓(Hi, 353) > 0

0, otherwise
(6)

• The TB dust correlation observed in Planck 
data can be explained by misalignment 
between filamentary dust structure and the 
plane-of-sky magnetic field


• The same mechanism would similarly give rise 
to EB correlation, although not detected yet

impact on cosmic birefringence 

Are these models sufficient?

Clark et al. 2021



Small scale non-Gaussianity Synchrotron curvature
Changes in the cosmic-ray electron spectrum and line-
of-sight mixing can produce an effective curved SED


Observed in total intensity, not clear detection yet in 
polarization 

impact on lensing reconstruction impact on component separation 

Are these models sufficient?

Kogut 2010



Some of these physically motivated, but not yet observed, foreground features are already included 
in current simulation templates.

Line-of-sight dust complexity

d12 PySM model implements a six-
layer  dust model, with Gaussian 
realization of  and  for each layerβd Td

0.9 2.5βd

15 25Td(K)

Are these models sufficient?

Pan-Ex Collaboration, 2025



Dust EB correlation
PySM models do not have a “coherent” EB correlation. 


Filament model at 353 GHz 


Line-of-sight dust complexity

Some of these physically motivated, but not yet observed, foreground features are already included 
in current simulation templates.

Are these models sufficient?

Hervıas-Caimapo et al. 2022



NN based model with non-Gaussian small features up to 3 arcmins

Dust EB correlation
Line-of-sight dust complexity

Small scale non-Gaussianity


Some of these physically motivated, but not yet observed, foreground features are already included 
in current simulation templates.

Are these models sufficient?

Jian et al. 2025



Dust EB correlation
Line-of-sight dust complexity

Small scale non-Gaussianity

Synchrotron curvature

-0.07 -0.04cs

PySM s7 model implements 
synchrotron curvature by 
modulating it with large scale 
total intensity features

Some of these physically motivated, but not yet observed, foreground features are already included 
in current simulation templates.

Are these models sufficient?

Pan-Ex Collaboration, 2025



Line-of-sight dust complexity


Dust EB correlation


Small scale non-Gaussianity


Synchrotron curvature

d12 PySM model implements a 6 -ayers dust 
model

s7 PySM model implements a full sky variable 
synchrotron curvature

Current PySM models do not include a 
coherent EB correlation. A filament-based 
model has been proposed at 353 GHz.

NN based model with non-Gaussian small 
features up to 3 arcmins

These models are useful for stress testing pipelines, but they should 
not be mistaken for realistic representations of the microwave sky.


Some of these physically motivated, but not yet observed, foreground features are already included 
in current simulation templates.

Are these models sufficient?



What to do next
• We must accept that our knowledge of foregrounds is 

fundamentally incomplete.


• Partial improvements will come in the near to mid term from low-
frequency observations (e.g. QUIJOTE, CBASS) and ongoing CMB 
experiments (Simons Observatory, BICEP, SPT), but on partial sky.


• New complete full-sky foreground models, including large angular 
scales, will most likely only become available with LiteBIRD's multi-
frequency space observations.

The way forward is to tackle the problem from multiple directions!




Tunable models
• There will be no single sky model that can 

serve as the baseline for pipeline 
development and validation.


• A possible approach is to build a set of 
tunable models, parameterizing the 
physical features we expect but whose 
amplitudes remain uncertain.


• Varying these parameters would enable 
systematic testing and optimization of 
component separation methods


• The moment expansion framework 
provides one way to achieve this flexibility 

What to do next

Vacher et al.  2025



Component separation and blind application
• Component separation algorithms have advanced significantly since the Planck era.


• There is still substantial room for improvement, but developing and validating new 
methods takes time.

• At the same time, we should avoid 
unnecessarily overcomplicated 
component-separation models if the 
data do not justify them


• Blind analyses can provide a rigorous 
way to validate our methods: 
recover the CMB without knowing 
the complexity of the simulated 
foregrounds or the input 
cosmological parameters.

What to do next

Credits: Alessandro Carones



Robustness tests
• In parallel we should develop robustness tests able to confirm/reject the 

cosmological origin of any possible r detection


CMB solution 

(CMB+noise+FG residuals)

Biased r

Simulations with 
noise + CMB with r 
inferred from data

Statistical comparison

What to do next

Ranucci et al. 2026a, 2026b (in prep)



Robustness tests
• In parallel we should develop robustness tests able to confirm/reject the 

cosmological origin of any possible r detection


CMB solution 

(CMB+noise+FG residuals)

Simulations with 
noise + CMB with r 
inferred from data

Statistical comparison

Statistics based on wavelet transform, 
convolving maps with oriented filters

For a LB-like experiment we can identify 
false r detections at the level of rFG ~ 0.001


What to do next

Ranucci et al. 2026a, 2026b (in prep)



Likelihood
What to do next

• Likelihood models can also be extended to 
account for uncertainties in foreground 
properties.


This requires an appropriate parameterization of foreground complexity.

• This requires an appropriate parameterization/
data driven templates


• The data — not our assumptions — should 
determine how much model complexity is 
needed

Carones 2026



Personal conclusions
• We must accept that our knowledge of Galactic foregrounds is fundamentally 

incomplete and will likely remain so in the near to medium term.


• Foreground models will continue to improve, but we should not expect a complete, 
reliable full-sky baseline model before the next generation of CMB observations.


• Our knowledge of foregrounds will evolve at the same time as the arrival of new high-
sensitivity CMB data.


• This inevitably is challenging and introduces risk for CMB experiments, and that risk must 
be explicitly acknowledged.


• We can mitigate this risk by tackling the problem from multiple directions: developing 
tunable foreground models, improving component-separation methods, performing 
robust validation tests, and extending the likelihood framework.


• We should also trust our ability to adapt: unforeseen challenges will arise with the next 
generation of high-sensitivity data, but they can be addressed as they emerge.


