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HEP Uses ML Today — But Frontier Adoption Still Lags

ML is already valuable in high—energy physics, but turning frontier models into reliable inference systems remains slow.

Current use in HEP Frontier DL keeps moving

@ Why the adoption gap?

p HEP toda Industry / academia
Jet/ flavor tapging @ n Reasoning models & test-time compute d frontier
° planning, chain-of-thought, adaptive compute |
L[] . . ‘
Cilatimaten AL F B) Muitimodal foundation models
¥ u text, image, audio, video, scientific data
Tracking reconstruction ‘
.@ Agents & tool use ‘
() [ workflow automation, tool calling, orchestration | WHY does this gap exist?
n World models / generative simulation ‘ Frontier DL evolves faster than experiment software cycles
diffusion, generative environments,
synthetic data G Deployment know-how is fragmented and hard to reuse
) & i . - o
— B Long-context memory & retrieval e From trained model to production inference is still manual
-Q RAG, memory, million-token context
==. B Efficient serving & new architectures HOW TO BRIDGE THIS GAP?
-.!_g . MoE, state-space models, quantization, . .
speculative decoding Standardize portable inference workflows

Anomaly detection Trigger systems Industry and academic now push reasoning, multimodality,
agents, world models, long context, and efficient serving —
far beyond the narrow supervised pipelines common in HEP.

. J . N

Automate optimization, backend selection, and deployment

Q@

Build validated, reusable tools for HEP

HEP does not lack ML models; it lacks a scalable path from frontier models to validated deployment.
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Why Deployment Becomes the Bottleneck in HEP

Unlike ordinary ML serving, HEP inference must satisfy extreme timing, data-rate, hardware, and physics-validation constraints.

Representative operating regimes

Microsecond latency

@ In HEP, deployment candidates must pass timing, resource, physics-fidelity, and reproducibility gates.

A3D3 Institute @ « Trigger paths can require ps-scale decisions.
10" | FPGA/ASIC 1 PB/yr . ¢ Slow inference may be unusable, not merely inconvenient.

o 1 TB/yr d
a 107 | ® .
. T Huge data rates
Q
+ CPU/GPU Onli ; d
© 105 - 4 e Online systems process continuous detector streams.
8 LHC HLT Google Cloud ¢ High throughput is mandatory; buffering is limited.
m 1T ud {
T 108} & i = : —
o)) f ,,Wi‘ ( .
£ g Fixed hardware budgets

1L - 4
g 10 LHC L1T ISUNE e CPU / GPU / FPGA targets impose resource, memory,
g and power limits.
w 10° | LIGO ZTF . ‘ o Operator support and lmplementatlon details depend on the backend.

Neuro ° o ° —
7 o i ( y . £
107 1 lceCube @ Netflix 4K UHD Physics ﬁdellty & validation
10-8 1 Ol_e 1 0_4 1 O_ 100 102 164 165 e Accuracy loss can become physics inefficiency or systematic bias.
Latency requirement [s] e Results must be reproducible, auditable, and stable over
. g . long experiment lifetimes.
HEP trigger and online systems operate in ) . .
unusually demanding latency and streaming-rate regimes. o
Source: A3D3 Institute (2022), https://a3d3.ai/ ; also shown in Indico: https://indico.global/event/12246/contributions/109491/ Q A trained model is not yet a deployable inference system.

|
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Deployment is a workflow, not one step

In practice, deployment spans architecture choices, compression, and hardware-specific tuning — often repeated manual decisions rather than a single conversion step.

17t Workshop of the FCPPN/L

Each stage adds target-specific choices and expert effort.

Trained model 1. Architecture optimisation 2. Model compression 3. Heterogeneous acceleration
o 9
22NN TIEY =
O |
« [ oo
: ‘ % 19 2
- ol s Quantization - o =
° NAS FP32 INT8
e custom architecture changes e custom architecture changes Rt > it co.mpller tuning
- . o - e quantization s operator fusion
o efficient model families e efficient model families .
e knowledge distillation e memory and scheduling

( Deployment = optimisation + compression + hardware mapping)

Not just format conversion Manual and iterative m System constraints dominate

. 4
Real deployment typically involves Q Different models and targets often ° The final solution must satisfy
redesign, approximation, and \j require repeated optimisation loops ‘To latency, memory, power, throughput,
system-level tuning. and expert intervention. and hardware compatibility.

‘ The bottleneck is not exporting a checkpoint — it is navigating the full workflow from model design to hardware-ready inference.

' )
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Deployment Is Fragmented Across Tools, Knowledge, and Process

The bottleneck is not one missing tool; it is a disconnected deployment ecosystem.

( N\ [ N\ ([ M\
1. Tool fragmentation 2. Knowledge fragmentation 3. Process fragmentation
| | n .
Q) PyTorch | --- ONNX | --- » TensorRT .
(O e || G owex || b =| | M| | s |
1 - ] 1
1 e 1 1
i ,,// i E Paper Notebook Script Benchmark Export Optimize Compile Validate
; ~ . - T % / / result 4 A * l
L@] hlsdml & vidsHLS 1A OpenVINO | o\ / e : | l
oY ) [ ) - \\ \‘ “ /,,’ - : I,l Y
: a « 9, \ /
\\\\\ r w— m— ’/,” %9 } //"\\ \\\ "/ )
S~ .3 -1t f N oy 4 -——--- [ \I i e it \
| & TVM teall 0 0 T e -
Lt ) Researcher c Researcher * Fail
A B (left) Retry
® Different hardware families require different toolchains ® Results are stored in papers, scripts, and private notes ® Teams stitch together local scripts and one-off fixes
® Format conversion and operator support are inconsistent ® Success and failure cases are rarely structured for reuse ® Reproducibility and comparison across runs are difficult
® Optimizations that work on one stack may fail on another ® When people leave, key deployment know-how often ® Trial-and-error dominates instead of systematic search
L leaves too
\ v 7\ J

Fragmentation turns deployment into repeated local effort instead of reusable institutional knowledge.

The core problem is systemic: the ecosystem is fragmented across tools, knowledge, and process.
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Huge Deployment Search Space

Deployment is a constrained search over models, formats, optimizations, toolchains, and hardware.

—Q—
Model / Workload |

P T e ——
ParticleNet

Particle
Transformer (PaTr)

LorentzNet
CNN / ResNet

GNN

Jet tagging
: Tracking

Haier{ Calorimeter
reconstruction

Trained Checkpoint
Model (.pt/ .ckpt)

\5][?—’[9/

3

Framework / Source
Representation

lug >’ o PyTorch

> F  TensorFiow / Keras
; M Iax

i‘,. B

It [ axens

Transformer =1

U hisd4ml Hisdml-ready model

< / > Custom research code

Python module /
checkpoint

! Data Preprocessing
& Augmentation

=y

SN
Export / Intermediate
| Formats
e O TorchSeript
|+ & o
v P savedModel
I
{ FX G
b B o
TH b mr
> @ QONNX
+ (IR] HSR
{} JSON / YAML
config
Graph Semantics
o _o —
o v m
Static Graph Dynamic Gra
Data Layout
- {9
NHWC
Shapes
7 - @
[N
Dynamic Shapes Fixed Shapes

\

>

>

Y

9

Optimization & Transformation

Techniques
Quantization
Ml p@ AT w8 NT4
P16 BF16 Fined-point Hasd
precision
x Pruning
Unstructured Structured N:M sparsity
k Graph Optimization
Constant Operator
Fisen folding rewrite
Layout Kemel
transform auto-tuning
<> Compression / Architecture
R Low-rank
Distillation NAS position
Pacameter Knowlodge
Ly A sharing distillation
0— Deployment Knobs
o= ; Workspace
Batch size Calibration set memory
Parallolism / Stream /
Reuse factor ting pipeline dopth
Affinity / Bufering / Asynchronous
threading double buHering execution

’ (5

Compilers / Runtimes /

o

Validation / Objectives /

Final Hardware Inference

Toolchains Constraints
( CPU
GRU ool » @ Aany — (intel Intel Xeon /
- @z NVIDIA ¢y Torch- @3 NVIDIA | AMD EPYC / ARM
> TensorRT TensorRT CUDA 'ad —_——— =
Ei ® Latency i ‘ cloud offiine analytis
> NVIOIA TRITON o .. B
cuDNN @ INTERINCE STRVER ‘th > m Throughput r i
( GPU /DCU
» Filt
CPU Tools 1 ! Memory N| & ISc::e i, NviDGeU
o oM OpenviNG” | candidae
: - , Power / energy Pipelines ~»|| Sugon Sugon DCU (GPGPU)
> =
oneDNN q tvm MetaX  MetaX GPU
> Iy m Resource usage
i t | Intel Extension ®2°  (LUT/DSP/BRAM)
> nel. g, PyTorch / NNCF cloud real-time offline
. «W\— Numerical fidelity
o General Compiler Stack U AMD FPGA
1 T =/ & o -
- o Deterministic latenc; AERER AMD/Xilinx (Vitis)
> o?;:im 'f:(} MLIR V LLvM & S ’ AR AR = oy
: ‘ - ° Reproducibility Lt ‘ Intel e o
> IREE 1F TensorFlow Lite H AHRRR
| ki ‘ edge trigger real-time
N[ [EE] Feaswiey checks L/ \
y punikar Il | ] ( Edge / NPU / TPU
o/ hisaml & AN off vitsAl "_ I Profiling / o) Wi i)
* II benchmarking e
> WNADOF | ViisHLs || @3 QuARTus L ., @ nviDla  NVIDIA Jetson / Orin
l, -\‘ e s Candidates Quolcomm Qualcomm Al (Snapdragon)
o 4 OpencL OpenCL HLS Pt I e, GGoogle  TPU (Cloud / Edge)
J 1
L5 — —=— fi mr : ’ + + > HAILO Hailo Al Accelerator
1 1l | 1l
| |
|
Za

One model can map to many deployment pipelines — manual trial-and-error does not scale.

[ ]
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No Single Best Deployment: Pareto Trade-offs

Deployment is multi-objective: latency, throughput, resource usage, power, and accuracy trade off under target-specific constraints.

-

)

.

Deployment objectives are inherently multi-objective

10 _A @  Reference
‘ point r

_"-’\ 8 1 S S Hypervolume

, \\\ - HV(P*, r)

y 6 @

~ ®

< p \ -

v - <

& |

kA / \ o

2 -

o 2 [Pareto Front P*] .\ |

O—
\.\
0 T T T T - e
0 2 4 6 8 10

Objective f; (minimize)

)

g _ )
Multiple objectives
(@’) Lower is better on all objectives, but
gains in one often come at the
expense of another. J
: .
/ Pareto optimal candidates
.ll A candidate is useful when no other
option is better in all objectives at once.
J
Choice depends on context W
m Trigger, offline analysis, FPGA, GPU,
and cloud deployments may prefer
different trade-offs. )

Search, then select

Return a frontier of strong candidates
and choose according to experiment
priorities.

best deployment # single winner

| best deployment = context-dependent choice on a Pareto frontier

Optimization is not about one universal optimum — it is about navigating trade-offs under constraints.
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Moving target problem: models, tools, hardware keep changing '

Fast innovation continuously changes what is deployable, what is optimal, and what knowledge remains useful.
s R % B

1. Model architectures 2. Optimization & compression
e MoE reasoning models ﬁ e FP4 / NVFP4 / MXFP4
e Long-context / mtlhon-_token models \ / m e AWQ /GPTQ/ KV—c?ache quantization
e DeepSeek MLA attention e 2:4 structured sparsity
¢ Mamba-2 / SSM hybrids The best e Speculative decoding / distillation
New architectures introduce new operators, pipeline today The optimization toolbox evolves quickly,
L memory patterns, and deployment behaviors. ) may be changing the best trade-offs. B
( : e h obsolete )
3. Toolchains & runtimes yy, 4 Hardware platforms
e VLLM/ SGlang tomorrow. o . =+ NVIDIABlackwell B200 / GB200
 TensorRT-LLM / Tiiton el “\\ 18 ; Awomescus
e MLIR / TVM Unity LML) «  Sugon DCU GPU
e OpenVINO GenAl / llama.cpp * Meta X GPU / Edge NPU
Software stacks add capabilities, remove Targets keep changing across cloud, edge,
L bottlenecks, and shift feasibility boundaries. ) L accelerators, and experiment-specific hardware. )
. )
B y 0= . g "
[ C 7 Knowledge gets stale ‘ &  Good results may not transfer o> Manual retuning does not scale | @ Deployment is a moving target
- J
( Deployment is not only a large search space — it is a moving target.

A static one-off workflow cannot keep up with fast-moving innovation in models, tools, and hardware.

i{é}i AutoDeploy | Mustofa A. Ahmed | IHEP ‘ o Lyon, France | 29 June - 3 July 2026 7
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IHEP Computing Center Mission & AutoDeploy Scope

We develop practical algorithms and tools for HEP researchers across experiments and computing environments.

4 A
IHEP Computing Center Mission
. A\ C Pl )
Develop new algorithms and tools that advance )\ = )
HEP physics research across many experiments. LHAASO "\
.
s % N 7
(C-ﬁ‘p AutoDeploy Goals Q AutoDeploy Scope ® AutoDeploy Non-goals
° ° ®
Build on what exists Easy to use Not a replacement ecosystem
_ . : 3 ; AutoDeploy does not replace TensorRT,
Reuse existing compilers, runtimes, Accessible even to researchers with - i
. e TVM, hlsdml, Vitis, ONNX Runtime,
and vendor toolchains. limited deployment or ML background. oF experiment frateworks.
e®o Take advantage of HEP collaboration o From individuals to collaborations System role
@R Leverage shared pipelines, failures, lﬂ Support personal experiments, @ It selects, composes, executes, validates,
and experience into reusable knowledge. small labs, and large collaborations alike. and remembers pipelines built from
existing tools.
_M_ Bridge the gap f'\ Across deployment regimes Focus boundary
Connect ML in HEP with ML practice @ Useful for offline analysis, edge deployment, Its focus is selection, composition, validation,
in industry and academia. online systems, and real-time trigger pipelines. and evidence reuse — not becoming
L J L )L another monolithic compiler or runtime. )
e » "
{"(‘E—; AutoDeploy is an intelligence layer over existing toolchains — enabling reusable, collaboration-friendly deployment workflows for HEP.
. J
’ ) - il
l:§:| AutoDeploy | Mustofa A. Ahmed | IHEP | o Lyon, France | 29 June — 3 July 2026 8
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AutoDeploy System Architecture

A closed—loop workflow connecting parsing, recommendation, execution, and knowledge accumulation.

( e \
1
| i
> i % events
( | Models !
GraphPatch { Technique |
| H Hardware E
________ i QOutcome ! ( )
& Y (S , Orchestrator Subsystem
| Baseline Metrics | t e e s "
=T —¢_ =) » v v v v
= Recomme.endatlon Architectural Model Hardware
Parser Subsystem Engine Optimization Compression Acceleration
r Retrieval-Augmented — | | ‘( = ‘
9 \ Format Adapter Planning Optimization Engine | | Compression Engine Deployment Engine .
A ‘ N Multi-Objecti et g
| |StateContract ulti-Objective PlanBundle | i Hardware
User ol ParserlR { Optimisation J NAS, AutoML Tools Model Opt. Tools Acceleration Tools
i <[> APl ; y I ; !
1 { i ) ( Distributional RL Control J v v v
I 13 Analyzers = =
: L O T T ™ | Optimized Compressed Kernel, Engine,
: | Rainbow DQN, BO (GEHVI), | " Model Model Bitstream...
! ! C51, GFlowNet ! , R :
: S g L S E s NI oy WY
1 . ¥
}
|
S i I et Inference
StepEvent/FinalEval
g
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Parser Subsystem Architecture

Transforms model artifacts and environment context into rich, analysis-ready representations.

o INPUT A

(2

Model Artifact B Adapters & Toolchains User Intent _ALt  Environment Context
Model artifacts & </> Pytorch / ONNX / B Versions, capabilities, >__ Goals, constraints, = -~ Hardware, OS, drivers,
eiwic  env.context TensorFlow supported ops preferences "' resources
v
AdapterRouter
ADAPTER LAYER 6‘& Detegt framework & select
Framework-aware best adapter
adapters { ;
Y A ONNXRuntimeAdapter »  TorchStateDictAdapter Other Adapters...
\ 7 Parse graph, opset, C) State dict parsing, TF-Graph, TFLite,
shape inference module introspection Custom, ...
v
INTERMEDIATE ( 4 T P PY
REPRESENTATION O ParseriR (Core). ‘__: GraphlR —-0—  ParamiR 10SignaturelR MetadatalR
Unified ParserIR v Frame'work-agnosnc , Nodes, edges, 3_0- Parameters; Inputs/outputs, B Annotations,
and typed views canonical representation topology shapes, dtypes dynamic axes provenance, tools

i

ANALYSIS PIPELINE

e@ o

13-stage staged

°m

; Ly -
msysde ' Baseline . Patterns /
ModelFP HW Env Profiling Objectives Motifs Request
S —— | ep——— ISt R My i i e ol . —
Cross-stage context & feedback

OUTPUT N ParserRunReport N StateContract
Downstream-ready Audit, tell, timings, Typed planning context
deliverables warnings, issues for RE & Orchestrator

Analysis Pipelir;(‘fé Stage;)

40@)’ B

0~ (@
B L

7 .°@

Sustainability Adversarial
g, v ——;" 2
GraphPatch

Graph context & lookup
keys for KG enrichment

E:E Parser Subsystem at a Glance

The Parser is the first subsystem in AutoDeploy.
It parses model artifacts and environment
context, performs a 13-stage analysis,

and produces structured outputs that drive
planning, execution, and learning.

O Key Design Principles

@& Framework-Agnostic
Unified ParserIR decouples analysis
from any specific framework.

Typed & Schema-Validated
Allinterfaces are versioned and
JSON-serialisable.

]

Deterministic & ldempotent
Same inputs — same outputs;
safe to re-run and cache.

Separation of Concerns
Adapters, IR, analysis, and outputs
are cleanly separated.

Extensible & Evolvable
Add adapters, stages, or views
without breaking contracts.

-

Legend (flows)
e
—
—
-—=»
—-———)

Data / context flow
Adapter selection flow
IR derivation flow
Analysis feedback loop
Output delivery

The parser converts raw model artifacts and deployment context into structured, typed outputs

that enable reliable planning, execution, and continuous learning.
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StateContract & GraphPatch: Parser Outputs

Typed planning context and knowledge-graph updates produced by the Parser Subsystem.

StateContract (example)

{ "_type": "StateContract",

"

_version™:

"1.0.0",

"schema_version": "1.0.0",

"hardware":

"baseline":
"patterns":

"workload":
"security":

"request":

vV vV vV VvV vV VvV V vV V VvV V.V Vv yw

"model": { 17 keys },

{ 37 keys 1},

"objectives": { 14 keys 1},

{ 34 keys 1},
{ 31 keys },

"compatibility": { 17 keys 1},

{ 17 keys },
{ 16 keys },

"kg_signals": { 3 keys },
"rl_features": { 10 keys },

{ 13 keys },

"preferences": { 14 keys 1},
"sustainability": { 9 keys },
"adversarial": { 13 keys },

"parser_version": "1.0.0",

"parser_timestamp":

"warnings":

[ 1 items ],

"errors": [],

"metadata":

"target_hardware_urn":

{ 16 keys },

"2026-01-31T14:32:22.020397+00:00",
"parser_duration_seconds": 10.087217092514038,

"hw:gpu:nvidia:geforce:3060:6:pci:v1l"

GraphPatch (example)

_type": "GraphPatch",
_version": "1.0.0",
"schema_version”: "1.0.0",

"

"patch_id": "patch:run:pipeline:20260131_143213_592:56e9:v1:2a91e7d57955",

"patch_kind": "initial_parse",

"origin_mode": "admin",
"source_system": "parser",

"produced_at": "2026-01-31T14:32:22.020397+00:00",

"parser_version": "1.0.0",

"model_urn": "model:particle_transformer:hep:jet_tagging:v1",

"graph_snapshot_hash":

"1fbe258042a6445d66b30e8e684190c387b8A198c126696f3a62¢al 89",

"nodes": [ 55 items ],

"relationships”: [ 38 items ],

"deletes": [],

"tags": {},

"annotations": { 4 keys }

StateContract carries complete, typed planning context. GraphPatch captures minimal, incremental updates to the knowledge graph.

|:§:] AutoDeploy
=l
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Knowledge Graph as Reusable Deployment Memory

After parsing and execution, the KG stores structured evidence so deployment experience becomes searchable, reusable, and useful future planning.

Upstream sources KG Subsystem ) Consumers

A. Ingestion & Governance / B. Property Graph Store ! D. Evidence Services .

e N\
Recommendation

A Parser outputs GraphPatch ingest @ duplayad so ran - Evidence bundle , / -
GraphPatch + _’ plan — sanitize —» \ E curated results + ™ o

A 4

StateContract context validate — provenance warm start,

idempotent apply candidate ranking

N J
d applled J
Toolchain y Warm-start templates
— N & Event writer ng reusable plans P -
. . roduced , & confi
Execution events ‘ feel;sr:ws;t:uyn ‘ ’ i Orchestrator /
StepEvent, metrics, > < 3 . > I analytics
|

2 provenance store \ modes & causes
versioned contracts, P,

/
e

. Failure priors »
FinalEval A S, traceability,
L 0 Schema / migrations Neo4j / perSIStent / 1\ commenfe eI s

. ) | audit trail » 4 ; I —,  Explanations / N
Query requests C. Hybrid Retrieval Layer E\ﬁ similar runs Future runs
RE retrieval / B ( ( \( B } rationale + . :
lvsis look . Structured retrieval » Similarity retrieval Temporal memory ana‘ogous cases ‘—"' continual Iearnlng
analysis lookups ! Cypher / constraint <o embeddings + @ recency-oware from accumulated
N J Y filters ANN index context evidence
) J
Structured provenance Constraint-aware retrieval , Continual learning
Versioned schema, audit trail, Y Combine schema constraints, similarity, %? Accumulated evidence improves
and full lineage for every run. and recency for precise answers. } future planning and reuse.

The KG makes deployment experience reusable: every run becomes structured evidence for planning, filtering, and learning.

EEE AutoDeploy | Mustofa A. Ahmed | IHEP | o Lyon, France | 29 June - 3 July 2026 12
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Pipeline-Centric KG Ontology

The Knowledge Graph schema is centered on PipelineRun, linking model structure, execution context,

tools, techniques, and step-level evidence.

/

Core ontology entities
Model
Layerlnstance
LayerTemplate
PatternMotif
Hardware

Tool

Technique
PipelineRun
PipelineStep
ContextNode
ConstraintNode
Failure
Approval

Benchmark

O600RPROELOOOOO

SchemaVersion

DERIVED_FROM

@ <— INSTANCE_OF

)
@ SUPPORTS_TOOL
Hardware \

(Nneage) —\
Layerinstance LayerTemplate Approval
layer_instance layer_template approval hardware
HAS_LAYER /
Tool
FOLLOWS_TEMPLATE APPROVED_BY EXECUTED_ON foo]
{ele]
CONTAINS_| PATTERN Model TARGETED USED_TOOL_IN_STEP
{ mode! \ / IMPLEMENTS
PREREQUISITE_FOR
4—— HAS_CONTEXT —p INCLUDES_STEP ——— @ <—— APPLIED_TECHNIQUE -7 T~a
PatternMotif PipelineRun T~ _@ 4~ Techn.ique
pattern_motif ContextNode p PipelineStep - technique
context_node pipeline_run pipeline_step S~
Technique  conpLicTs_ wiTH
technique T~a
? BOTTLENECK_ACTOR CONSUMED_RESOURCE
HAS_CONSTRAINTS
EVALUATED_BY MIGRATION_ANGHOR CAUSED_FAILURE \ Technique
@ / : @ * technique
ConstraintNode @ .
constraint_node Layerinstance Hardware
Benchmark SchemaVersion layer_instance Failure hardware
benchmark schema_version failure
Central anchor: Execution evidence Model structure and context
every deployment attempt links steps, tools, techniques, make retrieval and reasoning ‘
is a PipelineRun. hardware, and failures. constraint-aware. J

AutoDeploy uses a pipeline-centric ontology so every run, step, constraint, and outcome becomes reusable evidence.

{llj:'t AutoDeploy | Mustofa A. Ahmed | IHEP | 9 Lyon, France | 29 June — 3 July 2026
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Recommendation Engine Subsystem

Evidence-guided planning and closed-loop control for end-to-end deployment pipelines.

17t Workshop of the FCPPN/L

-
OPEN-LOOP PLANNING
) A B 1 )
(o Input @ KG Retrieval | @ State ( 0 Hybrid Generator W Feasibility o Ranking e Output
StateContract ; Encoding s check PlanBundle
B p-olliN D LB A& °§*> L - U - -
e goal / constraints e exact / attribute model + hardware Retrieval 1 Rainbow DQN GFlowNet M,OB_O e tool support ‘ * Pareto score s ordered
} . templates sampler optimiser Rk e
o preferences ¢ motif / template + constraints + ) ® constraint fit * confidence PipelineSteps
e context « similarity / history progress reuse good priors step planning dlvers<‘e parameter R & Hisk-aware s tool/version
exploration refinement eilaiing « parameters
S T 2 % 7 AX i . J N J
( / g : . ]
L O Ob}ectlve bmld an end-to end PipelineRun = ordered PipelineSteps (Technique x Tool/version x Parameters)

- — J
( CLOSED-LOOP EXECUTION CONTROL B — Key capabilities &
( Plan Generator ) / o \‘ ( B Retrieval-augmented

ControlAction Q Orchestrator lamni g
~ - next PipelineStep / Subsystem = planning
m technigue / tool / params ¥ —» | |v%| FinalEval o
Templates Rainbow DQN executes the next @ Multi-objective
curated templates step planning & ‘\ e 4_‘__——-/ PipelineStep and final end—ltto—end optimisation
& prior plans next action StepEvent collects results resd .
S step status + metrics + reward _ _J * Distributional RL
4 _ _ control
i 6 Reward & Learning Update | o
B @ derive reward from StepEvent + FinalEval | < @ Feas"b'“ty'aware
L to update future planning J ranking
- 2 v e B/

elines, then adapts online using execution feedback.

@ The Recommendation Engine converts structured context and past evidence into ranked, feasible deployment
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Orchestrator Subsystem

Contract-first execution, deterministic step control, multi-tier isolation, telemetry, and rollback safety.

Isolation Tiers Run PlanBundle ° Validate Bundle o TR ANV /Ds, budgets, step integrity,
strongest — weakest dependency order

Recommendation Engine (RE)

___________________________________ N
ﬁ 1 Container : for each step s in primary plan I; StepEvent
OCI/Docker « pinned env Sl s i in-—-—--»
I ’ Q Preflight resolve ToolRunner - verify hardware/driver « check tool availability ' (preflight_fail) @o
' |
2 Namespace ; Policy Gate [PRE] p Budget Gate [PRE] . O— o
Linux namespaces » cgroups : untrusted URNSs « no-network « host-tier deny wall-time estimate « budget exhausted | (gate_fail) R
Engine
|
strongest |
available tier | I < (RE)
3 Bubblewrap perstep | El u) > ' ControlAction
user-space sandbox e o Quantize I continue / retry /
| : replace / terminate
| [Container] [Container] [Namespace] [Virtualenv] I
4 Virtualenv | N
Python / tool wrapper | Quality Gate [POST] i Budget Gate [POST] L - StepEvent S
[ accuracy - validity - latency - resource flow step ti hmeout disk cap exceeded J (post_gate_fail)
I
|
|

5 Host @ StepEvent StepEvent
direct exec ¢ policy-gated N P
Knowledge
P H 1 B
M FinalEval (optional) > Graph
(KG)
P Emit RunEnd + final KG patch #
0 Contract-first: validate before execution ’ l.|.|. Per-step telemetry and KG patches ‘ O Checkpointed rollback; no silent repair
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AutoDeploy Interfaces

Configuration-first setup, command-line automation, and interactive chat provide three complementery entry points into AutoDeploy.

H u T u E' E F L u * Intelligent Model Deployment & Optimization Platform
Version: 1.0.0+beta.20260117.1

7~

Config (YAML)

4 AUTODEPLOY deployment e optimization e diagnostics

00
MODES: run | chat | validate admin ' e]

o Welcome to AutoDeploy ChatMode!

1 INFO I’11 help you deploy your AI model
with intelligent optimization.

1) INFO Tell me about your model, target
hardware, and deployment objectives.

schema_version: "1.0.0"
model: Part.pt
hardware: nvidia_v100

USAGE autodeploy [-h] [-V] [-v] [-q] [--skip-validation] [-vv] COMMAND ...
HINT autodeploy <command> -h for command help
COMMANDS -

run Run a deployment from a config (user mode)

objectives:

chat Interactive mode (user) ® Vou: Hi!
latency: @_45 validate Validate environment and exit o ik :
min accuracy: ) 93 recommend Suggest proven deployment pipelines 4 Hello! e Welcome to our
— * * doc1‘:or Col:!.ect dlagnost:‘Lcs (prints; optionally writes a file) AutoDeploy conversation. I’m here to help
admin Admin commands (internal use only) 3
OPTIONS - you deploy your AI models with advanced
=h, =<help’ show this help message and exit optimization techniques. How can I assist
® Declarative run spec1ﬁcat10n -V, --version print version information and exit you today’?
-v, --verbose verbose output (includes debug + progress) i
® Reproducible and versioned =G ==t errors/warnings only » :
--skip-validation skip validation checks (advanced/CI) ® Natl.llal-lallguagC gllldallCC
@® Machine-readable ()bJCCUVCS -vv, --dev-verbose developer verbose output (TEMP: enabled for all modes) ® Clarifies modcl, hardwarc, and objecti\fcs

Automation, diagnostics, and power-user workflows ® Guides the next deployment step
J g N J

Config for reproducibility e CLI for automation Chat for interaction
AutoDeploy exposes the same deployment system through configuration, command-line workflows, and conversational assistance.
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Intelligent Model Deployment & Optimization Platform
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