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Figure 1. Summary of the main Bayesian and optimal-statistic analyses presented in this paper, which establish multiple lines
of evidence for the presence of Hellings–Downs correlations in the 15-year NANOGrav data set. (a): Bayesian “free-spectrum”
analysis, showing posteriors (gray violins) of independent variance parameters for a Hellings–Downs-correlated stochastic process
at frequencies i/T , with T the total data set time span. The blue represents the posterior median and 1/2� posterior bandsa

for a power-law model; the dashed black line corresponds to a � = 13/3 (SMBHB-like) power-law, plotted with the median
posterior amplitude. See §3 for more details. (b): Posterior probability distribution of GWB amplitude and spectral exponent
in a HD power-law model, showing 1/2/3� credible regions. The value �GWB = 13/3 (dashed black line) is included in the 99%
credible region. The amplitude is referenced to fref = 1yr�1 (blue) and 0.1 yr�1 (orange). The dashed blue and orange curves
in the log

10
AGWB subpanel shows its marginal posterior density for a � = 13/3 model, with fref = 1yr�1 and fref = 0.1 yr�1,

respectively. See §3 for more details. (c): Angular-separation–binned inter-pulsar correlations, measured from 2,211 distinct
pairings in our 67-pulsar array using the frequentist optimal statistic, assuming maximum-a-posteriori pulsar noise parameters
and � = 13/3 common-process amplitude from a Bayesian inference analysis. The bin widths are chosen so that each includes
approximately the same number of pulsar pairs, and central bin locations avoiding zeros of the Hellings–Downs curve. This
binned reconstruction accounts for correlations between pulsar pairs (Romano et al. 2021; Allen & Romano 2022). The dashed
black line shows the Hellings–Downs correlation pattern, and the binned points are normalized by the amplitude of the � = 13/3
common process to be on the same scale. Note that we do not employ binning of inter-pulsar correlations in our detection
statistics; this panel serves as a visual consistency check only. See §4 for more frequentist results. (d): Bayesian reconstruction
of normalized inter-pulsar correlations, modeled as a cubic spline within a variable-exponent power-law model. The violins plot
the marginal posterior densities (plus median and 68% credible values) of the correlations at the knots. The knot positions are
fixed, and are chosen on the basis of features of the Hellings–Downs curve (also shown as a dashed black line for reference): they
include the maximum and minimum angular separations, the two zero crossings of the Hellings–Downs curve, and the position
of minimum correlation. See §3 for more details.
a Throughout we refer to the 68.3%, 95.4%, and 99.7% regions of distributions as 1/2/3� regions, even in two dimensions.
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Figure 3. Empirical background distribution of hd�-to-curn� Bayes factor (left, see §3) and noise-marginalized optimal
statistic (right, see §4), as computed by the phase-shift technique (Taylor et al. 2017) to remove inter-pulsar correlations. We
only compute 5,000 Bayesian phase shifts, compared to 400,000 optimal statistic phase shifts, because of the huge computational
resources needed to perform the Bayesian analyses. For the optimal statistic, we also compute the background distribution using
27,000 simulations (orange line) and compare to an analytic calculation (green line). Dotted lines indicate Gaussian-equivalent
2�, 3�, and 4� thresholds. The dashed vertical lines indicate the values of the detection statistics for the unshifted data sets.
For the Bayesian analyses, we find p = 10�3 (approx. 3�); for the optimal statistic analyses, we find p = 5 ⇥ 10�5–1.9 ⇥ 10�4

(approx. 3.5–4�).
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correlations are present. The resulting background dis-540
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Figure 3—they exceed the observed value in five of the542

5,000 phase shifts (p = 10�3). We also performed sky543

scramble analyses (Cornish & Sampson 2016), which544

remove the dependence of inter-pulsar spatial correla-545
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attributing random sky positions to the pulsars. Sky547

scrambles generate a background distribution for which548

inter-pulsar correlations are present in the data but they549

are independent of the pulsars’ angular separations: for550

this distribution, we find p = 1.6⇥10�3. A detailed dis-551

cussion of sky scrambles and the results of these analyses552
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plotted Hellings–Downs pattern; furthermore, the joint569

2-D marginal posterior densities for the knots, not shown570
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4. OPTIMAL STATISTIC ANALYSIS573

We complement our Bayesian search with a frequen-574

tist analysis using the optimal statistic (Anholm et al.575

2009; Demorest et al. 2013; Chamberlin et al. 2015), a576

summary statistic designed to measure correlated excess577

power in PTA residuals. (Note that there is no accepted578

definition of “optimal statistic” in modern statistical us-579

age, but the term has become established in the PTA580

literature to refer to this specific method, so we use it581
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ab =592

(TrP�1
a �̃abP

�1
b �̃ba)�1+O(A4) is too large to use them593
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resources needed to perform the Bayesian analyses. For the optimal statistic, we also compute the background distribution using
27,000 simulations (orange line) and compare to an analytic calculation (green line). Dotted lines indicate Gaussian-equivalent
2�, 3�, and 4� thresholds. The dashed vertical lines indicate the values of the detection statistics for the unshifted data sets.
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- p-value of  means a 1/1000 chance that uncorrelated red noise could produce the observed results10−3
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Figure 6. Left: Posteriors of Fourier component variance �i for the curnfree (left) and hdfree (right) models (see §2), plotted
at their corresponding frequencies fi = i/T with T the 16.03-yr extent of the data set. Excess power is observed in bins 1–8
(somewhat marginally in bin 6); Hellings–Downs-correlated power in bins 1–5 and 8. The dashed line plots the best-fit power
law, which has � ' 3.2 (as in panel (d) of Figure 1); the fit is pushed to lower � by bins 1 and 8. The dotted line plots the best-fit
power law when � is fixed to 13/3; it overshots in bin 1 and undershots in bin 8. Right: Posteriors of variance �2 in Fourier
bin 2 (f2 = 3.95 nHz) in a curnfree + hdfree + monopolefree + dipolefree model, showing evidence of a quasi-monochromatic
monopole process (dashed). No monopole or dipole power is observed in all other bins of that joint model, with �CURN,i and
�HD,i posteriors consistent with the left panel.

in the left panel of Figure 6, where bin number i cor-768

responds to fi = i/T , with T = 16.03 yr the extent of769

the data set. For the purpose of illustration, we overlay770

best-fit power laws that thread the posteriors in a way771

similar to the factorized PTA likelihood of Taylor et al.772

(2022) and Lamb et al. (2023).773

We deem excess power, either uncorrelated for774

curnfree or correlated for hdfree, to be observed in a775

bin when the support of the posterior is concentrated776

away from the lowest amplitudes. No power of either777

kind is observed above f8, consistent with the presence778

of a floor of white measurement noise. Furthermore,779

no correlated power is observed in bins 6 and 7, where a780

power-law model would expect a smooth continuation of781

the trend of bins 1–5 (cf. the dashed fit of Figure 6): this782

may explain the drop in the Bayes factor. However, cor-783

related power reappears in bin 8, pushing the fit toward784

shallower slopes. Indeed, repeating the fit by omitting785

subsets of the bins suggests that the low recovered �HD786

is due mostly to bin 8 and to the lower-than-expected787

correlated power found in bin 1. Obviously, excluding788

those bins leads to higher �HD estimates.789

To explore deviations from a pure power law that may790

arise from statistical fluctuations of the astrophysical791

background or from unmodeled systematics (perhaps re-792

lated to the timing model), in App. D we relax the nor-793

mal ck prior (cf. Equation 3) to a multivariate Student’s794

t-distribution that is more accepting of mild outliers.795

The resulting estimate of �CURN peaks at a higher value796

and is broader than in curn� , with posterior medians797

and 5-95% quantiles of �CURN = 3.5+1.0
�1.0.798

Similarly, spectral turnovers due to interactions be-799

tween SMBHBs and their environments can result in800

reduced GWB power at lower frequencies, which might801

explain the slightly lower correlated power in bin 1. We802

investigate this hypothesis in App. E using the turnover803

spectrum of Sampson et al. (2015). For this curnturnover
804

model, the 15-year data favor a spectral bend below 10805

nHz (near f5), but the Bayes factor against the standard806

hd� is inconclusive.807

Future data sets with longer time spans and the com-808

parison of our data set with those of other PTAs should809

help clarify the astrophysical or systematic origin of810

these possible spectral features.811

5.3. Alternative correlation patterns812

Sources other than GWs can produce inter-pulsar813

residual correlations with spatial patterns other than814

HD. For example, errors in the solar-system ephemerides815

create time-dependent Roemer delays with dipolar cor-816

relations (Roebber 2019; Vallisneri et al. 2020), and er-817

rors in the correction of telescope time to an inertial818

timescale (Hobbs et al. 2012, 2020) create an identical819

time-dependent delay for all pulsars (i.e., a delay with820

monopolar correlations).821

Gair et al. (2014) showed that, for a pulsar array dis-822

tributed uniformly across the sky, HD correlations can823

be decomposed as824

�HD,ab =
1X

l=0

gl Pl(cos ⇠ab),825

g0 = 0, g1 = 0, gl =
3

2
(2l + 1)

(l � 2)!

(l + 2)!
for l � 2, (12)826
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Figure 1. NANOGrav 15-year GWB free-spectrum posteriors translated into the square root of timing residual power (⇢, left panel) and
characteristic strain (hc, right panel). The HD-correlated free-spectrum measured while simultaneously fitting for monopole-correlated (MP),
dipole-correlated (DP), and uncorrelated red noise noise (CURN) free spectra (HD-w/MP+DP+CURN; gray violins, left-side) is compared
against the HD-DMGP model in which dispersion-measure variations are modeled using Gaussian Processes (green violins, right-side). The
black dotted lines show idealized power-law spectra (⇢2 / f �13/3 and hc / f �2/3) fit to the median posterior value for the amplitude obtained
from the HD-w/MP+DP+CURN model in NG15gwb. Over plotted are the best-fitting, simulated GWB spectra from models of SMBH binary
populations produced in this analysis. Two models are shown, one which includes environmentally driven binary evolution (blue) and another
that assumes GW-only evolution (purple). Both models are able to reproduce the data, while the environmentally driven model produces a
slightly better fit. We conclude that the observed GWB spectrum is consistent with astrophysically motivated expectations from populations of
SMBH binaries.

a semi-analytic modeling approach to SMBH binary popu-
lation synthesis and defer the use of cosmological hydrody-
namics simulations for future work.

SUMMARY & OUTLINE

Figure 1 shows the GWB spectrum recovered from the 15-
year NANOGrav data, along with the best fitting simulated
GWB spectra produced in this work. In § 2 we summarize
the NANOGrav 15-year data set that forms the observational
basis for this analysis, and the GWB spectra derived from it
(grey and green ‘violins’). In § 3, we describe our methods
of modeling populations of SMBH binaries and calculating
the GWB spectra that they would produce. There, we also
detail the approach that we use to compare our simulations
to the 15-year data. Our best-fitting models (colored curves)
are presented in § 4.

We find that astrophysically motivated models of SMBH
binary populations are able to accurate reproduce the ob-
served GWB spectrum (§ 4.1 & 4.2). We focus our analysis
on two population models. One includes a self consistent pre-
scription for environmentally driven binary evolution (blue),
and the other assumes GW-only evolution (purple) which is
still commonly used in the literature. Both models are able to
fit the data, while the environmentally driven case produces
a slightly better match—particularly to the lowest frequency
bin. We present the binary evolution parameters favored by
15-year spectra fits for both models (§ 4.3). While the pos-
terior distributions are broadly consistent with astrophysical

expectations, parameters tend to be shifted towards values
that produce larger GWB amplitudes than was previously
most-favored. Generally higher binary masses or densities,
or highly e�cient binary mergers are required to produce the
observed amplitudes. The characteristics of the implied bi-
nary populations are presented in § 4.4.

Our results are discussed in the context of the field in § 5,
along with highlights for the near future of low-frequency
GW astronomy.

Throughout this paper we assume a WMAP9
cosmology with ⌦m = 0.228, ⌦b = 0.0472, and
H0 = 0.6933 km s�1 Mpc�1.

2. PULSAR TIMING ARRAY DATA

This work is based on the NANOGrav 15-year data set,
which includes 68 pulsars, 67 of which have a baseline of
at least 3 years and are included in the GWB analysis. The
complete description of the data set can be found in Agazie
et al. (2023a, hereafter NG15), while the detector character-
ization and noise modeling of individual pulsars is described
in Agazie et al. (2023c, hereafter NG15detchar). The de-
tailed description of the Bayesian search for the GWB is pre-
sented in NG15gwb. Here, we briefly summarize the mea-
surement of the GWB spectrum from the NANOGrav data,
focusing on the pieces which are necessary for the astrophys-
ical interpretation presented in this paper.

PTA collaborations systematically monitor millisecond
pulsars and record the times of arrival (TOAs) of their radio
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from the HD-w/MP+DP+CURN model in NG15gwb. Over plotted are the best-fitting, simulated GWB spectra from models of SMBH binary
populations produced in this analysis. Two models are shown, one which includes environmentally driven binary evolution (blue) and another
that assumes GW-only evolution (purple). Both models are able to reproduce the data, while the environmentally driven model produces a
slightly better fit. We conclude that the observed GWB spectrum is consistent with astrophysically motivated expectations from populations of
SMBH binaries.

a semi-analytic modeling approach to SMBH binary popu-
lation synthesis and defer the use of cosmological hydrody-
namics simulations for future work.

SUMMARY & OUTLINE

Figure 1 shows the GWB spectrum recovered from the 15-
year NANOGrav data, along with the best fitting simulated
GWB spectra produced in this work. In § 2 we summarize
the NANOGrav 15-year data set that forms the observational
basis for this analysis, and the GWB spectra derived from it
(grey and green ‘violins’). In § 3, we describe our methods
of modeling populations of SMBH binaries and calculating
the GWB spectra that they would produce. There, we also
detail the approach that we use to compare our simulations
to the 15-year data. Our best-fitting models (colored curves)
are presented in § 4.

We find that astrophysically motivated models of SMBH
binary populations are able to accurate reproduce the ob-
served GWB spectrum (§ 4.1 & 4.2). We focus our analysis
on two population models. One includes a self consistent pre-
scription for environmentally driven binary evolution (blue),
and the other assumes GW-only evolution (purple) which is
still commonly used in the literature. Both models are able to
fit the data, while the environmentally driven case produces
a slightly better match—particularly to the lowest frequency
bin. We present the binary evolution parameters favored by
15-year spectra fits for both models (§ 4.3). While the pos-
terior distributions are broadly consistent with astrophysical

expectations, parameters tend to be shifted towards values
that produce larger GWB amplitudes than was previously
most-favored. Generally higher binary masses or densities,
or highly e�cient binary mergers are required to produce the
observed amplitudes. The characteristics of the implied bi-
nary populations are presented in § 4.4.

Our results are discussed in the context of the field in § 5,
along with highlights for the near future of low-frequency
GW astronomy.

Throughout this paper we assume a WMAP9
cosmology with ⌦m = 0.228, ⌦b = 0.0472, and
H0 = 0.6933 km s�1 Mpc�1.

2. PULSAR TIMING ARRAY DATA

This work is based on the NANOGrav 15-year data set,
which includes 68 pulsars, 67 of which have a baseline of
at least 3 years and are included in the GWB analysis. The
complete description of the data set can be found in Agazie
et al. (2023a, hereafter NG15), while the detector character-
ization and noise modeling of individual pulsars is described
in Agazie et al. (2023c, hereafter NG15detchar). The de-
tailed description of the Bayesian search for the GWB is pre-
sented in NG15gwb. Here, we briefly summarize the mea-
surement of the GWB spectrum from the NANOGrav data,
focusing on the pieces which are necessary for the astrophys-
ical interpretation presented in this paper.

PTA collaborations systematically monitor millisecond
pulsars and record the times of arrival (TOAs) of their radio
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What plays the role of a binary “chirp” waveform for PTAs?

3

OUR LIGO OBSERVATIONS AND WHAT THEY MEAN

On September 14, 2015 at 09:50:45 Greenwich Mean Time the LIGO Hanford and Livingston Observatories both detected a signal from
GW150914. The signal was identified first by what we call low-latency search methods that are designed to analyse the detector data very
promptly, looking for evidence of a gravitational-wavelike pattern but without modeling the precise details of the waveform. These prompt
searches reported the candidate event within only three minutes of the signals arriving at the detectors. The gravitational-wave strain data
acquired by the LIGO interferometers was then compared with an extensive bank of theoretically predicted waveforms – a process known as
matched filtering –with the goal of finding the waveform that best matched the data.

Figure 3 presents key results of these detailed
analyses – all of which firmly point to
GW150914 being produced by the
coalescence of two black holes. The middle
part of the figure shows our reconstruction of
the gravitational-wave strain, as seen by the
Hanford detector. Note, in particular, the
impressive agreement between this pattern
(shown in grey) and (shown in red) a
waveform for two coalescing black holes
consistent with our data, computed using
general relativity.

Images of the black hole horizons at various
stages of this computation are shown at the
top of the figure: the inspiral, as the two
black holes approach each other; the merger
as the black holes join together and the
subsequent ringdown, as the single black
hole that has newly formed briefly oscillates
before settling down.

Comparing the strain data with theoretical
predictions allows us to test whether general
relativity is able to fully describe the event. It
passes this test with flying colors: all of our
observations are consistent with the
predictions of general relativity.

We can also use the data to estimate the
specific physical characteristics of the system
that produced GW150914, including the
masses of its two black holes before the
merger, the mass of the single post-merger
black hole, and the distance of the event.

Our results indicate that GW150914 was produced by the merger of two black holes with masses of about 36 times and 29 times the mass of
the Sun respectively, and that the post-merger black hole had a mass of about 62 times the Sun’s mass. Moreover, we infer that the final
black hole is spinning – such rotating black holes were first predicted theoretically in 1963 by mathematician Roy Kerr. Finally, our results
indicate that the GW150914 occurred at a distance of more than one billion light years. So the LIGO detectors have observed a truly
remarkable event that happened a long time ago in a galaxy far, far away!

If we compare the masses of the pre- and post-merger black holes, we see that the coalescence converted about three times the mass of the
Sun (or nearly six million trillion trillion kilograms) into gravitational-wave energy, most of it emitted in a fraction of a second. By contrast
the Sun converts a mere two billionths of one trillionth of its mass into electromagnetic radiation every second. In fact, the gravitational-
wave power radiated by GW150914 was more than ten times greater than the combined luminosity (i.e. the light power) of every star and
galaxy in the observable Universe.

HOW DOWE KNOW GW150914WAS A BLACK HOLEMERGER?

Our estimated pre-merger masses of the two components in GW150914 make a very strong argument that they are both black holes –
particularly when we also consider the enormous velocity and tiny separation of the two components, as shown in the lower part of figure 3.
In this figure indicative velocities of the two components are seen to be significant fractions of the speed of light. Similarly their approximate
separation is shown to be just a few times the characteristic size of a black hole, known as its Schwarzschild radius.

These graphs imply that the two components were only a few hundred kilometers apart just before they merged, ie. when the gravitational-
wave frequency was about 150 Hz. Black holes are the only known objects compact enough to get this close together without merging.
Based on our estimated total mass for the two components, a pair of neutron stars would not be massive enough, and a black hole-neutron
star pair would have already merged at a lower frequency than 150 Hz.

Figure 3. Some key results of our analysis of GW150914, comparing the reconstructed
gravitational-wave strain (as seen by H1 at Hanford) with the predictions of the best-
matching waveform computed from general relativity, over the three stages of the event:
inspiral, merger and ringdown. Also shown are the separation and velocity of the black holes,
and how they change as the merger event unfolds.
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Why was GW150914 so convincing?

1. observed signal is consistent across detectors 
2. observed signal agrees with predic<ons 
3. observed signal is unlikely due to noise alone (< 1/5 million)

4

properties of space-time in the strong-field, high-velocity
regime and confirm predictions of general relativity for the
nonlinear dynamics of highly disturbed black holes.

II. OBSERVATION

On September 14, 2015 at 09:50:45 UTC, the LIGO
Hanford, WA, and Livingston, LA, observatories detected

the coincident signal GW150914 shown in Fig. 1. The initial
detection was made by low-latency searches for generic
gravitational-wave transients [41] and was reported within
three minutes of data acquisition [43]. Subsequently,
matched-filter analyses that use relativistic models of com-
pact binary waveforms [44] recovered GW150914 as the
most significant event from each detector for the observa-
tions reported here. Occurring within the 10-ms intersite

FIG. 1. The gravitational-wave event GW150914 observed by the LIGO Hanford (H1, left column panels) and Livingston (L1, right
column panels) detectors. Times are shown relative to September 14, 2015 at 09:50:45 UTC. For visualization, all time series are filtered
with a 35–350 Hz bandpass filter to suppress large fluctuations outside the detectors’ most sensitive frequency band, and band-reject
filters to remove the strong instrumental spectral lines seen in the Fig. 3 spectra. Top row, left: H1 strain. Top row, right: L1 strain.
GW150914 arrived first at L1 and 6.9þ0.5

−0.4 ms later at H1; for a visual comparison, the H1 data are also shown, shifted in time by this
amount and inverted (to account for the detectors’ relative orientations). Second row: Gravitational-wave strain projected onto each
detector in the 35–350 Hz band. Solid lines show a numerical relativity waveform for a system with parameters consistent with those
recovered from GW150914 [37,38] confirmed to 99.9% by an independent calculation based on [15]. Shaded areas show 90% credible
regions for two independent waveform reconstructions. One (dark gray) models the signal using binary black hole template waveforms
[39]. The other (light gray) does not use an astrophysical model, but instead calculates the strain signal as a linear combination of
sine-Gaussian wavelets [40,41]. These reconstructions have a 94% overlap, as shown in [39]. Third row: Residuals after subtracting the
filtered numerical relativity waveform from the filtered detector time series. Bottom row:A time-frequency representation [42] of the
strain data, showing the signal frequency increasing over time.
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GW150914 - detecGon significance from “Gme shiRs”
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multiple classes, this significance is decreased by a trials
factor equal to the number of classes [71].

A. Generic transient search

Designed to operate without a specific waveform model,
this search identifies coincident excess power in time-
frequency representations of the detector strain data
[43,72], for signal frequencies up to 1 kHz and durations
up to a few seconds.
The search reconstructs signal waveforms consistent

with a common gravitational-wave signal in both detectors
using a multidetector maximum likelihood method. Each
event is ranked according to the detection statistic
ηc ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2Ec=ð1þ En=EcÞ

p
, where Ec is the dimensionless

coherent signal energy obtained by cross-correlating the
two reconstructed waveforms, and En is the dimensionless
residual noise energy after the reconstructed signal is
subtracted from the data. The statistic ηc thus quantifies
the SNR of the event and the consistency of the data
between the two detectors.
Based on their time-frequency morphology, the events

are divided into three mutually exclusive search classes, as
described in [41]: events with time-frequency morphology
of known populations of noise transients (class C1), events
with frequency that increases with time (class C3), and all
remaining events (class C2).

Detected with ηc ¼ 20.0, GW150914 is the strongest
event of the entire search. Consistent with its coalescence
signal signature, it is found in the search class C3 of events
with increasing time-frequency evolution. Measured on a
background equivalent to over 67 400 years of data and
including a trials factor of 3 to account for the search
classes, its false alarm rate is lower than 1 in 22 500 years.
This corresponds to a probability < 2 × 10−6 of observing
one or more noise events as strong as GW150914 during
the analysis time, equivalent to 4.6σ. The left panel of
Fig. 4 shows the C3 class results and background.
The selection criteria that define the search class C3

reduce the background by introducing a constraint on the
signal morphology. In order to illustrate the significance of
GW150914 against a background of events with arbitrary
shapes, we also show the results of a search that uses the
same set of events as the one described above but without
this constraint. Specifically, we use only two search classes:
the C1 class and the union of C2 and C3 classes (C2þ C3).
In this two-class search the GW150914 event is found in
the C2þ C3 class. The left panel of Fig. 4 shows the
C2þ C3 class results and background. In the background
of this class there are four events with ηc ≥ 32.1, yielding a
false alarm rate for GW150914 of 1 in 8 400 years. This
corresponds to a false alarm probability of 5 × 10−6

equivalent to 4.4σ.

FIG. 4. Search results from the generic transient search (left) and the binary coalescence search (right). These histograms show the
number of candidate events (orange markers) and the mean number of background events (black lines) in the search class where
GW150914 was found as a function of the search detection statistic and with a bin width of 0.2. The scales on the top give the
significance of an event in Gaussian standard deviations based on the corresponding noise background. The significance of GW150914
is greater than 5.1σ and 4.6σ for the binary coalescence and the generic transient searches, respectively. Left: Along with the primary
search (C3) we also show the results (blue markers) and background (green curve) for an alternative search that treats events
independently of their frequency evolution (C2þ C3). The classes C2 and C3 are defined in the text. Right: The tail in the black-line
background of the binary coalescence search is due to random coincidences of GW150914 in one detector with noise in the other
detector. (This type of event is practically absent in the generic transient search background because they do not pass the time-frequency
consistency requirements used in that search.) The purple curve is the background excluding those coincidences, which is used to assess
the significance of the second strongest event.
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- probability of observing such a large value of  from noise alone is extremely small ̂ρc < 1/5 million
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Table-top LIGO interferometer

5

Q: Is there an equivalent table-top 
demo for a pulsar timing array?

Y: Metronome timing array
hKps://github.com/nanograv/tabletop_pta/

hKps://github.com/josephromano/pta-demo/
hKps://github.com/marcnormandin/tabletop_pta/

[AJP: Lam et al, 2018]

https://github.com/marcnormandin/tabletop_pta/
https://github.com/josephromano/pta-demo/
https://pubs.aip.org/aapt/ajp/article/86/10/755/1057916/An-acoustical-analogue-of-a-galactic-scale
https://github.com/nanograv/tabletop_pta/
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4 The NANOGrav Collaboration
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Figure 1. Summary of the main Bayesian and optimal-statistic analyses presented in this paper, which establish multiple lines
of evidence for the presence of Hellings–Downs correlations in the 15-year NANOGrav data set. (a): Bayesian “free-spectrum”
analysis, showing posteriors (gray violins) of independent variance parameters for a Hellings–Downs-correlated stochastic process
at frequencies i/T , with T the total data set time span. The blue represents the posterior median and 1/2� posterior bandsa

for a power-law model; the dashed black line corresponds to a � = 13/3 (SMBHB-like) power-law, plotted with the median
posterior amplitude. See §3 for more details. (b): Posterior probability distribution of GWB amplitude and spectral exponent
in a HD power-law model, showing 1/2/3� credible regions. The value �GWB = 13/3 (dashed black line) is included in the 99%
credible region. The amplitude is referenced to fref = 1yr�1 (blue) and 0.1 yr�1 (orange). The dashed blue and orange curves
in the log

10
AGWB subpanel shows its marginal posterior density for a � = 13/3 model, with fref = 1yr�1 and fref = 0.1 yr�1,

respectively. See §3 for more details. (c): Angular-separation–binned inter-pulsar correlations, measured from 2,211 distinct
pairings in our 67-pulsar array using the frequentist optimal statistic, assuming maximum-a-posteriori pulsar noise parameters
and � = 13/3 common-process amplitude from a Bayesian inference analysis. The bin widths are chosen so that each includes
approximately the same number of pulsar pairs, and central bin locations avoiding zeros of the Hellings–Downs curve. This
binned reconstruction accounts for correlations between pulsar pairs (Romano et al. 2021; Allen & Romano 2022). The dashed
black line shows the Hellings–Downs correlation pattern, and the binned points are normalized by the amplitude of the � = 13/3
common process to be on the same scale. Note that we do not employ binning of inter-pulsar correlations in our detection
statistics; this panel serves as a visual consistency check only. See §4 for more frequentist results. (d): Bayesian reconstruction
of normalized inter-pulsar correlations, modeled as a cubic spline within a variable-exponent power-law model. The violins plot
the marginal posterior densities (plus median and 68% credible values) of the correlations at the knots. The knot positions are
fixed, and are chosen on the basis of features of the Hellings–Downs curve (also shown as a dashed black line for reference): they
include the maximum and minimum angular separations, the two zero crossings of the Hellings–Downs curve, and the position
of minimum correlation. See §3 for more details.
a Throughout we refer to the 68.3%, 95.4%, and 99.7% regions of distributions as 1/2/3� regions, even in two dimensions.

[NANOGrav 15-yr analysis][sample metronome analysis]



Pulsar 1ming arrays (PTAs)
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What is a pulsar 1ming array (PTA)?
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[Credit: J. Rowe/Swinbourne][Credit: J. Hazboun; NASA]
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Fig. 1 Gravitational-wave spectrum, together with potential sources and relevant detectors. Image credit
Institute of Gravitational Research/University of Glasgow

limiting2 noise sources below 10 Hz, and photon shot noise above a couple of kHz).
Outside this band there are several other experiments—both currently operating and
planned—that should also be able to detect gravitational waves. An illustration of the
gravitational-wave spectrum, together with potential sources and relevant detectors,
is shown in Fig. 1. We highlight a few of these experiments below.

1.2.1 Cosmic microwave background experiments

At the extreme low-frequency end of the spectrum, corresponding to gravitational-
wave periods of order the age of the Universe, the Planck satellite (ESA 2016c)
and other cosmic microwave background (CMB) experiments, e.g., BICEP and Keck
(BICEP/Keck 2016) are looking for evidence of relic gravitational waves from the
Big Bang in the B-mode component of CMB polarization maps (Kamionkowski et al.
1997; Hu and White 1997; Ade et al. 2015a). In 2014, BICEP2 announced the detec-
tion of relic gravitational waves (Ade et al. 2014), but it was later shown that the
observed B-mode signal was due to contamination by intervening dust in the galaxy
(Flauger et al. 2014; Mortonson and Seljak 2014). So at present, these experiments
have been able to only constrain (i.e., set upper limits on) the amount of gravitational

2 Actually, even if the gravity-gradient and seismic noise were zero, one couldn’t go below ∼1 Hz with the
current generation of ground-based laser interferometers, since the suspended mirrors (i.e., the test masses)
are no longer freely floating when you go below their resonant frequencies: ∼1 Hz.

123

Freq (Hz)

Period

GW spectrum

Living Rev Relativ  (2017) 20:2 Page 9 of 223  2 

Fig. 1 Gravitational-wave spectrum, together with potential sources and relevant detectors. Image credit
Institute of Gravitational Research/University of Glasgow

limiting2 noise sources below 10 Hz, and photon shot noise above a couple of kHz).
Outside this band there are several other experiments—both currently operating and
planned—that should also be able to detect gravitational waves. An illustration of the
gravitational-wave spectrum, together with potential sources and relevant detectors,
is shown in Fig. 1. We highlight a few of these experiments below.

1.2.1 Cosmic microwave background experiments

At the extreme low-frequency end of the spectrum, corresponding to gravitational-
wave periods of order the age of the Universe, the Planck satellite (ESA 2016c)
and other cosmic microwave background (CMB) experiments, e.g., BICEP and Keck
(BICEP/Keck 2016) are looking for evidence of relic gravitational waves from the
Big Bang in the B-mode component of CMB polarization maps (Kamionkowski et al.
1997; Hu and White 1997; Ade et al. 2015a). In 2014, BICEP2 announced the detec-
tion of relic gravitational waves (Ade et al. 2014), but it was later shown that the
observed B-mode signal was due to contamination by intervening dust in the galaxy
(Flauger et al. 2014; Mortonson and Seljak 2014). So at present, these experiments
have been able to only constrain (i.e., set upper limits on) the amount of gravitational

2 Actually, even if the gravity-gradient and seismic noise were zero, one couldn’t go below ∼1 Hz with the
current generation of ground-based laser interferometers, since the suspended mirrors (i.e., the test masses)
are no longer freely floating when you go below their resonant frequencies: ∼1 Hz.

123

LISA BBO LIGO,  
Virgo, …

pulsar 
timing

Planck, 
BICEP

spacecraft 
tracking

merging binary 
neutron stars

galactic  
WD binaries

binary 
black 
holes

phase  
transitions, 

cosmic strings
SMBH binaries  

in galaxy mergers

relic gravitational waves 
(quantum fluctuations 
amplified by inflation)

9



What are the data for PTA analyses? 
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Figure 37. Narrowband and wideband timing residuals and DMX timeseries for J1713+0747. See Figure 8 for details.
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rms ≃ 100 ns

h ≃ 10−16

Tobs ≃ 15 yr
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hij(t − L/c, L ̂p)

hij(t, 0⃗)

Ω̂

How do GWs affect 1ming residuals?
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̂p

Not 
to scale!

d ∼ 108 lyr
L ∼ 102 − 103 lyr
λ ∼ 10 lyr

ΔT(t) = 1
2c

̂pi ̂pj ∫
L

0
ds hij(t(s), ⃗x(s))

t(s) = t − (L − s)/c , ⃗x(s) = (L − s) ̂p

•  Perturba<ons to pulse arrival <mes:

Z(t) = ∑
A=+,×

[hA(t) − hA(t − L(1 + Ω̂ ⋅ ̂p)/c)]FA(Ω̂)

FA(Ω̂) = 1
2

̂pi ̂pj

1 + Ω̂ ⋅ ̂p
eA

ij (Ω̂) (antenna pattern)

•  In terms of polariza<ons  :A = + , ×

•  Doppler shib (“redshib/blueshib”) of pulse frequency :

uses hij(t, ⃗x) = hij(t − Ω̂ ⋅ ⃗x/c) ,
∂hij

∂t
= c

(1 + Ω̂ ⋅ ̂p)
∂hij

∂s

Z(t) ≡ dΔT(t)
dt

= 1
2

̂pi ̂pj

1 + Ω̂ ⋅ ̂p [hij(t, 0⃗) − hij(t − L/c, L ̂p)]
Earth term pulsar term



Can we detect GWs using data from a single pulsar?
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Ω̂

No.  Need to correlate data from mul1ple pulsars

13

̂pa

Not 
to scale!

̂pb

γab

hij(t, 0⃗)

hij(t − La/c, La ̂pa)

hij(t − Lb/c, Lb ̂pb)Cornish & Sesana 2013: fix GW point source; average over all pulsar 
pairs separated by angle γab

• Hellings & Downs 1983: fix pulsars; average over the GW source 
direc<on and polariza<on angle

≡

⟨ρab⟩p = ⟨ρab⟩s = 1
2 − 1

4 ( 1 − cos γab

2 ) + 3
2 ( 1 − cos γab

2 ) ln ( 1 − cos γab

2 ) ≡ Γ(γab)

FA
a (Ω̂) = 1

2
̂pi
a ̂pj

a

1 + Ω̂ ⋅ ̂pa
eA

ij (Ω̂) FA
b (Ω̂) = 1

2
̂pi
b ̂pj

b

1 + Ω̂ ⋅ ̂pb
eA

ij (Ω̂)

Za(t) = h+(t)F+
a (Ω̂) + h×(t)F×

a (Ω̂) Zb(t) = h+(t)F+
b (Ω̂) + h×(t)F×

b (Ω̂)
• For expected correla<ons, can restrict to Earth-term contribu<ons:

• Correla<on is <me-averaged product:

ρab ≡ Za(t)Zb(t) ≡ 1
T ∫

T

0
dt Za(t)Zb(t)

= (h+)2F+
a (Ω̂)F+

b (Ω̂) + (h×)2F×
a (Ω̂)F×

b (Ω̂) + h+h× (F+
a (Ω̂)F×

b (Ω̂) + F×
a (Ω̂)F+

b (Ω̂))
= F+

a (Ω̂)F+
b (Ω̂) + F×

a (Ω̂)F×
b (Ω̂) (unpolarized, unit amplitude)

0 d ∼ 108 lyr
L ∼ 102 − 103 lyr
λ ∼ 10 lyr
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Should we expect to recover the HD curve exactly?
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Cosmic variance for interfering sources
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!

Ω̂1

Correla1on calcula1on for interfering sources
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̂pa

Not 
to scale!

̂pb

β12

Ω̂2

γab

Za(t) = h1(t)Fa(Ω̂1) + h2(t)Fa(Ω̂2)
Zb(t) = h1(t)Fb(Ω̂1) + h2(t)Fb(Ω̂2)

h1(t) = A1 cos(2πft + ϕ1), h2(t) = A2 cos(2πft + ϕ2)
• Two sources, same frequency (ignore polariza<on):

75

Two-point  
func<on

⟨ρab⟩p = 1
2 ∑

j
A2

j Γ(γab) + 1
2 ∑

j≠k
AjAk cos(ϕj − ϕk)μ(γab, βjk)

μ(γab, βjk) ≡ ⟨F+
a (Ω̂j)F+

b (Ω̂k) + F×
a (Ω̂j)F×

b (Ω̂k)⟩p

ρab = Za(t)Zb(t)

= h2
1 Fa(Ω̂1)Fb(Ω̂1) + h2

2 Fa(Ω̂2)Fb(Ω̂2) + h1h2 (Fa(Ω̂1)Fb(Ω̂2) + Fa(Ω̂2)Fb(Ω̂1))
= 1

2 A2
1 Fa(Ω̂1)Fb(Ω̂1) + 1

2 A2
2 Fa(Ω̂2)Fb(Ω̂2) + 1

2 A1A2 cos(ϕ1 − ϕ2)(Fa(Ω̂1)Fb(Ω̂2) + Fa(Ω̂2)Fb(Ω̂1))

• Correla<on:

d ∼ 108 lyr
L ∼ 102 − 103 lyr
λ ∼ 10 lyr

μab ≡ Γ(γab) + 1
N ∑

j≠k
cos(ϕj − ϕk)μ(γab, βjk) (unit amplitude)

σ2
cosmic(γ) = 1

4 ∫
π

0
dβ sin β μ2(γ, β)

• Cosmic variance:

⟨μab⟩s = Γ(γab) , σ2
cosmic(γab) = ⟨(μab − ⟨μab⟩s)2⟩s



How does one analyze PTA data to search for GWs?
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Analysis methods
• Bayesian inference:

19

Pulsar 1 Pulsar 2 Pulsar N

+ + … +

+
Common stochas1c process (poten1ally correlated across pulsars)

Timing Model

Intrinsic pulsar noise
 Measurement noise

Timing Model

Intrinsic pulsar noise
 Measurement noise

Timing Model

Intrinsic pulsar noise
 Measurement noise

(i) construct mul<variate-Gaussian likelihood func<ons for null (CURN) and signal (HD) hypotheses
(ii) calculate posterior distribu<ons for parameter es<ma<on and / or Bayes factors for model comparison

S/N =
∑a<b ρabΓab/σ2

ab,0

∑c<d Γ2
cd /σ2

cd,0

• Frequen<st detec<on sta<s<c:

(i) inner-product of measured and expected correla<ons (matched filter)
(ii) compare observed value to null distribu<on to assess detec<on significance 



Part II. Plots from NANOGrav 15-yr papers
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NANOGrav’s observed common power spectrum

21

-consistent with predic1ons from SMBH binaries (and many other 
source models)

γ = 13/3 (binary inspiral)

(strain amplitude at fref = 1/yr)

A = 2.4+0.7
−0.6 × 10−15

ΩGW = 8.4 × 10−9

12 The NANOGrav Collaboration
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Figure 6. Left: Posteriors of Fourier component variance �i for the curnfree (left) and hdfree (right) models (see §2), plotted
at their corresponding frequencies fi = i/T with T the 16.03-yr extent of the data set. Excess power is observed in bins 1–8
(somewhat marginally in bin 6); Hellings–Downs-correlated power in bins 1–5 and 8. The dashed line plots the best-fit power
law, which has � ' 3.2 (as in panel (d) of Figure 1); the fit is pushed to lower � by bins 1 and 8. The dotted line plots the best-fit
power law when � is fixed to 13/3; it overshots in bin 1 and undershots in bin 8. Right: Posteriors of variance �2 in Fourier
bin 2 (f2 = 3.95 nHz) in a curnfree + hdfree + monopolefree + dipolefree model, showing evidence of a quasi-monochromatic
monopole process (dashed). No monopole or dipole power is observed in all other bins of that joint model, with �CURN,i and
�HD,i posteriors consistent with the left panel.

in the left panel of Figure 6, where bin number i cor-768

responds to fi = i/T , with T = 16.03 yr the extent of769

the data set. For the purpose of illustration, we overlay770

best-fit power laws that thread the posteriors in a way771

similar to the factorized PTA likelihood of Taylor et al.772

(2022) and Lamb et al. (2023).773

We deem excess power, either uncorrelated for774

curnfree or correlated for hdfree, to be observed in a775

bin when the support of the posterior is concentrated776

away from the lowest amplitudes. No power of either777

kind is observed above f8, consistent with the presence778

of a floor of white measurement noise. Furthermore,779

no correlated power is observed in bins 6 and 7, where a780

power-law model would expect a smooth continuation of781

the trend of bins 1–5 (cf. the dashed fit of Figure 6): this782

may explain the drop in the Bayes factor. However, cor-783

related power reappears in bin 8, pushing the fit toward784

shallower slopes. Indeed, repeating the fit by omitting785

subsets of the bins suggests that the low recovered �HD786

is due mostly to bin 8 and to the lower-than-expected787

correlated power found in bin 1. Obviously, excluding788

those bins leads to higher �HD estimates.789

To explore deviations from a pure power law that may790

arise from statistical fluctuations of the astrophysical791

background or from unmodeled systematics (perhaps re-792

lated to the timing model), in App. D we relax the nor-793

mal ck prior (cf. Equation 3) to a multivariate Student’s794

t-distribution that is more accepting of mild outliers.795

The resulting estimate of �CURN peaks at a higher value796

and is broader than in curn� , with posterior medians797

and 5-95% quantiles of �CURN = 3.5+1.0
�1.0.798

Similarly, spectral turnovers due to interactions be-799

tween SMBHBs and their environments can result in800

reduced GWB power at lower frequencies, which might801

explain the slightly lower correlated power in bin 1. We802

investigate this hypothesis in App. E using the turnover803

spectrum of Sampson et al. (2015). For this curnturnover
804

model, the 15-year data favor a spectral bend below 10805

nHz (near f5), but the Bayes factor against the standard806

hd� is inconclusive.807

Future data sets with longer time spans and the com-808

parison of our data set with those of other PTAs should809

help clarify the astrophysical or systematic origin of810

these possible spectral features.811

5.3. Alternative correlation patterns812

Sources other than GWs can produce inter-pulsar813

residual correlations with spatial patterns other than814

HD. For example, errors in the solar-system ephemerides815

create time-dependent Roemer delays with dipolar cor-816

relations (Roebber 2019; Vallisneri et al. 2020), and er-817

rors in the correction of telescope time to an inertial818

timescale (Hobbs et al. 2012, 2020) create an identical819

time-dependent delay for all pulsars (i.e., a delay with820

monopolar correlations).821

Gair et al. (2014) showed that, for a pulsar array dis-822

tributed uniformly across the sky, HD correlations can823

be decomposed as824

�HD,ab =
1X

l=0

gl Pl(cos ⇠ab),825

g0 = 0, g1 = 0, gl =
3

2
(2l + 1)

(l � 2)!

(l + 2)!
for l � 2, (12)826

827

lo
g 1

0(Δ
T r

m
s/s

ec
)

1
Tobs

2
Tobs

Tobs = 16.03 yr

ΩGW( f ) ≡ 1
ρc

dρGW
d ln f

= 7.4 × 10−9 ( f
fref )

2/3



NANOGrav’s observed correla1ons
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-correla1ons follow the pa\ern expected for a GW backgound 

67(67 − 1)
2 = 2211 dis<nct pairs

2211
15 ≈ 150 pairs per bin

•weighted averages of measured 
correla<ons  in each binρab

• includes contribu<ons from GW-
induced covariances 
Cab,cd ≡ ⟨ρabρcd⟩ − ⟨ρab⟩⟨ρcd⟩

4 The NANOGrav Collaboration
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Figure 1. Summary of the main Bayesian and optimal-statistic analyses presented in this paper, which establish multiple lines
of evidence for the presence of Hellings–Downs correlations in the 15-year NANOGrav data set. (a): Bayesian “free-spectrum”
analysis, showing posteriors (gray violins) of independent variance parameters for a Hellings–Downs-correlated stochastic process
at frequencies i/T , with T the total data set time span. The blue represents the posterior median and 1/2� posterior bandsa

for a power-law model; the dashed black line corresponds to a � = 13/3 (SMBHB-like) power-law, plotted with the median
posterior amplitude. See §3 for more details. (b): Posterior probability distribution of GWB amplitude and spectral exponent
in a HD power-law model, showing 1/2/3� credible regions. The value �GWB = 13/3 (dashed black line) is included in the 99%
credible region. The amplitude is referenced to fref = 1yr�1 (blue) and 0.1 yr�1 (orange). The dashed blue and orange curves
in the log

10
AGWB subpanel shows its marginal posterior density for a � = 13/3 model, with fref = 1yr�1 and fref = 0.1 yr�1,

respectively. See §3 for more details. (c): Angular-separation–binned inter-pulsar correlations, measured from 2,211 distinct
pairings in our 67-pulsar array using the frequentist optimal statistic, assuming maximum-a-posteriori pulsar noise parameters
and � = 13/3 common-process amplitude from a Bayesian inference analysis. The bin widths are chosen so that each includes
approximately the same number of pulsar pairs, and central bin locations avoiding zeros of the Hellings–Downs curve. This
binned reconstruction accounts for correlations between pulsar pairs (Romano et al. 2021; Allen & Romano 2022). The dashed
black line shows the Hellings–Downs correlation pattern, and the binned points are normalized by the amplitude of the � = 13/3
common process to be on the same scale. Note that we do not employ binning of inter-pulsar correlations in our detection
statistics; this panel serves as a visual consistency check only. See §4 for more frequentist results. (d): Bayesian reconstruction
of normalized inter-pulsar correlations, modeled as a cubic spline within a variable-exponent power-law model. The violins plot
the marginal posterior densities (plus median and 68% credible values) of the correlations at the knots. The knot positions are
fixed, and are chosen on the basis of features of the Hellings–Downs curve (also shown as a dashed black line for reference): they
include the maximum and minimum angular separations, the two zero crossings of the Hellings–Downs curve, and the position
of minimum correlation. See §3 for more details.
a Throughout we refer to the 68.3%, 95.4%, and 99.7% regions of distributions as 1/2/3� regions, even in two dimensions.

cosmic variance



NANOGrav’s detec1on confidence
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Figure 3. Empirical background distribution of hd�-to-curn� Bayes factor (left, see §3) and noise-marginalized optimal
statistic (right, see §4), as computed by the phase-shift technique (Taylor et al. 2017) to remove inter-pulsar correlations. We
only compute 5,000 Bayesian phase shifts, compared to 400,000 optimal statistic phase shifts, because of the huge computational
resources needed to perform the Bayesian analyses. For the optimal statistic, we also compute the background distribution using
27,000 simulations (orange line) and compare to an analytic calculation (green line). Dotted lines indicate Gaussian-equivalent
2�, 3�, and 4� thresholds. The dashed vertical lines indicate the values of the detection statistics for the unshifted data sets.
For the Bayesian analyses, we find p = 10�3 (approx. 3�); for the optimal statistic analyses, we find p = 5 ⇥ 10�5–1.9 ⇥ 10�4

(approx. 3.5–4�).

ing a way to test the null hypothesis that no inter-pulsar539

correlations are present. The resulting background dis-540

tribution of Bayes factors is shown in the left panel of541

Figure 3—they exceed the observed value in five of the542

5,000 phase shifts (p = 10�3). We also performed sky543

scramble analyses (Cornish & Sampson 2016), which544

remove the dependence of inter-pulsar spatial correla-545

tions on the angular separations between the pulsars by546

attributing random sky positions to the pulsars. Sky547

scrambles generate a background distribution for which548

inter-pulsar correlations are present in the data but they549

are independent of the pulsars’ angular separations: for550

this distribution, we find p = 1.6⇥10�3. A detailed dis-551

cussion of sky scrambles and the results of these analyses552

can be found in App. F.553

As in NG12gwb, we also carried out a minimally mod-554

eled Bayesian reconstruction of the inter-pulsar correla-555

tion pattern, using spline interpolation over seven spline-556

knot positions. The choice of seven spline-knot posi-557

tions is based on features of the Hellings-Downs pattern:558

two correspond to the maximum and minimum angular559

separations (0� and 180�, respectively), two are chosen560

to be at the theoretical zero crossings of the Hellings–561

Downs pattern (49.2� and 121.8�), one is at the theo-562

retical minimum (82.5�), and the final two are between563

the end points and zero crossings (25� and 150�) to al-564

low additional flexibility in the fit. Panel (d) of Fig-565

ure 1 shows the marginal 1-D posterior densities at these566

spline-knot positions for a power-law varied-exponent567

model. The reconstruction is consistent with the over-568

plotted Hellings–Downs pattern; furthermore, the joint569

2-D marginal posterior densities for the knots, not shown570

in panel (d) of Figure 1, at the HD zero-crossings is con-571

sistent with (0, 0) within 1� credibility.572

4. OPTIMAL STATISTIC ANALYSIS573

We complement our Bayesian search with a frequen-574

tist analysis using the optimal statistic (Anholm et al.575

2009; Demorest et al. 2013; Chamberlin et al. 2015), a576

summary statistic designed to measure correlated excess577

power in PTA residuals. (Note that there is no accepted578

definition of “optimal statistic” in modern statistical us-579

age, but the term has become established in the PTA580

literature to refer to this specific method, so we use it581

for this reason.) It is enlightening to describe the op-582

timal statistic as a weighted average of the inter-pulsar583

correlation coe�cients584

⇢ab =
�tTaP

�1
a �̃abP

�1
b �tb

TrP�1
a �̃abP

�1
b �̃ba

, (9)585

where �tTa are the residuals of pulsar a, and Pa =586 ⌦
�ta�tTa

↵
is their total auto-covariance matrix. The587

cross-covariance matrix �̃ab encodes the spectrum of588

the HD-correlated signal, normalized so that �ab =589

A2�(⇠ab)�̃ab (see Pol et al. 2022), and where elements590

of �ab are given by Equation 3. Indeed, the ⇢ab have591

expectation value A2�(⇠ab), but their variance �2
ab =592

(TrP�1
a �̃abP

�1
b �̃ba)�1+O(A4) is too large to use them593

directly as estimators. Thus we assemble the optimal594

statistic as the variance-weighted, �-template-matched595

average of the ⇢ab,596

Â2 =

P
a>b ⇢ab�(⇠ab)/�2

abP
a>b �2(⇠ab)/�2

ab

. (10)597

Detec1on significance (p-values)
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Figure 3. Empirical background distribution of hd�-to-curn� Bayes factor (left, see §3) and noise-marginalized optimal
statistic (right, see §4), as computed by the phase-shift technique (Taylor et al. 2017) to remove inter-pulsar correlations. We
only compute 5,000 Bayesian phase shifts, compared to 400,000 optimal statistic phase shifts, because of the huge computational
resources needed to perform the Bayesian analyses. For the optimal statistic, we also compute the background distribution using
27,000 simulations (orange line) and compare to an analytic calculation (green line). Dotted lines indicate Gaussian-equivalent
2�, 3�, and 4� thresholds. The dashed vertical lines indicate the values of the detection statistics for the unshifted data sets.
For the Bayesian analyses, we find p = 10�3 (approx. 3�); for the optimal statistic analyses, we find p = 5 ⇥ 10�5–1.9 ⇥ 10�4

(approx. 3.5–4�).

ing a way to test the null hypothesis that no inter-pulsar539

correlations are present. The resulting background dis-540

tribution of Bayes factors is shown in the left panel of541

Figure 3—they exceed the observed value in five of the542

5,000 phase shifts (p = 10�3). We also performed sky543

scramble analyses (Cornish & Sampson 2016), which544

remove the dependence of inter-pulsar spatial correla-545

tions on the angular separations between the pulsars by546

attributing random sky positions to the pulsars. Sky547

scrambles generate a background distribution for which548

inter-pulsar correlations are present in the data but they549

are independent of the pulsars’ angular separations: for550

this distribution, we find p = 1.6⇥10�3. A detailed dis-551

cussion of sky scrambles and the results of these analyses552

can be found in App. F.553

As in NG12gwb, we also carried out a minimally mod-554

eled Bayesian reconstruction of the inter-pulsar correla-555

tion pattern, using spline interpolation over seven spline-556

knot positions. The choice of seven spline-knot posi-557

tions is based on features of the Hellings-Downs pattern:558

two correspond to the maximum and minimum angular559

separations (0� and 180�, respectively), two are chosen560

to be at the theoretical zero crossings of the Hellings–561

Downs pattern (49.2� and 121.8�), one is at the theo-562

retical minimum (82.5�), and the final two are between563

the end points and zero crossings (25� and 150�) to al-564

low additional flexibility in the fit. Panel (d) of Fig-565

ure 1 shows the marginal 1-D posterior densities at these566

spline-knot positions for a power-law varied-exponent567

model. The reconstruction is consistent with the over-568

plotted Hellings–Downs pattern; furthermore, the joint569

2-D marginal posterior densities for the knots, not shown570

in panel (d) of Figure 1, at the HD zero-crossings is con-571

sistent with (0, 0) within 1� credibility.572

4. OPTIMAL STATISTIC ANALYSIS573

We complement our Bayesian search with a frequen-574

tist analysis using the optimal statistic (Anholm et al.575

2009; Demorest et al. 2013; Chamberlin et al. 2015), a576

summary statistic designed to measure correlated excess577

power in PTA residuals. (Note that there is no accepted578

definition of “optimal statistic” in modern statistical us-579

age, but the term has become established in the PTA580

literature to refer to this specific method, so we use it581

for this reason.) It is enlightening to describe the op-582

timal statistic as a weighted average of the inter-pulsar583

correlation coe�cients584
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Figure 3. Empirical background distribution of hd�-to-curn� Bayes factor (left, see §3) and noise-marginalized optimal
statistic (right, see §4), as computed by the phase-shift technique (Taylor et al. 2017) to remove inter-pulsar correlations. We
only compute 5,000 Bayesian phase shifts, compared to 400,000 optimal statistic phase shifts, because of the huge computational
resources needed to perform the Bayesian analyses. For the optimal statistic, we also compute the background distribution using
27,000 simulations (orange line) and compare to an analytic calculation (green line). Dotted lines indicate Gaussian-equivalent
2�, 3�, and 4� thresholds. The dashed vertical lines indicate the values of the detection statistics for the unshifted data sets.
For the Bayesian analyses, we find p = 10�3 (approx. 3�); for the optimal statistic analyses, we find p = 5 ⇥ 10�5–1.9 ⇥ 10�4

(approx. 3.5–4�).
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- p-value of  means a 1/1000 chance that uncorrelated red noise could produce the observed results10−3

- p-values correspond to  or  (“strong evidence” vs LIGO’s  “detecGon”)3σ 3.5 − 4σ ≫ 5σ

-unlikely due to noise alone (prob  ) —> “evidence for”≈ 1/10,000

S/N =
∑a<b ρabΓab/σ2

ab,0

∑c<d Γ2
cd /σ2

cd,0

• inner product of measured 
and expected correla<ons 
(“matched filter” sta1s1c)

•null distribu<on has zero mean, 
unit variance; but is not Gaussian
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Figure 1. NANOGrav 15-year GWB free-spectrum posteriors translated into the square root of timing residual power (⇢, left panel) and
characteristic strain (hc, right panel). The HD-correlated free-spectrum measured while simultaneously fitting for monopole-correlated (MP),
dipole-correlated (DP), and uncorrelated red noise noise (CURN) free spectra (HD-w/MP+DP+CURN; gray violins, left-side) is compared
against the HD-DMGP model in which dispersion-measure variations are modeled using Gaussian Processes (green violins, right-side). The
black dotted lines show idealized power-law spectra (⇢2 / f �13/3 and hc / f �2/3) fit to the median posterior value for the amplitude obtained
from the HD-w/MP+DP+CURN model in NG15gwb. Over plotted are the best-fitting, simulated GWB spectra from models of SMBH binary
populations produced in this analysis. Two models are shown, one which includes environmentally driven binary evolution (blue) and another
that assumes GW-only evolution (purple). Both models are able to reproduce the data, while the environmentally driven model produces a
slightly better fit. We conclude that the observed GWB spectrum is consistent with astrophysically motivated expectations from populations of
SMBH binaries.

a semi-analytic modeling approach to SMBH binary popu-
lation synthesis and defer the use of cosmological hydrody-
namics simulations for future work.

SUMMARY & OUTLINE

Figure 1 shows the GWB spectrum recovered from the 15-
year NANOGrav data, along with the best fitting simulated
GWB spectra produced in this work. In § 2 we summarize
the NANOGrav 15-year data set that forms the observational
basis for this analysis, and the GWB spectra derived from it
(grey and green ‘violins’). In § 3, we describe our methods
of modeling populations of SMBH binaries and calculating
the GWB spectra that they would produce. There, we also
detail the approach that we use to compare our simulations
to the 15-year data. Our best-fitting models (colored curves)
are presented in § 4.

We find that astrophysically motivated models of SMBH
binary populations are able to accurate reproduce the ob-
served GWB spectrum (§ 4.1 & 4.2). We focus our analysis
on two population models. One includes a self consistent pre-
scription for environmentally driven binary evolution (blue),
and the other assumes GW-only evolution (purple) which is
still commonly used in the literature. Both models are able to
fit the data, while the environmentally driven case produces
a slightly better match—particularly to the lowest frequency
bin. We present the binary evolution parameters favored by
15-year spectra fits for both models (§ 4.3). While the pos-
terior distributions are broadly consistent with astrophysical

expectations, parameters tend to be shifted towards values
that produce larger GWB amplitudes than was previously
most-favored. Generally higher binary masses or densities,
or highly e�cient binary mergers are required to produce the
observed amplitudes. The characteristics of the implied bi-
nary populations are presented in § 4.4.

Our results are discussed in the context of the field in § 5,
along with highlights for the near future of low-frequency
GW astronomy.

Throughout this paper we assume a WMAP9
cosmology with ⌦m = 0.228, ⌦b = 0.0472, and
H0 = 0.6933 km s�1 Mpc�1.

2. PULSAR TIMING ARRAY DATA

This work is based on the NANOGrav 15-year data set,
which includes 68 pulsars, 67 of which have a baseline of
at least 3 years and are included in the GWB analysis. The
complete description of the data set can be found in Agazie
et al. (2023a, hereafter NG15), while the detector character-
ization and noise modeling of individual pulsars is described
in Agazie et al. (2023c, hereafter NG15detchar). The de-
tailed description of the Bayesian search for the GWB is pre-
sented in NG15gwb. Here, we briefly summarize the mea-
surement of the GWB spectrum from the NANOGrav data,
focusing on the pieces which are necessary for the astrophys-
ical interpretation presented in this paper.

PTA collaborations systematically monitor millisecond
pulsars and record the times of arrival (TOAs) of their radio

6 The NANOGrav Collaboration

Figure 1. NANOGrav 15-year GWB free-spectrum posteriors translated into the square root of timing residual power (⇢, left panel) and
characteristic strain (hc, right panel). The HD-correlated free-spectrum measured while simultaneously fitting for monopole-correlated (MP),
dipole-correlated (DP), and uncorrelated red noise noise (CURN) free spectra (HD-w/MP+DP+CURN; gray violins, left-side) is compared
against the HD-DMGP model in which dispersion-measure variations are modeled using Gaussian Processes (green violins, right-side). The
black dotted lines show idealized power-law spectra (⇢2 / f �13/3 and hc / f �2/3) fit to the median posterior value for the amplitude obtained
from the HD-w/MP+DP+CURN model in NG15gwb. Over plotted are the best-fitting, simulated GWB spectra from models of SMBH binary
populations produced in this analysis. Two models are shown, one which includes environmentally driven binary evolution (blue) and another
that assumes GW-only evolution (purple). Both models are able to reproduce the data, while the environmentally driven model produces a
slightly better fit. We conclude that the observed GWB spectrum is consistent with astrophysically motivated expectations from populations of
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and the other assumes GW-only evolution (purple) which is
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fit the data, while the environmentally driven case produces
a slightly better match—particularly to the lowest frequency
bin. We present the binary evolution parameters favored by
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terior distributions are broadly consistent with astrophysical
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that produce larger GWB amplitudes than was previously
most-favored. Generally higher binary masses or densities,
or highly e�cient binary mergers are required to produce the
observed amplitudes. The characteristics of the implied bi-
nary populations are presented in § 4.4.
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along with highlights for the near future of low-frequency
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cosmology with ⌦m = 0.228, ⌦b = 0.0472, and
H0 = 0.6933 km s�1 Mpc�1.

2. PULSAR TIMING ARRAY DATA

This work is based on the NANOGrav 15-year data set,
which includes 68 pulsars, 67 of which have a baseline of
at least 3 years and are included in the GWB analysis. The
complete description of the data set can be found in Agazie
et al. (2023a, hereafter NG15), while the detector character-
ization and noise modeling of individual pulsars is described
in Agazie et al. (2023c, hereafter NG15detchar). The de-
tailed description of the Bayesian search for the GWB is pre-
sented in NG15gwb. Here, we briefly summarize the mea-
surement of the GWB spectrum from the NANOGrav data,
focusing on the pieces which are necessary for the astrophys-
ical interpretation presented in this paper.
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FIG. 7. Histograms of the traditional optimal detection statistic (OS) p-values for the 20480 CURN-
hypothesis posterior samples. The left panel has �gw free, and the right has �gw = 13/3. The upper
horizontal axis is one-sided-Gaussian equivalent significance.

trices that contain only o↵-diagonal terms, making them less sensitive to errors in
modeling of the pulsar noise. Details may be found in [28].

3. E↵ects discarding “outlier backend” TOAs

In this work, we analyze the full five PTA dataset, which has 1090206 TOAs.
We were curious to see if the results would change if we discarded “outlier” data.
By this, we mean data for which the single pulsar analysis gives WN parameters
di↵ering significantly from those naively implied by the .tim file contents. We flag
such outliers via EFAC, whose nominal value is (close to) unity, as shown in Fig. 8.

FIG. 8. Histograms showing how many backends and TOAs have a given value of EFAC.

To see the e↵ects of discarding outliers, we drop TOAs from backends where EFAC
lies outside the range [1/Q,Q] forQ = 10, 4, 3 and 2. The number of backends/TOAs
and fraction of data eliminated by these cuts are shown in Table V.
The impact of dropping these “outlier” TOAs is negligible, as can be seen from

the Agw and �gw posteriors shown in Fig. 9. These should be compared with Fig. 2
in the paper. The tighter data cuts do not significantly a↵ect the posteriors or other

4

Model log10 Agw �gw log10 ⌦gw

CURN (�gw free) �14.37+0.11
�0.12 3.63+0.27

�0.26 �9.00+0.08
�0.09

CURN (�gw fixed) �14.69+0.04
�0.04 13/3 �8.92+0.08

�0.08

HD (�gw free) �14.45+0.13
�0.15 3.76+0.31

�0.29 �9.05+0.09
�0.09

HD (�gw fixed) �14.72+0.04
�0.04 13/3 �8.98+0.08

�0.09

TABLE II. Median posterior values for Agw and �gw, their
68% containment intervals from Fig. 2, and ⌦gw(3 nHz).

R
d�gw

R
d log

10
(Agw) of our 95.5% containment ellipse for

the HD hypothesis is 48% of that shown in [54, Fig. 1,
right]. As explained earlier, this is as expected for an
SGWB: joint analysis yields more evidence and is more
constraining than naive intersection of the separate PTA
results.

The PTA community has established basic criteria for
claiming a detection [12]. Among these, one must show
that the data is consistent with the HD signal hypoth-
esis, and very unlikely (at the 5� level) to arise under
the CURN hypothesis. The estimates of AGW and �GW

cannot help with this, since they are very similar under
both hypotheses (see Fig. 2).

As previously described, one way to assess signifi-
cance is via frequentist null-hypothesis testing [55] using
a statistic. This computes the (noise-marginalized false-
alarm) probability p that signal-like data would occur
under the null hypothesis. We use quadratic statistics
of the form D(z) = z

TQz, where z is the column vector
of timing residuals, and consider three di↵erent standard
choices of the square filter matrix Q (see EM6 and [28,
Eq. (1)]).

While the data are fixed, the inferred pulsar
and SGWB noise models-and hence the CURN null-
hypothesis distributions-vary across posterior samples.
We therefore adopt a noise-marginalized approach [29,
30], computing each statistic and its false-alarm probabil-
ity for every posterior realization using the corresponding
generalized �

2 distribution [31, 33]. The resulting p-value
distributions are shown in SM Sec. 2.

statistic significance mean median 68% range 95% range

OS
�-units: 4.3 4.8 (4.3, 5.4) (3.9, 5.9)

� log10 p: 5.2 6.2 (5.1, 7.4) (4.3, 8.7)

NP
�-units: 3.3 3.8 (3.2, 4.3) (2.7, 4.9)

� log10 p: 3.3 4.1 (3.2, 5.1) (2.4, 6.3)

NPMV
�-units: 3.3 3.7 (3.1, 4.3) (2.7, 4.9)

� log10 p: 3.3 4.0 (3.1, 5.1) (2.4, 6.3)

TABLE III. Posterior distributions of the false-alarm proba-
bility p for �gw free. OS is the traditional “optimal” statistic,
NP is the Neyman–Pearson statistic, and NPMV is the robust
NP statistic. Ranges are centered about the median, and p-
values are also translated into “equivalent-�” units.

We summarize the results for all three statistics in Ta-
ble III. None has a mean false-alarm probability p small

enough to exceed the 5� detection threshold [12]. How-
ever, note that our analysis yields a traditional OS de-
tection significance of ⇡ 4.3�, which is higher than the
⇡ 3.2� significance reported by NG [32]. This suggests
that the “direct data combination” method is working as
would be expected in the presence of an SGWB.
Another way to quantify detection confidence [12] is

via the Bayes factor BF = EHD/ECURN, the ratio of HD
to CURN model evidences. Evaluating these (see EM7)
gives ln(BF) = 10.18 ± 0.13 =) BF = 26000 ± 3000.
This is two orders-of-magnitude larger than the BF ⇡
200 reported by NG [9]. For a real Gaussian random
variable, the corresponding significance [29, Eq. (8)] ofp
2 ln(BF)� ⇡ 4.5� is below the threshold for confident

detection.

FIG. 3. Reconstruction of the mean correlation between
pulsar pairs as a function of angular separation, compared to
the Hellings and Downs (HD) prediction (2). The vertical
bars indicate the uncertainties in the estimates of the means.

We test if the inter-pulsar correlations match those ex-
pected from an SGWB by estimating the angular correla-
tion pattern from the data [12]. The mean correlation �ab

between pulsars a and b arising from an SGWB should
follow the HD prediction [2, 26, 27]

�ab ⌘
1

2
(1+�ab)+

3

4
(1�cos ✓)


ln
⇣1� cos ✓

2

⌘
� 1

6

�
. (2)

Here, ✓ is the angle between unit vectors n̂a and n̂b point-
ing from Earth to pulsars a and b, so cos ✓ = n̂a · n̂b. This
pattern is shown in Fig. 3 as a function of ✓. [The �ab

in (2) doubles the correlation for two pulsars with spa-
tial separation smaller than the GW wavelength [2]. It
plays no role in the Fig. 3 comparison: the 15 angular
bins contain only cross-pulsar pairs a 6= b, for which the
Kronecker-� vanishes.]
An optimal method for “reconstructing” the HD corre-

lation from the data has been derived [56] but is not yet
fully implemented [43]. So, our reconstruction is based
on the same method [53] previously used by EPTA [7]
and NG [9], as implemented in [57] (for further details,
see EM8). Fig. 3 shows the result for the 20480 free �gw

CURN posterior samples. A traditional �2 goodness-of-
fit test shows that the reconstruction matches the HD

Stochastic gravitational-wave background search
using data from five pulsar timing arrays
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Using public pulse time-of-arrival data from five pulsar timing arrays (PTAs), we search for a
stationary, isotropic, and unpolarized nHz stochastic gravitational-wave background (SGWB). This
analysis is more sensitive than previous individual PTA searches because the combined 121-pulsar
dataset is about four times larger than any single PTA’s. For pulsars observed by multiple PTAs,
we employ a new “direct combination” method to merge their astrophysical models and data. This
avoids the challenge of reconciling di↵erent PTA timing models to obtain a single “best” model. A
central result of our analysis is the posterior distribution of the amplitude Agw and exponent �gw
of the putative SGWB energy-density spectrum, modeled as a power law in frequency. While these
results are consistent with a nonzero SGWB amplitude Agw, the statistical significance-assessed via
a Bayesian odds ratio and noise-marginalized false-alarm probabilities (p-values) for three detection
statistics-remains below the conventional 5� threshold for a confident detection. The inter-pulsar
timing-residual correlation, reconstructed as a function of angle ✓ between the pulsar lines of sight,
matches the Hellings and Downs (HD) prediction.

Introduction – Pulsar timing arrays (PTAs) aim to de-
tect low-frequency gravitational waves (GWs) by mea-
suring the e↵ects these waves induce on the arrival times
of pulsar pulses. These GWs create “timing residuals”
which are correlated between pulsars [1, 2]. Decades-long
datasets with submicrosecond timing precision yield GW
amplitude (strain) sensitivities of order Agw ⇠ 10�15 at
nHz frequencies.

Supermassive black hole binaries (SMBHBs) are one
source of GWs. If the Universe contains many of
them, the incoherent superposition of their GW emissions
would create a stochastic GW background (SGWB) [3–5]
with a power-law spectrum in the nHz band.

Di↵erent PTA collaborations have reported varying
levels of evidence for a nHz SGWB. The Parkes PTA
(PPTA [6]) observed 30 pulsars over 18 yr, concluding
that the data show “no support for or against”. The
European and Indian PTAs (EPTA and InPTA [7]) ob-
served 25 pulsars and reported “marginal evidence” in
the 25-yr dataset and “evidence” when only the last 10 yr
were analyzed. The Chinese PTA (CPTA [8]) observed
57 pulsars over 3 yr, and reported “some evidence”.
The North American Nanohertz Observatory for Grav-
itational Waves (NG [9]) observed 67 pulsars over 15 yr
and reported “compelling evidence”. Most recently, the
MeerKAT PTA (MPTA [10]) observed 83 pulsars over
4.5 yr, and, depending on assumptions about pulsar noise
processes, reported either “high significance” or “no sig-
nificance” (see also [11]). None reach the conventional 5�
significance threshold required to claim a detection [12].

All of these PTAs (apart from CPTA) have released
their data. Using this full public dataset increases the
total number of distinct pulsars to Np = 121 as shown in
Fig. 1. PTAs search for an SGWB by correlating pairs of
pulsars, whose number scales as N2

p . Furthermore, since

FIG. 1. A Mollweide projection showing sky locations of
the 121 pulsars included in our analysis. Colors indicate how
many PTAs provided data for that pulsar.

many pulsars are observed by more than one collabo-
ration (on average, 1.8) there are also more data sam-
ples per pulsar. Hence, analysis of the combined dataset
should significantly increase the GW strain sensitivity
and the detection confidence [2, 13–15].
We analyze this five PTA dataset [16–20] using a re-

cently proposed “direct combination” method [21, 22].
This allows us to combine the data with minor modifica-
tions, as described below. Tests of this method [21], car-
ried out with the International Pulsar Timing Array [23]
(IPTA) Data Release 2 (DR2) combined dataset from
2019 [14], suggest that it produces results identical to
traditional (but more time-consuming) data combination
techniques.
Aside from this, our analysis is standard. We use the

same tools and methods as the individual PTAs, as im-
plemented in Enterprise [24] and in the next-generation
PTA data-analysis package Discovery [25]. Both use pa-
rameterized likelihood models and Markov chain Monte
Carlo (MCMC) to generate posterior samples (“posteri-
ors”) approximating the parameters’ posterior distribu-
tions.
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Combined analysis using data from 5 PTAs: 121 pulsars

Bayes factor (HD vs CURN): ~26000 vs ~200 (NG 15-yr)

Mean p-value for standard detec<on sta<s<c: 4.3σ
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GW150914, etc PTA observa1on

determinis<c / transient signal stochas<c / persistent signal

waveforms & coincidence power spectra & cross-correla<ons

single binary black hole merger combined signal from a popula<on of approx 
monochroma<c inspiraling binaries

stellar mass black holes (1 - 100 solar masses) supermassive black holes (109 solar masses)

laser interferometers with km-scale arms galac<c-scale detector using msec pulsars, with “arm” 
lengths ~100 - few x 1000 light-years 

audio frequencies (10’s - 1000 Hz) nanohertz frequencies (10-9 - 10-7 Hz) 
[periods: decades -> months] 

GW wavelength >> arm length GW wavelength << arm length

“detec<on of …” ( >5 sigma) “evidence for …” (3-4 sigma)



extra slides

27



Metronome 1ming array
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[AJP: Lam et al, 2018]
hKps://github.com/josephromano/pta-demo

ΔT(t) = ΔL(t)
cs

≃ − ̂p ⋅ h⃗(t)
cs

ΔTa,b(t) = − A
cs

cos(2πf0t + ϕ0 − θa,b)Unif circular mo<on:

angular separa<on, γab [deg]

co
rr

el
a<

on

close, not exact.) Finally, you should calculate the corre-
lation coefficient, which should have a value very close
to 1 for this case, since the two microphones are at the
same angular location.

(3) Repeat the above two steps but with metronome 2 at dif-
ferent angular locations (e.g., 45!, 90!, 135!, 180!) with
respect to metronome 1 (which should always remain at
0!). The motion of the microphone should be as similar as
possible to that for Step 1. Change the name of the file
prefix in the Data file text entry box to m208a184bXX,
where XX is 45, 90, 135, 180, to reflect the change in
the angular location of metronome 2. You should find
that the correlation coefficient q12 is approximately
equal to cos f, where f¼ 45!, 90!, 135!, 180! is the
angular separation of the two metronomes, in accord
with Eq. (13).

This analysis produces metronome-pulse data files
m208a184bXX.txt and values of the correlation coeffi-
cient q12 for different angular separations between the two
microphone-metronome baselines—e.g., f¼ 0!, 45!, 90!,
135!, 180! (corresponding to XX in the data file names). For
example, the values of q12 obtained when running the corre-
lation analysis on the data files m208a184bXX.txt located
at https://github.com/nanograv/tabletop_pta/
tree/master/tabletop_pta/demo_data are q12

¼ 0.983, 0.776, #0.274, #0.724, #0.993. These values are
plotted in Fig. 11, compared to the expected values given by
q12 ’ cos f (the solid line).

One can perform the experiment many times in order to
build up statistics on the uncertainty of q12. For this work,
instead we take the best-fit sinusoid parameters (e.g., see
the sine-wave fits in Fig. 10 for the f¼ 0 trial) with their
uncertainties and then simulate many (10,000) realizations
of new sinusoids for each value of f. We draw new parame-
ters for the sinusoids centered around the original best-fit
values and assuming Gaussian errors with standard devia-
tions equal to each of the parameter uncertainties. For each
realization, we then calculate q12 as before. In Fig. 11, we
show the values as listed above but include the 634.1%
(around the median) confidence intervals from the many tri-
als as “realization errors” to quantify our uncertainty on our
estimates of q12.

V. DISCUSSION

We have described a demonstration using two metro-
nomes and a microphone that serves as an acoustical ana-
logue of a Galactic-scale gravitational-wave detector, i.e., a
pulsar timing array. This demonstration also serves as an
educational tool, illustrating several techniques used in real
pulsar timing analyses, but in the simplified context of met-
ronome pulses recorded by a microphone. From our experi-
ence, we have found that the demonstration is best suited for
undergraduates or senior-level high-school students who
already have some familiarity with basic physics and astron-
omy. For less mathematically inclined audiences, the mathe-
matical discussion of the underlying data analysis techniques
needs to be reduced accordingly. But the main idea that a
common disturbance (in this case, the microphone motion)
can induce correlations in the pulse arrival times, and a
graphical display showing the timing residuals from the two
metronomes being shifted by an amount equal to their angu-
lar separation is accessible to nearly all audiences.

A. Some caveats

The tricky technical aspect of the double-metronome anal-
ysis is to properly extract the pulse arrival times when the
two metronomes are running simultaneously, producing
pulses that can significantly overlap with one another (unless
the pulse periods are sufficiently large and similar enough
that the pulses can be spaced separately one after another).
The fact that the pulse profiles pI(t) for the two metronomes
(I¼ 1, 2) are different for different tempo modes a and b is
crucial for distinguishing the pulses from the two metro-
nomes. Still, the correlation functions CI(Dt) have several
local maxima, and we need to find the largest local maxima
in the vicinity of the expected pulse arrival times to deter-
mine the measured TOAs smeasured

I ½i%. If the search window is
not properly centered on the expected arrival time or if it
includes a local maximum of the correlation function that
doesn’t correspond to the true arrival time of the pulse, then
the returned measured TOA will deviate from its true value,
thus causing errors in the corresponding timing residual and
the subsequent fit to the residuals. To help mitigate such
problems, the routine that calculates the measured TOAs cur-
rently uses an adaptive width for the search window, which
increases in size if it originally does not include a peak in the
correlation function. (This is usually a sign that the window
was not large enough to include the true pulse arrival time.)

Even with this adaptive-search-window technique, we
sometimes do not get good agreement between the measured
and theoretical correlation coefficients for intermediate sepa-
ration angles between the two metronomes, i.e., f close to
90!. A possible alternative reason for this might be reflec-
tions of the sound waves off of the table top or parts of the
laptop, when using the laptop’s internal microphone to do
the recordings. Recovery of the expected correlation is usu-
ally better if we use a USB microphone, which does not have
many intervening parts to interfere with the sound waves.

B. Possible use as an instructional laboratory
investigation

Although we have not tried to use this demonstration in
its full form as an instructional laboratory, we suspect that
some variant of this demonstration might be useful for an

Fig. 11. Measured correlation coefficient values q12 as a function of the
angular separation f between a pair of microphone-metronome baselines, for
a particular set of demonstration pulse data files. (The error bars on the data
points are determined by the method described in the text.) The solid line
shows the expected dependence q12 ’ cos f.
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Metronome demo numbers
•  

• amplitude microphone mo<on:   

• period of microphone mo<on:   

• amplitude microphone mo<on:  

• 184 bpm:  

• 208 bpm: 

cs = 340 m/s
A ≈ 5 cm

Tgw = 2 sec
≈ 5 cm

Tpulse = 0.3261 sec
Tpulse = 0.2885 sec
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Pulsar 1ming numbers
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L ~ few 100 - 1000 lyr  (distance to pulsars)

f ~ 1/few weeks to 1/10 years  (10-7 Hz to 10-9 Hz)

λ ~ 0.1 to 10 lyr  (GW wavelength)

sensitivity ~ σrms/Tobs ~ 100 ns/10 yr ~ 10-15 

can detect changes ~10 km in the position  
of a pulsar at a distance of  ~1000 lyr 

λ << L  (short-wavelength limit)


