ESCAPE 824064

< CAPP

Laboratoire d’Annecy de Physique des Particules

GPU Architecture

Pierre Aubert

* X %

* % %

S universite
SAVOIE
MONT BLANC

* % %

* 4 X



<-CAPP Graphic Processing Unit

Pierre Aubert, GPU architecture




Pierre Aubert, GPU architecture



< LAPP Graphic Processing Unit

Laboratoire &’Annecy de Physique des Particules

Pierre Aubert, GPU architecture



< LAPP Graphic Processing Unit

Laboratoire &’Annecy de Physique des Particules

Pierre Aubert, GPU architecture



< LAPP Graphic Processing Unit

Laboratoire &’Annecy de Physique des Particules.

1980s

1997

Pierre Aubert, GPU architecture



< LAPP Graphic Processing Unit

Laboratoire &’Annecy de Physique des Particules.

1997

Pierre Aubert, GPU architecture



< LAPP Graphic Processing Unit

Laboratoire &’Annecy de Physique des Particules.

1997

Pierre Aubert, GPU architecture



Graphic Processing Unit

Pierre Aubert, GPU architecture



Pierre Aubert, GPU architecture



< LAPP Graphic Processing Unit

2018

Pierre Aubert, GPU architecture



<LAPP Graphic Processing Unit

2018

Pierre Aubert, GPU architecture



<LAPP Graphic Processing Unit

2018

Pierre Aubert, GPU architecture



GPU Architecture

Pierre Aubert, GPU architecture




LCAPP GPU Architecture

Laboratoire &’Annecy de Physique des Particules.

DRAM (HBM3)

DRAM (HBM3)

Pierre Aubert, GPU architecture



g)AEP GPU Architecture

DRAM (HBM3) Streaming

Multiprocessor

(stlsulsmfsmlsmlsmlsmEsmlsmfsmEsmlsmlsmlsmlsm
(st )smLsmfsmfsmfsmlsmLsmlsm]smfsmlsmLsmLsm]sm

DRAM (HBM3)

Pierre Aubert, GPU architecture L J . ‘ 3




GPU Architecture

DRAM (HBM3) Streaming
Multiprocessor

(st lsulsmfsmlsmlsmlsmlsmlsulsmEsmlsufsmlsmlsm
(smYsmfsufsmfsmfsmfsmfsmfsmfsmfsmfsmfsmfsu]sm

(sM[(sm [ smfsmfsm[smfsmfsmfsm sm)smlsm[smfsmfsm)
(sM [smfsm[smfsmfsmfsmfsmfsmfsmlsm smlsmfsmfsm)

DRAM (HBM3)

Pierre Aubert, GPU architecture




LAPP Streaming Multiprocessor

Laboratoire d'Annecy de Physique des Particules

Streaming Multiprocessor

Pierre Aubert, GPU architecture



<-LAPP Streaming Multiprocessor

Laboratoire d'Annecy de Physique des Particules

Streaming Multiprocessor

Pierre Aubert, GPU architecture



LAPP Streaming Multiprocessor

Laboratoire d'Annecy de Physiaue des Particules

Streaming Multiprocessor

(Core]Core)Core)Core|Core]|Core] Core|Core|Core|Core] Core|Core)
Decode

Pierre Aubert, GPU architecture



WCE)APP Streaming Multiprocessor

ratoire cf Annecy de Physique des Particules

Streaming Multiprocessor

(Core]Core]Core]Core]Core[Core|Core|Core|Core|Core|Core|Core)
ciiiil) (core]core]Core]Core]Core[Core]|Core]|Core]|Core|Core|Core]|Core)

(Core] Core|Core|Core|Core|Core|Core|Core)Core)Core|Core)Core)
Decode

Pierre Aubert, GPU architecture



< LAPP Streaming Multiprocessor

Laboratoire d'Annecy de Physique des Particules

Streaming Multiprocessor

(Core]Core]Core]Core]Core[Core|Core|Core|Core|Core|Core|Core)
ciiiil) (core]core]Core]Core]Core[Core]|Core]|Core]|Core|Core|Core]|Core)

(Core] Core|Core|Core|Core|Core|Core|Core)Core)Core|Core)Core)
Decode

Execution Context

Pierre Aubert, GPU architecture



- LAPP Streaming Multiprocessor

Laboratoire d'Annecy de Physique des Particules

Streaming Multiprocessor

(Core]Core]Core]Core]Core[Core|Core|Core|Core|Core|Core|Core)
ciiiil) (core]core]Core]Core]Core[Core]|Core]|Core]|Core|Core|Core]|Core)

(Core]Core]Core]Core]Core]Core[Core|Core|Core|Core|Core|Core)

2} (core[Core|Core)Core|Core|Core]Core|Core)Core|Core|Core]Core)

Shared Memory

Pierre Aubert, GPU architecture



nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

Threads ?

Pierre Aubert, GPU architecture




CUAPP

vecy de Physique des Particules

Threads ?

OO0O0ONO000
OO00OHO000
OOO0ON0000

0000
0000
0000

0000
0000
0000

0000
0000
0000

Pierre Aubert, GPU architecture




CUAPP

vecy de Physique des Particules

Threads ?

CPU
Core

OO0O0ONO000
OO00OHO000
OOO0ON0000

OOOO0OHO000
sE
OOOO0ON0000

0000
0000
0000

0000
0000
0000

Pierre Aubert, GPU architecture




Laboratoire 'Annecy de Physique des Particul les

Threads ?

CPU Thread

0000
0000
0000

0000
0000
0000

0000
D000
0000

Pierre Aubert, GPU architecture




CUA\PP Threads ?

CPU Thread CPU

0000
0000
0000

OO0
() ()
()OO Vectorization

Pierre Aubert, GPU architecture



C[APP Threads ?

Laboratoire 'Annecy de Physique des Particul

CPU Thread CPU

0000
0000
0000

OO0
() ()
()OO Vectorization

Specific Instructions
OO0 NOO0OO)
(J @) | @ (J
UO0O0ON0O0O00)

Pierre Aubert, GPU architecture



CLAPP Threads ?

Laboratoire &’Annecy de Physique des Particules.

CPU Thread CPU

Vectorization

Specific Instructions

.l.l.l.

Pierre Aubert, GPU architecture



Threads ?

Laboratoire d'Annecy de Physique des Particules

CPU

CPU Thread

Specific Instructions

Vectorization
No Vectorization

Pierre Aubert, GPU architecture



Threads ?

cLAPP

Laboratoire d'Annecy de Physique des Particules

(c] V)

CPU

CPU Thread

Specific Instructions

Vectorization
No Vectorization

Pierre Aubert, GPU architecture



Threads ?

Laboratoire &’Annecy de Physique des Particules.

GPU
Core

CPU

CPU Thread
0000
0000
0000

0000
0000
0000
0000
0000
0000

Streaming
Multiprocessor

Vectorization
Specific Instructions
No Vectorization

Pierre Aubert, GPU architecture



Threads ?

Laboratoire &’Annecy de Physique des Particules.

GPU Thread

GPU
Core

Streaming
Multiprocessor

Vectorization

CPU

CPU Thread
0000
0000
0000
0000
0000
0000

Specific Instructions

000
000
000
000

No Vectorization

Pierre Aubert, GPU architecture



Threads ?

Laboratoire &’Annecy de Physique des Particules.

GPU Thread

20
3
o o9
EY
c 2
s
=5
0’3
s
c
o
S
]
N
=
5 2
a ]
o >

CPU Thread
0000
0000
0000
0000
0000
0000

Specific Instructions

000
000
000
000

Parallel
by
Hardware

No Vectorization

Pierre Aubert, GPU architecture



Threads Hierarchy

Pierre Aubert, GPU architecture




Threads Hierarchy

Thread

Pierre Aubert, GPU architecture




Threads Hierarchy

Thread Core

Pierre Aubert, GPU architecture




<-CAPP Threads Hierarchy

. Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture L J . ‘




(LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules

EEEEEEEEEEEEEEER Warp
EEEEEEEEEEEEEEER
. Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture L J . ‘




(LAPP Threads Hierarchy

EEEEEEEEEEEEEEER Warp Hardware
EEEEEEEEEEEEEEER Scheduler
. Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture L J . ‘




(LAPP Threads Hierarchy

Hardware

LT Scheduler

32 Threads

. Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture L J . ‘




(LAPP Threads Hierarchy

Synchronous
EEEEEEEEEEEEEEER Hardware :
EEENEEENEEREEERE WarP  giheduler 32 Threads Same Instruction
Multiple Data
B Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture L J . ‘




<LAPP

Laboratoire &’Annecy de Physique des Particules.

Threads Hierarchy

[EeSaasaaeaeass)
EENEEEEEENENEREN

Block
Hard Synchronous
Warp S ahr (\;valre 32 Threads Same Instruction
cheauter Multiple Data
Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture




<LAPP

Laboratoire &’Annecy de Physique des Particules.

Threads Hierarchy

[EeSaasaaeaeass)
EENEEEEEENENEREN

Streaming
Block Multiprocessor
Hard Synchronous
Warp S ahr (\;valre 32 Threads Same Instruction
cheauter Multiple Data
Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture




<LAPP

Laboratoire &’Annecy de Physique des Particules.

Threads Hierarchy

[EeSaasaaeaeass)
EENEEEEEENENEREN

Streaming 2 - 4 Warps
Block :
Multiprocessor g4 - 128 Cores
Hard Synchronous
Warp S ahr (\;valre 32 Threads Same Instruction
cheauter Multiple Data
Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture




- LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules

Streaming 2 -4 Warps Asynchronous

Block : Same Instruction
Multiprocessor g4 - 128 Cores Multiple Data
Hard Synchronous
Warp S ahr (\;valre 32 Threads Same Instruction
cheduter Multiple Data
Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture




< LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules.

[EeSaasaaeaeass)
EENEEEEEENENEREN

Cluster
Streaming 2 -4 Warps Asynchronous
Block BT Same Instruction
P 64 - 128 Cores Multiple Data
Hard Synchronous
Warp S ahr ;valre 32 Threads Same Instruction
cheauter Multiple Data
Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture




< LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules.

[EeSaasaaeaeass)
EENEEEEEENENEREN

Blocks

Cluster Communication

2 -4 Warps Asynchronous

Streaming .
Block : Same Instruction
Multiprocessor g4 - 128 Cores Multiple Data
Hard Synchronous
Warp S ahr ;valre 32 Threads Same Instruction
cheauter Multiple Data
Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture




< LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules.

[EeSaasaaeaeass)
EENEEEEEENENEREN

Since :

Blocks
Cluster Az - CUDA12
Communication _ Hopper

2 -4 Warps Asynchronous

Streaming .
Block : Same Instruction
Multiprocessor g4 - 128 Cores Multiple Data
Hard Synchronous
Warp S ahr ;valre 32 Threads Same Instruction
cheauter Multiple Data
Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture




< LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules.

[EeSaasaaeaeass)
EENEEEEEENENEREN

Since :

Blocks
Cluster Az - CUDA12
Communication _ Hopper

Hopper : 132 SMs
Ampere : 108 SMs

2 -4 Warps Asynchronous

Streaming .
Block : Same Instruction
Multiprocessor g4 - 128 Cores Multiple Data
Hard Synchronous
Warp S ahr (\;valre 32 Threads Same Instruction
cheauter Multiple Data
Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture




< LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules.

[ 3 [ [ -
&3 - H Grid
Since :
Blocks Hopper : 132 SMs
Cluster oo - CUDA 12 .
m Communication _ Hopper Ampere : 108 SMs
Streaming 2 -4 Warps Asynchronous
Block BT Same Instruction
P 64 - 128 Cores Multiple Data
OO O o) Hard Synchronous
Warp S ahr (\;valre 32 Threads Same Instruction
cheduier Multiple Data
- Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture L J . ‘




< LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules.

H H H Grid Full GPU
Since :
Blocks Hopper : 132 SMs
Cluster oo - CUDA 12 .
m Communication _ Hopper Ampere : 108 SMs
Streaming 2 -4 Warps Asynchronous
Block BT Same Instruction
P 64 - 128 Cores Multiple Data
OO O o) Hard Synchronous
Warp S ahr (\;valre 32 Threads Same Instruction
cheduier Multiple Data
- Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture L J . ‘




< LAPP Threads Hierarchy

Laboratoire &’Annecy de Physique des Particules.

] e s Grid Full GPU Hopper : 8448 Cores
c c o r u Ampere : 6912 Cores
Since :
Blocks Hopper : 132 SMs
Cluster S . - CUDA 12 .
m Communication _ Hopper Ampere : 108 SMs
Streaming 2 -4 Warps Asynchronous
Block BT Same Instruction
P 64 - 128 Cores Multiple Data
OO ) Hard Synchronous
Warp S ahr (\;valre 32 Threads Same Instruction
cheauter Multiple Data
- Thread Core Executes Computing Kernel

Pierre Aubert, GPU architecture L J . ‘




Threads Execution

Pierre Aubert, GPU architecture




<-CAPP Threads Execution

B Thread

Pierre Aubert, GPU architecture




LAPP Threads Execution

Laboratoire &’Annecy de Physique des Particules.

B Thread

EEEEEEEEEEEEEEEE

Pierre Aubert, GPU architecture




< LAPP Threads Execution

Laboratoire &’Annecy de Physique des Particules.

B Thread

EEEEEEEEEEEEEEEE

Instructions

Pierre Aubert, GPU architecture




< LAPP Threads Execution

Laboratoire &’Annecy de Physique des Particules.

Instructions

B Thread

Instructions are loaded 2 by 2 /_<_

Pierre Aubert, GPU architecture



LCAPP Threads Execution

Laboratoire &’Annecy de Physique des Particules.

Instructions

B Thread

Instructions are loaded 2 by 2 /—<_
O] S
Warp
EEEEEEEEEEEERERE Then

Else

Pierre Aubert, GPU architecture L J . ‘



LCAPP Threads Execution

Laboratoire &’Annecy de Physique des Particules.

Instructions

B Thread

P S P /_<—
CEEOE ) Conton
Warp
O L) Then

Else

Execution when Condition —

(EeeRmasssmaeees)
IEEEEEEEEEEEEEEN

Pierre Aubert, GPU architecture L J . ‘




LCAPP Threads Execution

Laboratoire &’Annecy de Physique des Particules.

Instructions

B Thread

Instructions are loaded 2 by 2 /_<_

O Condition
Warp
EESESEEEEEEEEEEE Then
Else
Execution when Condition —

o) ) ] ] ] o ) ] | ]
o) ) e ] ] ) o ] e ]

Pierre Aubert, GPU architecture L J . ‘



LCAPP Threads Execution

Laboratoire &’Annecy de Physique des Particules.

Instructions

B Thread

P S P /_<—
CEEOE ) Conton
Warp
O L) Then

Else

Execution when Condition —

(EeERmasssmaaee)
IEEEEEEEEEEEEEER

Pierre Aubert, GPU architecture L J . ‘




LCAPP Threads Execution

Laboratoire &’Annecy de Physique des Particules.

Instructions

B Thread

P S P /_<—
CEEOE ) Conton
Warp
O L) Then

Else

Execution when Condition /\—

(REeRRzazazzaaces)
CEL L R L)

Pierre Aubert, GPU architecture L J . ‘




nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

Ampere GPU

Pierre Aubert, GPU architecture




Ampere GPU

A100 SXM

Pierre Aubert, GPU architecture




(LAPP Ampere GPU

7 nm

A100 SXM

Pierre Aubert, GPU architecture



(LAPP Ampere GPU

7 nm

A100 (Ampere) Compute Capabilites 8.0

]

=00 - 00 "
[ y B!
i |/ :

A100 SXM

Pierre Aubert, GPU architecture



(LAPP Ampere GPU

7 nm

A100 (Ampere) Compute Capabilites 8.0
108 SMs 6912 Cores

Al100 SXM

Pierre Aubert, GPU architecture




Ampere GPU

A100 (Ampere)

st P A
el | ’

"8 0:. 7

Al100 SXM

7 nm
Compute Capabilites 8.0

108 SMs 6912 Cores
Peak 19.5 TFlops (without tensor cores)

Pierre Aubert, GPU architecture



(LAPP Ampere GPU

7 nm
Compute Capabilites 8.0

A100 (Ampere)
108 SMs 6912 Cores

",06 —0 Peak 19.5 TFlops (without tensor cores)

st P A
el | ’

"8 0:. 7

40 - 80 GB DRAM

Al100 SXM

Pierre Aubert, GPU architecture



(LAPP Ampere GPU

7 nm
Compute Capabilites 8.0

A100 (Ampere)
108 SMs 6912 Cores

Peak 19.5 TFlops (without tensor cores)

40 - 80 GB DRAM
1.3 TB/s Bandwidth (HBM2)

<00 J—— B0

‘80

Al100 SXM

Pierre Aubert, GPU architecture L J . ‘ a




(LAPP Ampere GPU

7 nm

Compute Capabilites 8.0

108 SMs 6912 Cores

Peak 19.5 TFlops (without tensor cores)
40 - 80 GB DRAM

1.3 TB/s Bandwidth (HBM2)

NVLink 600 GB/s

Al100 SXM

Pierre Aubert, GPU architecture L J . ‘ a



(LAPP Ampere GPU

7 nm

Compute Capabilites 8.0

108 SMs 6912 Cores

Peak 19.5 TFlops (without tensor cores)
40 - 80 GB DRAM

1.3 TB/s Bandwidth (HBM2)

NVLink 600 GB/s

MIG : Multiple Instance GPU

Al100 SXM

Pierre Aubert, GPU architecture L J . ‘ a



(LAPP Ampere GPU

7 nm

Compute Capabilites 8.0

108 SMs 6912 Cores

Peak 19.5 TFlops (without tensor cores)
40 - 80 GB DRAM

1.3 TB/s Bandwidth (HBM2)

NVLink 600 GB/s

MIG : Multiple Instance GPU

Al100 SXM

Too much for PCle ?

Pierre Aubert, GPU architecture L J . ‘ a




w_CUAPP Hardware evolution (NVidia)

Pierre Aubert, GPU architecture




LCAPP Hardware evolution (NVidia)

Laboratoire &’Annecy de Physique des Particules.

Pierre Aubert, GPU architecture




LCAPP Hardware evolution (NVidia)

Laboratoire &’Annecy de Physique des Particules.

Pierre Aubert, GPU architecture




LCAPP Hardware evolution (NVidia)

Laboratoire &’Annecy de Physique des Particules.

Pierre Aubert, GPU architecture




nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

Hopper GPU

Pierre Aubert, GPU architecture




Hopper GPU

H100 (Hopper)

:

Pierre Aubert,

GPU architecture




Hopper GPU

H100 (Hopper)

ettt Bl
susg
d

H100 SXM5 and PCie

Pierre Aubert, GPU architecture




<-CAPP Hopper GPU

4 nm (A100 7 nm)

H100 (Hopper)

ettt Bl
susg
d

H100 SXM5 and PCie

Pierre Aubert, GPU architecture




Hopper GPU

H100 (Hopper)

ettt Bl
susg
d

H100 SXM5 and PCie

4 nm (A100 7 nm)
Compute Capabilites 9.0

Pierre Aubert, GPU architecture




Hopper GPU

H100 (Hopper)

ettt Bl
susg
d

H100 SXM5 and PCie

4 nm (A100 7 nm)
Compute Capabilites 9.0
132 SMs (tensor core Gen4) 8448 Cores

Pierre Aubert, GPU architecture




Hopper GPU

H100 (Hopper)

ettt Bl

H100 SXM5 and PCie

4 nm (A100 7 nm)

Compute Capabilites 9.0

132 SMs (tensor core Gen4) 8448 Cores
Peak 30 TFlops (without tensor cores)

Pierre Aubert, GPU architecture




Hopper GPU

H100 (Hopper)

ettt Bl

H100 SXM5 and PCie

4 nm (A100 7 nm)

Compute Capabilites 9.0

132 SMs (tensor core Gen4) 8448 Cores
Peak 30 TFlops (without tensor cores)
80 GB DRAM

Pierre Aubert, GPU architecture




Hopper GPU

H100 (Hopper)

ettt Bl
susg
d

H100 SXM5 and PCie

4 nm (A100 7 nm)

Compute Capabilites 9.0

132 SMs (tensor core Gen4) 8448 Cores
Peak 30 TFlops (without tensor cores)

80 GB DRAM
3 TB/s Bandwidth (HBM3)

Pierre Aubert, GPU architecture




Hopper GPU

H100 (Hopper)

ettt Bl

H100 SXM5 and PCie

4 nm (A100 7 nm)

Compute Capabilites 9.0

132 SMs (tensor core Gen4) 8448 Cores
Peak 30 TFlops (without tensor cores)
80 GB DRAM

3 TB/s Bandwidth (HBM3)

NVLink Gen 4 (900 GB/s)

Pierre Aubert, GPU architecture




Hopper GPU

H100 (Hopper)

ettt Bl

H100 SXM5 and PCie

4 nm (A100 7 nm)

Compute Capabilites 9.0

132 SMs (tensor core Gen4) 8448 Cores
Peak 30 TFlops (without tensor cores)
80 GB DRAM

3 TB/s Bandwidth (HBM3)

NVLink Gen 4 (900 GB/s)

MIG Gen 2 with confidential computing
(all instances have Image/Video decoding)

Pierre Aubert, GPU architecture

colf



Hopper GPU

H100 (Hopper)

ettt Bl

H100 SXM5 and PCie

4 nm (A100 7 nm)

Compute Capabilites 9.0

132 SMs (tensor core Gen4) 8448 Cores
Peak 30 TFlops (without tensor cores)
80 GB DRAM

3 TB/s Bandwidth (HBM3)

NVLink Gen 4 (900 GB/s)

MIG Gen 2 with confidential computing
(all instances have Image/Video decoding)

A lot of computing precisions

Pierre Aubert, GPU architecture

colf



Computing Precision

Range
Exponent

Precision
Mantissa

Pierre Aubert,

GPU architecture




nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

Computing Precision

Range
Exponent

ell
LT

Sign

Precision
Mantissa
m52

(02

FP64

L e e e e T e

Pierre Aubert, GPU architecture




nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

Computing Precision

Range
Exponent

ell
LT

Sign

Precision
Mantissa
m52

-n
i
(e)]
S
(0]

L e e e e T e

e8
FP32  s—{LIIIII]

m23
nnm

Pierre Aubert, GPU architecture




-LCAPP Computing Precision

nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

S, Range Precision
n| Exponent Mantissa
ell m52
ST | H T A nnnn

e8 m23
FP32 s

8
P32 SIS

Pierre Aubert, GPU architecture



-LCAPP Computing Precision

nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

5, Range Precision
n| Exponent Mantissa
ell m52
FP64  S|LLLLLLLLTDECCET O T LT LT LT LT

e8 m23
(P32 BT

8
P32 ST

5
| ™l

n
0
=
(@)
(93]

Pierre Aubert, GPU architecture



-LCAPP Computing Precision

Laboratoire &’Annecy de Physique des Particules

5, Range Precision
| Exponent Mantissa

ell mb52
ST | H T A nnnn

e8 m23
(P32 BT

8
e S-—H(TIIIII T2

-—HIII sl
R R

-n
0
=
(e}
(93]

o
L
=
(o)}
(02)

Pierre Aubert, GPU architecture



-LCAPP Computing Precision

Laboratoire &’Annecy de Physique des Particules

5, Range Precision
| Exponent Mantissa

ell mb52
ST | H T A nnnn

e8 m23
(P32 BT

8
e S-—H(TIIIII T2

-—HIII sl
R R

-n
0
=
(e}
(93]

o
L
=
(o)}
(02)

FP8

Pierre Aubert, GPU architecture



-LCAPP Computing Precision

nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

5, Range Precision
| Exponent Mantissa

ell mb52
ST | H T A nnnn

e8 m23
(P32 BT

8
e S-—H(Tlllll T2

FP16 S-—HIII sl

eF16  B—IIHITIIIT™

EsM2 st——[[[[fT}

Pierre Aubert, GPU architecture



nnnnnnnnnnnnn

nnnnnnnnnnnnnnnnnnnnn

Computing Precision

5, Range Precision
n | Exponent Mantissa
ell m52
Fpe4 B O L
e8 m23
FP32 BT
8 0
i S-—H(Tlllll T
FP16 S-—HIII sl
eF16  B—IIHITIIIT™
e> m?2
FP8E5M2 s— [T}
EaM3 s— A3

Pierre Aubert, GPU architecture

colf




Laboratoire &’Annecy de Physique des Particules

Computing Precision

C
=)
wn

FP64 S
FP32 5
TF32 5
FP16 5
BF16 S

E5M2 5

FP8
E4M3 5

Range
Exponent

Precision
Mantissa
m52

ell
LT

T T T T LT

e8
— L[]

m23
nnm

m10

e8
-—HIIIIII

[T

-—HIII

sl

-—HIIIIII

L

—HIII

|ﬂﬂ2
|

ed

—111)

E

Pierre Aubert, GPU architecture

< < < < < < HI0o
<< << <_AL00

-




uuuuuuuuuuuuu

‘de Physique des Particules

Computing Precision

C
o
wn
P H1003
FP64 S
g 11033
FP32 S
TF32 &
FP16 S
BF16 S
E5M2 S
FPS8
ZIVERS

Range
Exponent

Precision
Mantissa
m52

ell
LT

T T T T LT

e8
— L[]

m23
nnm

m10

e8
-—HIIIIII

[T

-—HIII

=

-—HIIIIII

L

—HIII

IﬂﬂZ
|

ed

—111)

E

Pierre Aubert, GPU architecture

< < < < < < HIOO
<< << <_AL00

-




Laboratoire &’Annecy de Physique des Particules.

Computing Precision

& Exponent el

gl IKRTTERTING DVARRT ATV AR NRRRVRRNN SRRV RNV ARANRRRI
A o

P32 ST

FP16 EL—:{ZIIII s . .

o1 ST L uting precicion o keep ateuracy e
g ESM2 EL—EE]]IET:B

eam3 54711

Pierre Aubert, GPU architecture

L A < < < < H100
L L <L <KL < Al00

-




<-CAPP Thread acceleration

Pierre Aubert, GPU architecture




<-LAPP Thread acceleration

Laboratoire d'Annecy de Physique des Particules

Tensor Memory
Acceleration (TMA)

Streaming Multiprocessor
Tensor Core Registers

Threads

Shared
L1 Cache

Global Memory

Pierre Aubert, GPU architecture




MC[)APP Thread acceleration

ratoire cf Annecy de Physique des Particules

Tensor Memory
Acceleration (TMA)

A100 (no TMA)
Streaming Multiprocessor

Threads]

Shared
L1 Cache

Global Memory

Pierre Aubert, GPU architecture




< LAPP Thread acceleration

Laboratoire d'Annecy de Physique des Particules

Tensor Memory
Acceleration (TMA)

A100 (no TMA)
Streaming Multiprocessor

Tensor Core Registers)

Threads]

Shared

Memory L1 Cache

Data

Global Memory

Pierre Aubert, GPU architecture




LCAPP Thread acceleration

Laboratoire &’Annecy de Physique des Particules.

Tensor Memory
Acceleration (TMA)
A100 (no TMA)

Streaming Multiprocessor{ . r¢ads

Generate

Shared
Memory

Global Memory

Pierre Aubert, GPU architecture




< LAPP Thread acceleration

Laboratoire d'Annecy de Physique des Particules

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA : Threads

! Shared \
Memory L1 Cache

Global Memory

Pierre Aubert, GPU architecture




LCAPP Thread acceleration

Laboratoire &’Annecy de Physique des Particules.

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA : Threads

! Shared \
Memory L1 Cache

Global Memory

Distributed
shared memory

Pierre Aubert, GPU architecture




cLAPP

Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

Thread
Block

Shared
Memory

Thread
Block

Shared
Memory

Pierre Aubert, GPU architecture




cLAPP

Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

A100

Thread
Block

Shared
Memory

Thread
Block

Shared
Memory

Pierre Aubert, GPU architecture




cLAPP

Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Pierre Aubert, GPU architecture




Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread Thread
Block Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

Pierre Aubert, GPU architecture




Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread Thread
Block Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

A100

Pierre Aubert, GPU architecture




Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

A100
Threads

n

Pierre Aubert, GPU architecture




Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

A100
Threads
an—

Pierre Aubert, GPU architecture

colff



Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

A100

Threads
|—

Vl\'{
B
Ind dent
:

Pierre Aubert, GPU architecture




Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

A100

Threads
|—

vlv i
[

Independent
Y Work
A 2

Pierre Aubert, GPU architecture

Threads spin
until all arrived
o ® ‘ 12



Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

H100

Threads
|—

Vl\'{
B
Ind dent
:

Pierre Aubert, GPU architecture




Laboratoire d'Annecy de Physique des Particules

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

Shared
memory
stores

H100

Threads
|

vlv i
[

Independent
Y Work

Pierre Aubert, GPU architecture




Laboratoire &’Annecy de Physique des Particules.

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Threads

L1 Cache

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

Shared
memory
stores

H100

Data arrival

increments

transaction
count

Threads
| ;

Vl\'{
B
Ind dent
:

Pierre Aubert, GPU architecture




<LAPP

Laboratoire &’Annecy de Physique des Particules.

Thread acceleration

Tensor Memory
Acceleration (TMA)

H100 (TMA)
Streaming Multiprocessor

TMA :

Shared
Memory

Global Memory

Distributed
shared memory

H100

Thread
Block

Thread
Block

Shared\l[sM to sM}(Shared
Memory/l Network }Memory,

Asynchronous
Transaction Barrier

Shared
memory
stores

H100
Threads

Data arrival
increments
transaction

is reached

all threads have arrived
and transaction count

e
LI/ 8

P

Pierre Aubert, GPU architecture

colff



- LAPP DGX H100 / DGX POD H100

nnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnnn

Pierre Aubert, GPU architecture




DGX H100 / DGX POD H100

Pierre Aubert, GPU architecture



< LAPP DGX H100 / DGX POD H100

DGX H100 :
- 8 H100
- 32 PFlop (Al performance)
- 640 GB HBM3 Memory
- 24 TB/s memory Bandwidth

Pierre Aubert, GPU architecture




< LAPP DGX H100 / DGX POD H100

Laboratoire &’Annecy de Physique des Particules.

DGX H100 :
- 8 H100
- 32 PFlop (Al performance)
- 640 GB HBM3 Memory
- 24 TB/s memory Bandwidth

Pierre Aubert, GPU architecture



DGX POD H100 :
DGX H100 : - 32 DGX H100
-8 H100 - 1 EFlop (Al performance)
- 32 PFlop (Al performance) - 20 TB HBM3 Memory
- 640 GB HBM3 Memory - 70 TB/s memory Bandwidth
- 24 TB/s memory Bandwidth - 192 TFlops of Sharp in-Network compute

Pierre Aubert, GPU architecture



Ada Lovelace GPU

Pierre Aubert, GPU architecture




Ada Lovelace GPU

GeForce 4090
(Ada Lovelace)

Pierre Aubert, GPU architecture




Ada Lovelace GPU

GeForce 4090
(Ada Lovelace)

4 nm (A100 7 nm)

Pierre Aubert, GPU architecture




Ada Lovelace GPU

GeForce 4090
(Ada Lovelace)

4 nm (A100 7 nm)
128 SMs (tensor core Gen4) 16384 Cuda Cores

Pierre Aubert, GPU architecture




Ada Lovelace GPU

GeForce 4090
(Ada Lovelace)

4 nm (A100 7 nm)
128 SMs (tensor core Gen4) 16384 Cuda Cores
24 GB GDDR6X

Pierre Aubert, GPU architecture




Ada Lovelace GPU

GeForce 4090
(Ada Lovelace)

4 nm (A100 7 nm)

128 SMs (tensor core Gen4) 16384 Cuda Cores
24 GB GDDR6X

1 TB/s Bandwidth

Pierre Aubert, GPU architecture




< LAPP Ada Lovelace GPU

4 nm (A100 7 nm)
GeForce 4090 128 SMs (tensor core Gen4) 16384 Cuda Cores
(Ada Lovelace) 24 GB GDDR6X
1 TB/s Bandwidth
Peak 82 TFlops (FP32 without tensor cores)

Pierre Aubert, GPU architecture o0 ‘



< LAPP Ada Lovelace GPU

GeForce 4090
(Ada Lovelace)

4 nm (A100 7 nm)

128 SMs (tensor core Gen4) 16384 Cuda Cores
24 GB GDDR6X

1 TB/s Bandwidth
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- Express as much parallelism as possible
(700k Threads for efficient A100 computing)

- Use Vector, Matrix and Tensor to store data

- Use Linear Algebra computation :
- Dot product

- Matrix Multiplication (GEMM) Efficient on many cores (GPU)
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