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Yesterday’s lecture 
•  Introduction to the GPU ecosystem 
•  The GPU HW architecture 
•  GPU programming  
•  GPUs & High-performance Libraries 
•  GPU Debugging & Profiling 
•  GPUs & Python 
 
Today’s lecture 
•  Volta architectural features 
•  Unified memory 
•  Multi-GPU/GPUDirect RDMA 

Outline 
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CUDA Parallel Computing Platform 

       Hardware  
      Capabilities 

GPUDirect SMX Dynamic Parallelism HyperQ 

    Programming  
     Approaches 

Libraries 

“Drop-in” Acceleration 

Programming 
Languages OpenACC Directives 

Maximum Flexibility Easily Accelerate Apps 

    Development 
    Environment 

Nsight IDE 
Linux, Mac and Windows 

GPU Debugging and Profiling 

CUDA-GDB debugger 
NVIDIA Visual Profiler 

   Open Compiler 
       Tool Chain 

Enables compiling new languages to CUDA platform, and 
CUDA languages to other architectures 
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NVIDIA Volta GV100 architecture 

 
21B transistors 
815 mm2 
 
80 SM5120 CUDA Cores 
640 Tensor Cores 
 
16 GB HBM2 
900 GB/s HBM2 
300 GB/s NVLink 
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NVIDIA Volta GV100 SM architecture 
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Tensor Core 
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Volta NVLink architecture 

300GB/sec 
 
50% more links 
 
28% faster links 
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Volta SM memory hierarchy 
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Increasing (easily) achievable performance 
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Volta performance specs 
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Unified Memory 
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Unified memory 
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Unified memory programming 
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Unified memory execution 
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Unified memory oversubscription 
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Unified memory oversubscription (Pascal) 

HPGMG AMR proxy performance 
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Multi-GPU programming 
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GPUDirect (CUDA3.1) 
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GPUDirect P2P (CUDA 4) 
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GPUDirect RDMA (CUDA 5) 
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GPUDirect RDMA example 

//without GPUDirect RDMA 
//MPI rank 0 
cudaMemcpy(s_buf_h,s_buf_d,size,cudaMemcpyDeviceToHost); 
MPI_Send(s_buf_h,size,MPI_CHAR,1,100,MPI_COMM_WORLD); 
 
//MPI rank 1 
MPI_Recv(r_buf_h,size,MPI_CHAR,0,100,MPI_COMM_WORLD, &status); 
cudaMemcpy(r_buf_d,r_buf_h,size,cudaMemcpyHostToDevice); 

//with GPUDirect RDMA 
//MPI rank 0 
MPI_Send(s_buf_d,size,MPI_CHAR,1,100,MPI_COMM_WORLD); 
 
//MPI rank 1 
MPI_Recv(r_buf_d,size,MPI_CHAR,0,100,MPI_COMM_WORLD, &status); 
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Next-gen systems 

Peak node performance: > 40TFlops vs 1.4 TFlops 
Peak system performance: 150-300 PFlops vs. 20 PFlops 
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